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Abstract

The Internet is an invaluable invention, yet it does not o�er privacy
to its users by default. Research in privacy-preserving communication
has o�ered di�erent designs to overcome this issue, with various secu-
rity and performance properties. The Tor network is the most popular
distributed, and volunteer-based deployed system, o�ering anonymous
paths through the Internet to millions of people seeking online privacy
while browsing the web, or using other Internet services. The Tor net-
work provides some level of diversity to the users, which aims at minimiz-
ing the probability for an attacker to observe the paths taken through the
network. Free and open-source, the Tor Project encourages audit and
improvements coming from academic research. This thesis contributes
to the Tor Project, and the privacy enhancing technologies community,
with innovative proposals to improve the network diversity against some
adversary, which aims at increasing the anonymity. Our proposals face
the primary constraint to maintain the performance the Tor network
currently provides.

This thesis starts with a study of low-latency anonymous networks
weaknesses and ends up to discover a new one. Our work features low-
cost and e�cient attacks to deanonymize Tor users and onion services
based on a �exibility property of the routing protocol, called forward
compatibility. Like any distributed system, the Tor network can be com-
posed of relays with di�erent versions. Forward compatibility prevents
clients or relays from generating unrecoverable errors with other peers
running forward versions of the protocol. We argue that preventing at-
tacks exploiting forward compatibility would require changes within the
routing protocol that would be di�cult to set up, and would require
further research if forward compatibility has to be maintained.

To increase the diversity of the network, we explore the innermost
feature to provide anonymity, namely the path selection algorithm, and
show with light and local modi�cations of the current path selection
how to achieve more diversity within the distribution of paths while
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maintaining a similar level of performance for Tor users. Furthermore,
this part of the thesis o�ers a worst-case evaluation entropy metrics to
assess the level of security of the network against some adversary, at a
static point in time. This metric measures some notion of the network
diversity, with the expectation on the number of relays that the adversary
needs to compromise to deanonymize any Tor user.

The �nal part of this thesis takes a more ambitious research direc-
tion to increase the Tor network diversity. We design and implement
a new set of payment protocols to incentive relay participation through
monetary retributions. Our design o�ers a secure, anonymous and e�-
cient payment system including a tax system allowing the Tor Project
to collect a fraction of each payment and to redistribute it to favor any
diversity notion. Our approach leverages the latest advances in cryp-
tocurrency research toward a design that is directly integrated into the
existing Tor architecture and covers economic policies, novel payment
algorithms, and networking implementations.
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1.1 Foreword

In computer science, or more broadly in science, we love metaphors, and
the Internet makes no exception here. We can picture the Internet like
the vast road interconnections, where each packet is exempli�ed as a car
going from one point to another. Except that, for the Internet, packets
contain a brainless driver who only knows where he comes from and
where he goes to. This driver needs help at the crossroads, and asks a
road employee which road to take to reach his �nal destination, given
his origin. The car travels through many crossroads, and potentially
many road companies on the path toward its destination, and at each
step the driver asks the same question at a road employee. Naturally,
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the road employee also tries to handle tra�c congestion, and priority to
o�er a smooth service to cars. The Internet has been designed this way
because it is e�cient, and no much privacy and security concerns were
part of the design objectives. In consequences, because of our economic
system, Internet Service Providers (ISPs, the road companies) saw into
the road employee function an opportunity to raise more money and
ful�ll more easily their rational objective to satisfy their shareholders.
Therefore, road employees today do more than answering the request of
the brainless driver, they also kindly ask questions and gather as much
information as they can: �Who/What are you voting for?�- �Oh, you do
not have any particular political opinion? - Interesting, maybe someone
would be interested in paying for this information, given the number of
drivers I have interrogated so far�. The driver is brainless and keen to
answer any question the road employee would ask. The road company
is not inherently evil; it tries to do its best to maximize its bene�t and
provide the best user experience that would not interfere with its primary
objective.

Consequently, at the age of electronic information, privacy is ar-
guably abused at large scale for the seek of pro�t or to game demo-
cratic processes and win elections. Furthermore, whistleblowers such as
Edward Snowden, showed that the law was violated by state-level insti-
tutions for the seek of espionage, which raises question about the e�cacy
of relying solely on lawyers to protect our privacy.

In this thesis, we do research over an available, free and advanced
technology called Tor to provide connection privacy to the Internet. The
Tor network is an attempt to hide �who is talking to who� with a sepa-
ration of the identi�cation from the routing protocol, which is currently
not achieved with the Internet. In our example, it would be like all
drivers driving in indistinguishable cars with tinted windows, giving all
the same answers to road employees during interrogations, and taking
random intermediary directions along the way.

The Tor network has the ambition to provide anonymity for a lot of
di�erent people, using the Internet in di�erent ways, and for various pur-
poses. This ambition is an incredibly di�cult task in the presence of an
attacker, especially when the network intends to meet the requirements
of interactive applications, in term of latency and throughput. Today,
many di�erent people use Tor for various purposes, that we could at-
tempt to list here:

• People may use Tor to defend their right to privacy, applying the
old principle that �the individual shall have full protection in per-
son and in property� [39] while using the Internet or to bene�t from
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the di�erent security and usability properties o�ered by onion ser-
vices (e.g., end-to-end con�dentiality, �rewall traversal and NAT
punching).

• People from totalitarian countries or countries under Internet surveil-
lance use Tor to avoid censorship and to avoid being monitored by
their government.

• Businesses use Tor to keep con�dential their employee activities or
research interests and protect themselves against industrial espi-
onage.

• Activists and whistleblowers use Tor to safely report abuse, cor-
ruption or to communicate from danger zones and protect their
life.

• Media use Tor to protect their journalist investigation and to pro-
vide a secure interface to communicate with activists and whistle-
blowers.

• Military and law enforcement use Tor to conduct investigations
undercover, and protect their intelligence gathering online.

Privacy is an important concept in our society: everyone has un-
thinking behaviors linked to Privacy, like locking a door or making the
choice to keep a thought for ourself. The Universal Declaration of Hu-
man Rights even features a privacy statement �No one shall be subjected
to arbitrary interference with his privacy�. However, Privacy is a con-
cept in disarray. It is usually articulated from other concepts such as:
freedom of thought, freedom of speech, the right to be alone, the control
over our communications, protection against other's judgement, etc. Pri-
vacy has been studied with many focuses: from sociological (e.g., Westin
and Ruebhausen [140]), philosophical (e.g., Thomson [135], Nagel [98]),
law (e.g., Daniel J. Solove [125]) and technical perspectives, Privacy is
a headache left to interpretations. In this thesis, we focus on communi-
cation privacy on the Internet. By communication privacy, we mean the
separation between the identity of a communication �ow and the routing
protocol in the network. We do research applied to the Tor anonymity
network. Our contributions, which may be of some independent inter-
est for other privacy enhancing technologies, are engineered for the Tor
network.
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Figure 1.1: Browsing Twitter and Onion Services with Tor

1.2 10000 Feets Overview of Tor's History

Tor lays its foundation on the principle of `onion routing' developed in the
mid-90' by David Goldschlag, Michael Reed and Paul Syverson [65, 111].
The primary design objective of onion routing networks is to separate
identi�cation from routing with the creation of a bi-directional and real-
time virtual circuit which �ows through several individual nodes of the
overlay network. The circuit creation is incremental and directed by
the client: with layers of encryptions generated at the client side for
pre-selected relays, and with one layer peeled-o� at every relay, the last
relay of each incremental construction of the circuit privately receives the
information to extend the circuit. This construction achieves the sepa-
ration between the global route, the identi�cation of the source and the
destination because each relay only knows about the previous and next
relay of the virtual circuit. Locally, each relay manages anonymous pack-
ets like a label switching network: upon the reception of some packet,
they decrypt their layer, change the label for the next hop, and append
the packet to the appropriate outbound connection. In the backward
direction, the same logic applies except that nodes do not decrypt but
encrypt a layer and forward. Figure 1.1 shows an abstract overview of
onion routing with circuits built to navigate the world-wide-web and to
navigate onion services, as designed today with Tor.

Tor was initially funded by DARPA in 2001 with the initial goal to
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create a beta network from Onion Routing research [111] and explore
shortcomings in resource management and fault tolerance. In October
2003, the Tor code was released under the MIT license, and by the end of
the year, a dozen of relays were operated by volunteers [5]. In December
2006, The Tor Project inc. was founded. It is a research-education non-
pro�t organization responsible for maintaining Tor, with the �nancial
support of the Electronic Frontier Foundation (EFF), the U.S. govern-
ment, and donations. The network grew with active contributions of
volunteers to more than 7000 relays serving more than 200 Gbit/s of
bandwidth for more than two millions users each day [4].

The world-wide research journey begins with the publication of the
Tor design paper [54] at USENIX Security, by Roger Dingledine, Nick
Mathewson and Paul Syverson. Since 2004, the Tor design paper has
garnered over 3000 citations and won in 2014 the USENIX Test of Time
Award which recognizes papers that have had a lasting impact on their
�elds. Since 2004, Tor bene�ts from active development, and adds new
features directly from the research community and many from internal re-
search, so many that the initial Tor design publication is now profoundly
distant from the current Tor design. This remark is also valid for old
Tor research based on early Tor designs: an unwanted consequence of
Tor's active development makes new researchers easily confused with-
out a contextual timeline of Tor designs relative to the publication of
research papers.

1.3 What is Anonymity

The general consensus from the literature regarding anonymity comes
from P�tzmann and Hansen [104] and holds in a set of de�nitions. First
of all, anonymity is de�ned as the state of not being identi�able within
a set of subjects called the anonymity set. The anonymity set stands
for the set of all probable subjects. These subjects are linked to anony-
mous actions which remain anonymous if an adversary cannot distin-
guish which subjects perform the anonymous actions (i.e., anonymity is
about keeping con�dential some relationship between interacting pairs).
The de�nitions of the subjects and their related anonymous actions are
context dependent and de�ned regarding the anonymity system studied.

Anonymity systems have mostly evolved into two main families: low-
latency anonymity systems (e.g., Tor [54], I2P [146]), and high-latency
anonymity systems (e.g., MixMinion [49], Loopix [105]). We talk about
low-latency (or high-latency) anonymity for networks that aim to hide
source and destination of Internet communications. Such networks are
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designed to carry user data through one or more relays before they reach
their intended destination. They can also provide a con�dential route
back to the originator, where every relay can only identify the next and
previous intermediary but cannot link the originator with the destina-
tion or acquire the knowledge of which route is used through the net-
work. The main reasons for this divergence are 1) the kind of application
streams that the anonymity network wants to support, and 2) the threat
model. If the anonymity system wants to support interactive applica-
tions, then the user needs his data to be routed as fast as possible within
the anonymity network. However, such anonymity system cannot protect
against an adversary observing all the network links. The threat model
is then relaxed to protect against local (but powerful) adversaries. On
the other hand, high-latency anonymity systems achieve some degree of
protection against a global adversary, but the data can take up to several
hours to be routed through the anonymity network.

1.4 Tor's Threat Model

Tor is a low-latency anonymity system designed to protect users against
tra�c analysis. Like any grounded real-world implementation of low-
latency anonymity system, Tor does not protect against a global and
passive adversary. Such adversary, able to observe all streams and all
links on the network, is too strong against a low-latency anonymity de-
sign and considered out of scope. Instead, Tor assumes a local adversary
who can observe some fraction of the network, operate onion routers or
compromise some of them. Tor also assumes a local adversary who can
manipulate user's streams: insert, modify, delete or delay data to create
observable perturbations.

Typically, by observing both ends of an anonymous stream, an at-
tacker can infer who is talking to whom using statistical correlation.
Tra�c �ow perturbations can also improve the adversary's precision.
This attack is called end-to-end correlation. Tor does not try to imple-
ment countermeasures to this attack but strives to minimize its impact.
Rather, Tor tries to protect against local tra�c analysis attacks, such as
website �ngerprinting, where an adversary can deduce which website is
visited by looking at the encrypted trace of packets.

Finally, Tor considers an adversary who can deny service to trust-
worthy routers, compromise the directory authorities (a few trustworthy
relays agreeing on the state of the network, and sharing their view to
Tor clients) and give a di�erent view of the network to arbitrary users.
Moreover, Tor considers an adversary who strives to make the network
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unreliable to �ush users to other, less reliable, anonymous systems.
For all these adversarial techniques and goal, Tor current design and

research strives to increase the adversary's resource needs under realistic
assumptions (e.g., the adversary is local and control a fraction of the
network).

1.5 Clarifying Diversity

When we model threats against the Tor network, we assume local adver-
saries with limited resources. Diversity is a goal, a purpose of anonymity
defenses: given the set of adversaries we consider, we engineer our pro-
posals to minimize the probability to observe an adversary in the right
position to perform her attack. That is, when we increase diversity, we
increase the security relative to the threat model which must be explicit
within the context studied. Diversity can be univariate, like location
diversity, bandwidth diversity or operating systems diversity. But it can
also be multivariate, where improving diversity would be a Pareto im-
provement.

1.6 This Thesis's Goal and Contributions

End-to-end correlation attack, also named tra�c con�rmation
can take many di�erent forms, and the common piece to them is the
presence of the attacker at both ends of the stream: close to the person
who generates it, and close to the destination which receives it. If the
attacker's position is at both ends of the path, he can link, using vari-
ous methods, the source of the stream with its destination, despite the
encryption used and the e�ort to hide the stream characteristics. Such
attacker successfully cancels the protection o�ered by the Tor network.

We are interested in understanding low-latency anonymous network
weaknesses, and how it is possible to improve the resilience of the network
against them. We focus on the end-to-end correlation problem, and we
explore the following thesis:

Low-latency anonymous network such as Tor cannot defend
against end-to-end tra�c con�rmation attacks, but we may
strive to increase attacker's work under the same threat model
while preserving the same level of performance.

The Tor network is not designed to fully protect against end-to-end
correlation, because the Tor network aims to be e�cient and support
interactive applications. We do no try to build a Tor network able to
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do it, as we believe in the assumption that delivering the same quality
as Tor does today while protecting against end-to-end correlation is not
feasible. However, we believe that the Tor network might become more
resilient to this attack and we explore di�erent ideas described in the
forthcoming sections that may help the Tor network to be more secure
with the same (or better) level of performance.

Besides the thesis research exploration, another goal of our work was
to collaborate to Tor development with our �ndings. Regarding new
designs, we try not to fall into the list of �yet another seems-to-be-cool-
feature that is never going to be discussed because researchers moved on
another topic.� If we believe our ideas meet Tor's goals requirements,
we write a proposal and submit the suggested design change to the Tor
project. We �ll bug trackers with any problem found on our way to this
research exploration. We run relays to help the Tor network on a day-
to-day basis. We participate in IRC discussions, and developer meetings
(Rome2018 [115]). We try to actively use our acquired expertise along
this research to bene�t the development of the network, and if we are
lucky enough with our �ndings, positively impact millions of Tor users.

1.6.1 Studying Low-Latency Anonymous Network Weak-

nesses

We already mentioned that, like all low-latency anonymous network, Tor
could not prevent correlation over streams entering and exiting the net-
work. Such weakness is inherent to the Tor design, and also to any
low-latency anonymous network. This is design choice: routing packets
as fast as possible inside the anonymity network implies preserving the
nature of the network �ow. However, this part of the thesis uncovers a
previously unknown and inherent weakness to Tor. This weakness can
be used to mount various attacks such as: 1) applying e�cient DDoS
and congestion attacks against relays and onion services. 2) A new type
of end-to-end correlation attack that shows intriguing properties. 3) A
new low-cost guard discovery attack able to retrieve guard node of a tar-
geted onion service in one day without running any relay in the network,
providing that we know the onion address. A guard discovery attack
is a substantial step toward uncovering the location of the anonymous
service since, by design, the targeted onion service is always connected
to its guard relay.

The newly discovered weakness is actually based on a desired prop-
erty of distributed systems: forward compatibility. In Tor's case, our
work investigates how we can use the forward compatibility of the Tor
protocol to achieve various attacks. The Tor protocol's forward compat-
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ibility is one of the many engineered �exibility in the Tor design. Partic-
ularly, forward compatibility allows the network nodes to communicate
without unrecoverable errors despite di�erent version of the protocol.
Hence, this part of the thesis sheds light on unwanted interactions be-
tween the needed �exibility within the protocol and the resilience of the
Tor network against cheap attacks. We illustrate this problem with new
attacks and open a discussion to carry on research over the e�ect of the
various �exibility designs integrated within deployed anonymity systems.

Regarding open-source contributions, this part of the thesis o�ers:

1. An implementation of our various attacks, as well as a tutorial
to reproduce our research results [17]. These e�orts have been
made to facilitate any upcoming work on the same subject by other
people.

2. Two e�cient guard discovery attacks reported to Tor develop-
ers [114, 12], as well as a testing environment [17] to verify any
bug�x for [12], once it is implemented.

3. Forward compatibility is under discussion internally at the Tor
project [23, 24] to reduce the threat from attacks exploiting our
newly discovered weakness.

The necessary background for this part of the thesis is covered in
Sections 2.1, 1.4, 2.3 and 2.4. Then, Chapter 3 introduces and exploits
forward compatibility against the Tor network.

1.6.2 Enhancing Security While Preserving Performance

The �rst part of the thesis showed how e�cient and low-cost tra�c con-
�rmation attacks can be. The approach we take to mitigate this problem
is to research techniques to obtain a higher diversity within the Tor net-
work, because more diversity implies the tra�c con�rmation attacks to
be more challenging to mount. To prove this, we model a relay adversary
attacker and we show that more diversity requires the attacker to deploy
more resource in order to compromise the same fraction of users within
the same time frame. In this part, we focus on light and local modi�ca-
tions of the path selection algorithm to improve the network diversity, yet
small modi�cations can drastically change the overall network diversity.

The path selection is without a doubt the most crucial component of
the core Tor software. It o�ers anonymity to the Tor users and does a
probabilistic balance of the network. What probabilistic balance means,
is that all Tor users choose their path according to some distribution of
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probability crafted to spread them smoothly across the various link ca-
pacities. Note that by the law of large numbers, the network is perfectly
balanced only if we have an in�nite number of users choosing paths, and
if the various capacities are correctly estimated.

The path selection has, therefore, two roles: provide path diversity
to Tor users, and spread the load they generate over all relays. When
our work started, the research literature contained investigations of dif-
ferent path selection techniques considering various adversaries. None of
them successfully managed to improve their notion of security without
decreasing the overall network performance (i.e., the expected latency
and throughput for Tor users).

We took a di�erent approach and noticed that the vanilla path se-
lection could be improved by a small modi�cation which may have a
signi�cant impact on the whole network diversity while providing the
same level of performance. We still do a probabilistic balance of the
network, but we achieve it with consideration for an adversary in the
process. Our approach o�ers more diversity in the entry point of Tor
circuits (i.e., guard relay), which is the critical relay of the path. Guard
relays are critical because we keep using the same one over an extended
period, which means either the user enters the Tor network through a
safe relay for a long time, or he obtains a bad apple but keeps using it.
This strategy prevents all Tor users from getting a bad apple eventually,
and meet the idea that being compromised once is almost as bad as al-
ways. In this work, we also build a metric using the guessing entropy to
evaluate Tor's security against a relay adversary (i.e., someone running
relays to perform end-to-end correlation). This metric gives a worst-case
scenario: the expectation on the number of relays to compromise to be
able to mount a successful correlation attack against a chosen target.
We also show that this metric may also be used to evaluate the number
of AS/IXPs to compromise in order to mount a successful attack.

Regarding open-source contributions, this part of the thesis o�ers:

1. A prototype implementation of our path selection in Tor 0.2.6.7

2. A proposal [116] which is an RFC-like document suggesting modi-
�cations and how to implement them

3. A correctness code contribution [6] to TorPS, which is a widely used
tool to do security research on Tor (tool detailed in Section 2.6.1).

The necessary background for this part of the thesis is covered in Sec-
tions 2.1 and 2.5. Section 2.5 gives the details about related work on
path selection, and provides the necessary background about the vanilla
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path selection in Tor. Then, Chapter 4 introduces and explains our new
path selection design called Water�lling.

1.6.3 Improving the Network Diversity Through Incen-

tive Mechanism

This work gives a more ambitious path to mitigate the end-to-end cor-
relation problem. One approach is to observe that the e�cacy of this
attack is inversely proportional to the number of users, the number of
relays and how diverse the paths are. From this perspective, we may
�nd useful to incentive network diversity, to incentive volunteers to run
relays, and �nally to attract more Tor users. We assume that the num-
ber of active users over the Tor network follows some economic law,
where more network performance attracts more users until an optimal is
reached. One option to increase the network performance is to suggest a
better transport layer stack that we currently have, or to improve control
�ow, or the scheduling. These open research problems are orthogonal to
what we suggest to do in this work. Moreover, they cannot really help
against the end-to-end correlation problem.

What we suggest to do is somewhat straightforward: we want more
relays, and we want to design an incentive to bring more relays located
in useful places and ful�lling needed roles. We want to create a monetary
incentive to run relays in such a way that the overall network diversity
is improved. The �rst question we may ask is: why would a monetary
incentive increase the number of relays? A second question is: how can
a monetary incentive promote network diversity?

The Tor network is currently run by volunteers, who may have var-
ious motivations. Some are concerned by the privacy issue within the
current communication technologies and believes in the Tor project's
philosophy. Others appreciate open-source distributed systems and con-
tribute to favor a revolution toward decentralized architectures. Others
run relays to help friends from totalitarian countries to speak freely, etc.
For various reason, people devote a fraction of their time and income to
operate relays. If we could provide them reimbursement of their contri-
butions, they would likely either run more relays or run stronger ones.
There is also an interesting discussion [74] by Rob Jansen, a researcher
involved in designing incentives mechanisms, on the social issues that
may arise from reward mechanisms. For example, monetary incentives
may attract people probably more interested by the monetary reward
than being concerned by the privacy problem. Are these people reliable?
Would they follow the Tor project's philosophy not logging any infor-
mation? Would they sell information to increase their income? As Rob



12 CHAPTER 1. INTRODUCTION

Jansen said in his discussion, answers to all those questions are not clear.
There are indeed social psychology concerns attached to the problem of
inducing the increase of relays. Those questions are di�cult to answer
in a laboratory setting, thus we acknowledge this problem but we do not
dig into this sort of concern, and rather focus on economic questions and
technical designs.

To promote the network diversity, we design the cash �ow for pre-
mium bandwidth paid to relays as unidirectional payments with a frac-
tion of the total exchange anonymously diverted into a shared pool of
funds. Then, this pool of founds would be selectively redistributed to
relays according to transparent policies. In essence, this taxation system
would be used to provide enough monetary control to the Tor project
to incentive the topology of the network towards some notion of optimal
diversity and performance.

To pay for the premium bandwidth, we design moneTor: a set of algo-
rithms allowing an highly-e�cient nanopayment channel protocol which
is inspired from a full range of payment protocols that have emerged in
recent years. Essentially, each party establishes long-lived anonymous
micropayment channels with an Intermediary (a new relay type), and
then the Tor client can establish secure and e�cient short-lived nanopay-
ment channels on the top of the micropayment channels for each relay
of its circuit. We specify an integration strategy into the existing Tor
architecture and networking layer, and we develop a proof-of-concept
implementation of our protocol in the core Tor software. Our implemen-
tation allows us to conduct large-scale experiments of what we believe
to be the �rst anonymous, secure and feasible monetary payment system
for Tor priority bandwidth, and which can be convincingly developed
within Tor today.

Section 2.7 and Section 2.8 covers the necessary background for this
part of the thesis, discussing previous works in incentives mechanisms
for Tor and giving a brief overview of payment channels.
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2.1 Tor Overview

We give here more technical details on some key notions and components
related to Tor. The main objective of this section is to give the reader
a more comprehensive view of how a low-latency anonymity network is
constructed.

2.1.1 Tor Network Architecture

The Tor network is composed of multiple di�erent components, and each
of them run the same code base. Volunteers can run relays and enable
speci�c roles such as network consensus directories, HSDirs, Exit poli-
cies and Bridges. Moreover, people can use the Tor network to host
Onion Services (more details in Section 2.1.5), which are available only
through the Tor network and bene�t from its diverse and advanced se-
curity properties. Directory authorities and Bandwidth authorities are
the most important components of the network, and only trustworthy
core contributors run them. There are currently nine directory authori-
ties responsible to periodically agree over a state of the network, called
consensus document. This consensus document holds the identi�cation
information related to all available relays inside the network, as well as
the votes of the authorities (e.g., a set of �ags associated to each relay).
The bandwidth authorities constantly measure every relay of the net-
work and provide to the directory authorities a measurement value for
each of them, which has a critical role in the path selection algorithm
(See Section 2.5.2).

Finally, Tor clients connect to the network by downloading their �rst
consensus and a list of relay descriptors from a hard-coded list of IP
addresses. Once they bootstrapped, they can use the consensus to build
circuits and eventually attach streams to them.

In this thesis, our work over a money incentivization to run relays
extends this architecture by adding two new types of role: Intermediary
and Ledger. More details in Chapter 5.
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2.1.2 Circuits and Streams

Tor clients expose a SOCKS interface to applications wanting to route
their tra�c inside the Tor network. Each SOCKS stream between the
application and the Tor client are carried over TCP/IP (usually on the
same host). Then, the Tor client attaches this stream to a pre-built
circuit and processes to forward any data into it. The Tor client can
be con�gured to attach multiple streams on the same circuit, depending
on how the application wants its data stream to behave inside the Tor
network. For example, the Tor browser forces cross-origin requests to be
attached over the same circuit, to avoid multiple circuits to be created
for the same website.

A circuit provides con�dentiality to the SOCKS data stream, with
layers of encryption: one layer for each hop of the circuit. Each hop in
a circuit are connected with TCP/IP to the previous hop and the next
one, and every circuit that �ows through the two same hops at the same
time are multiplexed over the same TCP/IP connection. The Tor client
decides on the lifespan of the circuit it has created, which are 10 minutes
by default. It does not mean that a client will destroy the circuit when
the time elapsed, but that the circuit will not have new stream attached
to it. Therefore, one circuit can theoretically remain open inde�nitely,
as long as it still uses the stream.

2.1.3 Relay Roles

Relays can have di�erent purposes, the relay operator chooses some, but
the directory authorities votes others. Those choices have a large impact
on the path selection mechanism, and for the overall network resilience
against its threat model. Upon the di�erent choices, relays are given
�ags which de�ne their availability to ful�ll some role. The directory
authorities agree �ags and propagate them within the consensus docu-
ment. Here is a list of explaining �ags and the roles supported by the
relay obtaining them:

• Running: The directory authorities vote the Valid �ag to tell if
the router is currently usable over all its published ORPorts. If the
majority of the votes does not see this router as running, then it
is not included in the consensus document.

• Valid: Is voted by the directory authorities to tell if the router has
been validated. Such �ag kicks out of the network non-compliant
old versions of the current Tor protocol.
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• Authority: Tells if a router is a directory authority. There are
currently 9 `pinned' authorities operated by trustworthy people.
They are responsible for producing an hourly network consensus
document which states the current state of the network.

• Guard: Is voted by the directory authorities to tell if a router is a
suitable entry guard. The requirements are quite high. Those re-
lays need to have the Fast �ag, the Stable �ag, to have a Weighted
Fractional Uptime (WFU) of at least the median for `familiar' ac-
tive routers. The WFU computes the fraction of time that the
router is up on any given day, weighing so that downtime and
uptime in the past count less. A node is `familiar' if 1/8 of all ac-
tive nodes have appeared more recently than it, or if the directory
authorities have known it for a few weeks. The relays also need
to provide a measured bandwidth of at least 2MB. To summary,
the relay needs to be very stable and to provide a good through-
put. The entry point of client's path has critical importance; thus
directory authorities reduce the overall set of possible relays to
trade-o� the performance versus security when clients select their
entry node.

• Exit: The relay operator choose to allow exiting the Tor network.
The relay receives the exit �ag if it at least accepts outgoing con-
nection to port 80 and 443. There are currently too few exits
compared to the remaining of relays, which create an overall bot-
tleneck. Running exit relays is di�cult because the operator has to
deal with complains of the few bad usages exiting the Tor network
through his relay.

• BadExit: If the directory believes the relay is unreliable as an
exit router, despite the necessary exit policies set by the operator.
It may happen due to various reason: the exit's ISP censors its
connection, all DNS resolutions fail, attacks are detected, etc.

• Fast: The directory authorities vote the fast �ag and give it to
each active router when its measured bandwidth is either on the
top 7/8ths for known active routers or at least 100KB/s.

• Stable: The directory authorities vote the stabe �ag and give it
to each active router when its weighted mean of the lengths of
all intervals when the router was observed to be up is at least the
median of known active routers or 7 days. Stable relays are used to
build circuits for long-lived ports when circuit carry streams that
may be long-lived.
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• HSDir: Is voted by the directory authorities and given to an active
router if the router has the Stable and Fast �ag, and up for at least
96 hours. Moreover, the router must advertise to be a v2 hidden
service directory (operator's choice). Relays which are having the
HSDir �ag help to access onion services, which are going to be
described in Section 2.1.5.

2.1.4 Queuing, Scheduling, Control Flow and Congestion

The networking aspect of the Tor protocol is somewhat orthogonal to
usual transport protocol. Because of its multi-hops overlay approach,
Tor carries more overhead protocol data than hop-to-hop network pro-
tocols. Tor also su�ers from congestion issue due to the sub-optimal
interaction between the hop-to-hop congestion control mechanism and
the congestion of the overall circuit. To have a decent overview of Tor's
networking, let's take the example of an HTTP �le download to visualize
how queuing, scheduling, control �ow, and congestion control are per-
formed. Tor pulls data from a kernel bu�er and queue it inside the output
queue for the next relay at the application level. Then, it gets bu�ered
inside the TCP output bu�er to be �ushed on the network eventually,
which directs the data toward the next relay. These operations repeat
at each hop of the circuit, with a di�erent queue for each circuit at the
application level. An application-level scheduler decides which queued
data is popped, based on the tra�c shape (bursty/bulky) and the state
of the output kernel bu�er in which the data should be appended. Once
the GET request reaches the destination, the �le �ows back toward the
client using the same bu�ering and scheduling approach.

Control Flow is used in both ends of the circuit to manage the num-
ber of cells (i.e., Tor packets) that the circuit is willing to carry. Each end
maintains several windows to package cells and deliver cells for the over-
all circuit as well as for each stream attached to the circuit. Therefore,
we have a stream-level �ow control capped by circuit-level �ow control.
Together, they ensure no more than 1000 cells at the same time within
the circuit, which includes no more than 500 cells related to one stream.
Other protocols, such as QUIC [73] have the similar �ow-control mecha-
nism to avoid queuing too much data on the path toward the destination
or backward to the originator.

Finally, congestion control is only about not having too high memory
consumptions within the application queues on each relay. If Tor reaches
some memory threshold, it starts to kill circuits and free all data from
the longest queues, until it has recovered enough memory. Tor lacks an
e�cient congestion control mechanism due to the hop-by-hop transport
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protocol which not o�ers transport reliability for the whole circuit, and
due to the static control �ow design.

2.1.5 Onion Services

Tor allows users to hide their network-level location, and if combined
with anonymity-conscious applications, Tor allows users to protect their
privacy against a network observer. However, services may also want
privacy for various reasons, such as protecting the freedom of speech
of its operator against totalitarian regime. Hiding the location of the
service-side was the original goal of the onion service protocol, but the
protocol features exciting properties that make onion services even more
desirable for the Internet. Onion Services provide end-to-end encryption
and forward secrecy of the exchanged message with the clients. Onion
services are self-authenticated by design: for example, if one browses the
Onion Service of the New-York Times (nytimes3xbfgragh.onion), one is
sure to access the right service. There is no possible technique to re-
route the request toward a fake portal, which is technically possible for
the classical web over HTTP or even with HTTPS. That is, we do not
need an external resource to be convinced to land on the right portal.
Onion services provide NAT traversal and Firewall traversal, allowing
them to run behind NAT and Firewalls and punching through them.
Onion services must be seen as a way to acquire security properties,
which is not fundamentally di�erent from the goals of other mainstream
technologies.

Recently (Early 2018), Tor browser's update featured compatibility
to the V3 onion service protocol, which revamped all the cryptographic
algorithms, and the overall design. The new protocol version �xed many
design weaknesses, such as the privacy of the onion address itself: no one
should learn the onion address if one is not giving it. The protocol is in
continuous development, and there is strong chance that onion services
become a must-have in the near future, for many security-sensitive online
services.

To be available over the Tor network, as an onion service, it must ad-
vertise its existence �rst. The onion service builds circuits toward a few
chosen relays and uses them as Introduction Points. Those relays will
be responsible for forwarding introduction requests that users are going
to make to connect to the onion service, on their side of the protocol.
Once the introduction points have been picked, the onion service builds
a document called a �descriptor" and sends it to a set of HSDir relays.
The descriptor is intended for Tor clients and lists all introduction points
available and the piece of information needed to make contact with the
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onion service. So, now the onion service has a set of available introduc-
tion points and its descriptor is uploaded to some relays handling them
available for clients. When a user wants to connect to a particular re-
lay, he fetches the appropriate descriptor and builds a circuit toward a
random relay to be used as a �rendezvous point". Then, the clients use
the onion address to apply some operation over the descriptor to learn
about the identity of the introduction points and create a valid intro-
duction request, which includes the rendezvous point. Then, the onion
service builds a Tor circuit toward the rendezvous point and handshake
with the client to derive a shared key for data con�dentiality, which gives
end-to-end encrypted tunnel.

2.2 Anonymity Models and Metrics

To quantify anonymity, we use probability distribution about the set of
subjects linked to the anonymous actions we study. From these proba-
bility distributions, we extract information using the notion of entropy.
Entropy provides a quanti�cation of the uncertainty involved in predict-
ing on which subject is linked our anonymous action. Depending on
which information we extract, we infer a di�erent meaning of the result.

Serjantov and Danezis [118] and Diaz et al. [51] are the �rst to sug-
gest the idea of using information theory metrics such as Shannon's en-
tropy [120] to infer the number of bits of additional information that
the attacker needs in order to identify the subject de�nitely. Moreover,
Diaz et al. suggested using a normalized version of Shannon's entropy
as the degree of anonymity for the system. A degree 0 means that the
anonymity system does not provide anonymity at all. A degree 1 means
that the uncertainty is maximal. Snader and Borisov [124] suggested
using the Gini coe�cient as a measure of equality for the subjects. A
Gini coe�cient of 0 means that we have perfect equality between the
subjects: we cannot distinguish one from the other regarding our anony-
mous action. A coe�cient of 1 means perfect inequality.

However, even if we widely use entropy, there are some drawbacks
to it. For instance, Syverson pointed out that Shannon entropy, as an
average, does not necessarily capture worst case situations [128]. If we
take the following example where we have a set of 1025 potential senders
of a message with 1024 of them having an equal probability of 1/2048 to
be the origin of the message, and a single sender with a probability of 1/2.
We end up having a degree of anonymity of 0.6 for this distribution which
is quite high regarding the fact that one sender has a strong probability
to be the source.
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In the Tor community, some researchers started to advocate the use
of an empirical anonymity measure based on a well-de�ned adversary.
Hamel et al. suggested measuring the probability of path compromise
under an adversary with �xed bandwidth capability [68]. Johnson et
al. built a Tor Path Simulator to mimic the Tor path selection over
time and infer statistical con�dence about �rst path compromise under
a �xed relay adversary [86]. We also use such metrics in our anonymity
evaluation.

2.3 Tor Routing Protocol

In this section, we depict a high-level explanation of the innermost Tor
security design: the Tor protocol [8]. We focus on the interaction between
Tor nodes, on the way communication is structured, and on the way
circuits are built and destroyed.

2.3.1 Components and Interaction Overview

Tor is a distributed overlay network with the same code base for all of its
components, namely: clients, relays, directories and hidden services. All
of these components can be seen as event-driven network daemons that
are tied together by circuits. Those circuits are established with public-
key cryptography and handle cells, the unit of communication of the Tor
network. Those �xed-size cells are forwarded along the circuits carrying
layers of encryption. Each component of the circuit is responsible for
peeling one layer (unwrapping by a symmetric cipher) or adding one,
depending on the direction of the cells within the circuit. An outgoing
direction causes a component of the circuit to peel a layer and forward
the cell. Conversely, an incoming direction causes a component to add a
layer before it forwards the cell. This behavior is called Onion Routing.
In the Tor protocol, each cell is addressed to an edge relay, which is by
de�nition, the relay able to recognize the cell. Every component of a
circuit is an edge relay for some cells, at some points (e.g., during the
construction of the circuit). Most of the time, cells are recognized at
the endpoints of Tor circuits because it is the intended behavior when
carrying application data. We call those cells, the circuit-level cells. The
remaining cells are used for peer-to-peer management such as initializing
connections, creating circuits or destroying them. These are called link-
level cells.
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Figure 2.1: Link-level cells and circuit-level cells structure. Image from
[54].

2.3.2 Communication Unit: Cells

Link-level cells and circuit-level cells have two di�erent formats (Fig-
ure 2.1). The �elds CircID and Cmd are not encrypted while the re-
maining bytes might be encrypted several times, depending on the num-
ber of relays in the circuit. All circuit-level cells have the same Cmd
value (set to �Relay") but not the sameRel cmd value (the secondCmd
�eld in Figure 2.1), de�ning the subtype of circuit-level cell. There are
many subtypes of circuit-level cells, but they are not distinguishable by
any other than the edge node. If circuit-level cells had di�erent possible
value in the Cmd �eld, the anonymity provided by Tor could be trivially
broken. Indeed, an attacker could encode any message with an alterna-
tive composition of circuit-level cells of di�erent Cmd value (e.g., binary
encoding of an ascii message). Such a problem arose when the relay-early
cell was designed in order to avoid the possibility to build in�nite-length
Tor circuits and to constrain them to a reasonable maximum size [10].
This particular circuit-level cell had a Cmd value di�erent from other
circuit-level cells, allowing high-con�dence correlation.

2.3.3 Circuit Construction

A Tor software in client mode constructs and destroys circuits in the same
way: incrementally. It does the construction incrementally in order to
protect its identity while negotiating symmetric keys with each relay,
using a one-way authenticated key-exchange protocol called NTor [64],
in which only relays are authenticated. The Tor client and each hop
exchange a few cells to establish the circuit. The Tor client (let us call
it Alice) starts by sending a link-level create cell towards the �rst relay
(let us call it OR1). OR1 responds with a created cell, and the crypto
material contained in both cells are used to derive the symmetric keys
(one for each direction). At this point, the established circuit contains
one hop. To extend the circuit, Alice sends a circuit-level extend cell
symmetrically encrypted towards OR1 with the necessary information
to contact the next relay (let us call it OR2). Then, OR1 proceeds
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like Alice in the �rst step: it sends a create cell towards OR2 with the
crypto material from Alice. NTor prevents OR1 from reconstructing
the shared key and also prevents an active man-in-the-middle attack. In
order to extend the circuit towards a third relay or further, Alice plays
the same game with the edge relay of the circuit: telling it where to send
a create cell and waiting for the extended cell going backward. The main
di�erence with the third relay extension is the fact that OR1 does not
recognize the cell. Instead, the cell is wrapped with OR1 's key material
and forwarded.

In order to destroy a circuit, Alice sends a link-level destroy cell
towards the �rst hop, which will be echoed along the circuit. This process
can be seen as an incremental destruction starting from the beginning of
the circuit. Alice can also destroy part of the circuit using a circuit-level
truncate cell encrypted with a number of layers according to the receiver
(2 for the second, 3 for the third, etc.). Upon reception of a truncate
cell, the relay sends a destroy cell to the next relay and answers with a
truncated cell.

2.3.4 Tor Routing Protocol: if I do not get it, I drop it

Tor separates identi�cation from routing by creating circuits of 4 nodes,
including the Tor client and three relays. More generally speaking, cir-
cuits can have di�erent sizes depending on their purpose. Most of the
time, Tor uses a circuit of 4 nodes to reach well-known network services,
such as web servers. Sometimes, Tor builds circuits of 5 nodes to fetch a
descriptor or to meet the requirement of an internal Tor behavior. For
any circuit construction permitted by the Tor protocol, we can di�eren-
tiate two types of nodes at the protocol level: edge nodes and non-edge
nodes. This di�erence matters for one of the main functionalities of Tor:
handling cells when they arrive. We want to understand how Tor deals
with the di�erence in cell types, positions of the Tor instance on the
circuit (edge or non-edge) and directions (inbound or outbound) of the
cell.

Function circuit_receive_relay_cell() [22] shows two separate be-
haviors depending on the Tor instance position in the circuit. If the Tor
component is not on the edge of a circuit, either it forwards the cell or it
recognizes it (meaning that it is a link-level cell and that the decryption
succeeded). If the Tor component recognizes a cell in a non-edge position
but it does not know what to do about it, the Tor protocol drops it. The
same behavior happens when an unwanted circuit-level cell is received
at an edge position. Except for corner-cases which induce a tear-down,
most of the unwanted cells are dropped. This feature is also explicitly
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authorized, with the relay drop cell type. This is a circuit level padding
cell currently used to self-test relay bandwidth. The edge node always
drops such cells without further investigation. A third and last case of
ignored cells happens when an unknown subtype of relay data cell is re-
ceived at the edge of a circuit. Tor could tear down the circuit but does
not, to enforce forward compatibility.

Dropping unwanted packets is a typical behavior in network proto-
cols. Tor does the same but does not start any further investigation to
preserve its security properties. Past attacks have been known to rely
on this behavior. The best example so far is the CMU-FBI attack [10]
where the attacker injects a signal from an edge node and then, the re-
lays on the path read the signal (Figure 2.2). In this case, the signal
was a sequence of relay data versus relay-early in the inbound direction
allowing the attacker to encode any wanted message in binary mode.
The intended behavior was that a relay-early cell type was not meant
to be received in the inbound direction (towards the client) but not ex-
plicitly unauthorized. At the end of the path, the Tor client drops the
unwanted relay-early cell without further investigation, leading to the
deanonymization exploit as the binary signal can be read along the cir-
cuit by colluding relays.

Figure 2.2: Relay versus relay-early signal attack

In the following sections, we show how to exploit the dropping be-
havior to conduct new attacks which impact anonymity of onion services
and may deanonymize Tor users.

2.4 Attacks

2.4.1 Congestion attacks

Congestion attacks are a well-known technique to perform guard discov-
ery of Tor users and onion services. The general idea is to play a two-step
attack. The �rst step consists in applying a clogging attack [31] variant:
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sending lots of data to saturate a relay. The second one resides in observ-
ing whether the e�ect of this clogging is visible on the channel between
the adversary and the target (a Tor circuit in our case). If the e�ect
can be observed, then the adversary knows that this relay is part of the
target's Tor circuit. Murdoch and Danezis [94] provided experimental
proofs on the 2005 Tor network that it is possible to reconstruct a Tor
user's circuit without directly observing network links.

Later, Evans et al. [60] showed that this deanonymization method
is not achievable anymore given that the network has grown with more
relays and users. They proposed an improved variant of Murdoch and
Danezis's clogging attack based on the observation that the Tor protocol
does not prevent the creation of circuits of in�nite length. Pappas et
al. [103] presented a similar congestion attack creating looping circuits
where the malicious relay is not involved in cryptographic operation and
spins continuously the same packets. In the meantime, Hopper et al. [69]
used an estimation of link-latency and node-latency of Tor circuits, in
combination with the Murdoch and Danezis clogging approach. Their
approach allows them to determine the Tor client's network location
with increased precision as the victim interacts with the adversary's web
server. Instead of latency estimation, Chakravarty et al. [43] used a
single-end controlled available bandwidth estimation tool to observe the
e�ect of a perturbation performed by a colluding relay.

Our congestion attack, described in Section 3.3.1, can also be consid-
ered as a variant of the original clogging attack of Murdoch and Danezis
and aims at overloading one relay. We use our congestion strategy along
with the observation of its e�ect over a side-channel in order to identify
the guard relay of an onion service.

2.4.2 End-to-end Correlation

End-to-end timing [138, 88] and tra�c analysis attacks such as packet
counting [119] are part of the few unresolved issues listed in AlSabah and
Goldberg's survey [28], that impact low-latency anonymizers such as the
Tor network. Di�erent models of realistic attackers have been extensively
studied in the literature. Local passive adversaries that control a part
of the network, like Autonomous Systems (ASes) or Internet Exchange
Points (IXPs), can circumvent Tor's anonymity [61, 34, 58, 97].

Apart from these passive attacks, adversaries can also increase the
con�dence in their correlation attack by becoming active. Active ad-
versaries induce perturbations of a tra�c �ow: they make a particular
�ow di�erent from the inherent pattern of other network �ows, which
highly decreases the risk of false positives when correlating �ows. These
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techniques are usually referred to as watermarking [139, 144, 72, 70]. A
watermark encodes only one bit of information, which prevents the dis-
tinction between several watermarks that would be observed at the same
time. Biryukov et al. [36] use a watermark technique during the circuit
construction to reveal the onion service's IP. Houmansadr and Borisov
[71] push the concept of watermarking further and de�ne the notion of
�ow �ngerprint as a set of techniques that can be used to encode and
decode a sequence of watermarks (carrying multiple bits of information).

To reduce these threats, two types of approaches are often considered.
The �rst approach consists in designing counter-measures that hide the
tra�c characteristic used to match streams [90, 123], while the second
approach aims at increasing the diversity in the Tor network [34, 117, 57].

Regarding Tor, watermarking and �ow �ngerprint require to relay a
su�cient amount of data to embed the watermark(s). In practice, the
adversary must carefully choose the timing interval in the watermark
encoding, in order to avoid the Tor user to induce a circuit rotation when
he detects latency issues. Naturally, an adversary would be interested in
attacks that are not subject to those limiting requirements. A previous
(unpublished) study, documented as the relay-early tra�c con�rmation
attack [10] achieved that by injecting (instead of delaying) a crafted
sequence of special cells. Then, the sequence can be decoded on the
path by a colluding relay as it �ows through the circuit. This attack
was stronger than previous active attacks because it would be performed
without information loss, and because it eliminated the latency issue
inherent to the delaying approach. When the relay-early con�rmation
attack has been used in practice to deanonymize Tor users, the Tor
project reacted by detecting and removing the Sybil relays from the
network and produced a software update preventing relay-early cells to
be used in this way.

In Section 3.4, we present a new watermarking scheme that bears
some similarities with the relay-early con�rmation attack, and takes ad-
vantage of the �exibility in the Tor protocol.

2.5 Path Selection

2.5.1 Related Work: Path Selection Algorithms

In the original Tor design, the basis of the path selection algorithm was
to select uniformly at random the nodes needed to build a circuit. The
reason to do this was to meet the theoretical security level of Onion
Routing against relay adversaries [130]. However, this strategy does not
provide a good network performance for Tor users on average, because
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relays o�er very di�erent bandwidths. Therefore, the selection moved
to an adjusted bandwidth weight random selection choice, making the
selection probability of a node proportional to the bandwidth it o�ers
(see details in Section 2.5.2). Several other proposals of path selection
algorithms have been made during the past few years.

Snader and Borisov studied a tune-up to balance between the anonymity
and performance properties [124]. LASTor from Akhoondi et al. [27] sug-
gests a path selection algorithm that reduces both the latency and the
risk to encounter a circuit where both entry and exit are in the same
Autonomous System (AS). Unfortunately, LASTor does not result in a
balanced network and su�ers from the same throughput issue as the
uniform selection. Hence, it cannot be deployed as it is suggested [136].

In a complementary way, some methodologies have been developed
to improve performance regarding latency on the top of a path selection
algorithm. In this line of work, the vanilla path selection algorithm
(or another one) is used as a �rst step, but a second selection step is
proposed in order to �lter among paths obtained in the �rst step. Wang
et al. [137] developed a congestion-aware selection scheme that models
the congestion of a circuit as a node-based approach instead of a link-
based approach. In this case, the �ltering is on the top of the normal
Tor adjusted bandwidth weighted random selection. An interesting fact
is that the congestion computed for the nodes is not correlated with
their bandwidth, hence such a scheme does not unbalance the network.
Sherr et al. proposed a latency-aware link-based path selection algorithm
called Coordinate on the top of Snader and Borisov's scheme [121]. More
recently, Wacek et al. suggested hybridizing the �normal� path selection
algorithm with Coordinate and evaluated its performance [136].

Hybridizing path selections or looking to improve an existing idea
have been welcomed and even integrated in Tor in the past few years.
In this line of work, we have the Guard �ag that is a response to protect
against the Predecessor Attack introduced by Wright et al. [142, 2]. Re-
searchers evaluated also the well-funded values of some policies. Elahi
et al. [59] simulated various guard related parameters to assert which
approach might be more interesting for Tor users, and Backes et al. [33]
also explored various path selection strategies.

DistribuTor The closest proposal to our work is the suggestion by
Backes et al. at CCS'14 [32]. They present a path selection called Dis-
tribuTor that redistributes the bandwidths based on computation per-
formed on the client side (and not by the Tor authorities). In Distrib-
uTor, a bandwidth upper bound is chosen by the client and the choice
of an exit node is based on both the bandwidth available on the exit
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node and on that upper bound: the probability of selecting an exit node
is proportional to its bandwidth, except that this bandwidth is consid-
ered to be trimmed to the chosen upper bound, e�ectively bounding the
probability of selecting high bandwidth nodes.

Our work in Chapter 4 di�ers from that one in several aspects:

• We focus on entry point, which is more important for protection
against correlation attacks.

• We push the de�nition of the probability selection of the various
nodes back to the directory authorities, which helps maintaining a
balanced network.

• We perform detailed security and performance analysis of our path
selection algorithm.

2.5.2 Background: Vanilla Path Selection

The Tor network is composed of di�erent types of nodes, onion prox-
ies (Tor client), onion routers (relays), directory authorities, bridges and
hidden servers. Directory authorities are responsible for setting the net-
work up by publishing a consensus document every hour that assigns a
selection weight for each relay role. Those weights are used to balance
the network between the three node positions respectively entry, middle
and exit nodes. A relay might have di�erent roles and could act as an
exit but also as an entry and a middle node. Thus, the weights allow the
resources of a relay to be proportionally distributed among the di�erent
roles that it handles. The nodes are divided among the positions accord-
ing to some status �ags assigned by the directory authorities. We have
the Guard �ag that allows a relay to be picked out by the Tor client as
its entry node in the Tor network. Guard nodes must ful�ll performance
and stability constraints, and we currently have a pool of roughly 1600
Guards among all relays. An Exit �ag is also assigned to nodes that
accept exit policies for a range of IP addresses and ports. Exit nodes
are picked out by the Tor client to be the node responsible to connect to
the requested service. The destination IP and port must match the node
exit policy, hence the pool of available exit nodes depends on the service
that the user wants to access. All remaining relays are middle nodes.

Path selection in details

The description above showed that we have two entities involved in the
path selection: directory authorities and Tor clients.
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Directory authorities The Tor Project provides documentation about
Tor speci�cations [1] and explains the responsibilities of directory author-
ities. Among them, the weight computation is our subject of interest.
Weights are used to balance the network among the positions, which
arise from the solution of a simple system of equations related to the
equality of the bandwidths from entry, middle and exit positions. The
system of equations from dir-spec.txt is:

Wgg.G+Wgd.D = M +Wmd.D +Wme.E +Wmg.G (2.1)

Wgg.G+Wgd.D = Wee.E +Wed.D (2.2)

D = Wed.D +Wmd.D +Wgd.D (2.3)

G = Wmg.G+Wgg.G (2.4)

E = Wme.E +Wee.E (2.5)

With:

• G being the total bandwidth for Guard-�agged nodes

• M being the total bandwidth for non-�agged nodes

• E being the total bandwidth for Exit-�agged nodes

• D being the total bandwidth for Guard+Exit-�agged nodes

• Wgd being the weight for choosing a Guard+Exit for the guard
position

• Wmd being the weight for choosing a Guard+Exit for the middle
position

• Wed being the weight for choosing a Guard+Exit for the exit po-
sition

• Wme being the weight for choosing an Exit for the middle position

• Wmg being the weight for choosing a Guard for the middle position

• Wgg being the weight for choosing a Guard for the entry position

• Wee being the weight for choosing an Exit for the exit position

This system constraints a bandwidth equality between entry and mid-
dle nodes in equation (1). The same constraint is applied between middle
nodes and exit nodes in equation (2). Equations (3), (4) and (5) ensure
that the weights are consistent. Of course, these equations cannot always
be satis�ed, when a resource (e.g., exit nodes) is scarce in the network.
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In such cases, some of these equations become inequalities, and the band-
width is allocated on a case-by-case basis: the Tor speci�cation divides
all possibilities into 12 cases and provides constraints for each of them.

It is worth noticing that this system of equations achieves a balanced
network condition regardless of the bandwidth of each node indepen-
dently. It only cares about the sum of each pool (G, M , E, D). It
results that if we have to balance bandwidth from one position to an-
other, the same fraction of bandwidth is transferred for each node.

Tor clients Once the weights have been computed, voted and pub-
lished in a network status document, the Tor client uses them to assign
selection probability to each relay. Each Tor client biases its selection
according to the weights received for each position and the consensus
weight 1 of the relays. We have:

ClientWeight(relayi,position p) = ConsensusWeighti ∗Wpf

With Wpf the weight computed by the directory server, depending on
the desired position and the �ags of relayi. Then, the Tor client makes
a weighted random choice among relays when building circuits, using all
computed ClientWeights. Consequently, if each Tor user applies this
strategy, the Tor network end up having the same bandwidth consumed
by relays for entry, middle, and exit positions2. Also, the ClientWeight of
a relay depends directly on its consensus weight which is a value based on
the perceived bandwidth of the relays measured by the directory servers.
We end up having a selection probability of a relay for a speci�c position
that is directly proportional to its perceived bandwidth:

Pr[relayi, position p] =
ConsensusWeighti ∗Wpf∑
j ConsensusWeightj ∗Wpf

(2.6)

where the sum at the denominator ranges over all nodes and Wpf is
de�ned to be 0 for nodes that cannot be placed in position p.

There is, however, a little extra complexity in the selection process,
as some constraints are placed on the structure of a circuit:

1. The exit node must have a policy accepting connections to the
desired IP address and port;

2. The same relay can not be chosen twice for the same circuit;

1The consensus weight is called Bandwidth in the network status document
2Unless we fall into a scenario where the resource of a position is too scarce
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3. Two relays in the same family can not be chosen for the same
circuit;

4. At most one relay selected in a given /16 subnet for the same
circuit.

2.6 Tools

The research presented in this thesis is mostly experimental research
based on tools developed either by other members of the community or
by the author of this thesis. We present here two tools which have been
extensively used to produce our results.

2.6.1 TorPS: Tor Path Simulator

TorPS is a python-based Tor path simulator which uses the historical
data of the Tor network (i.e., consensuses and relay descriptors) to recre-
ate the conditions in which the Tor clients selected path for a speci�ed
period. TorPS applies the Monte Carlo method to infer numerical results
regarding the probability of selecting paths and being compromised by
some simulated adversary, depending on di�erent user models. TorPS
can keep track of the changes of the network over time, including relay
�ags, exit policies, hibernation states, consensus weights alongside han-
dling streams from a user model to infer which relays are probabilistically
selected.

TorPS supports several user models:

• Typical: Should represent average Tor user, with Gmail / Google
chat traces, Calendar / Docs. Facebook traces and web search
traces at di�erent period.

• IRC: Models a user connected to an IRC channel at work time.

• BiTorrent: Models BiTorrent over Tor with an activity on week-
end exclusively, from 12 a.m. to 6 a.m.

• WorstPort: Streams from the typical model are reused replacing
port to 6523, which is one of the less supported port in exit policies
in Tor, reducing the possible circuits.

• BestBort: Streams from the typical model are reused replacing
port to 443, which must be supported by all exit relays in the
network.



2.7. INCENTIVES SCHEMES 31

Johnson et al. [86] have initially developed this tool to evaluate Tor's
security against realistic adversaries with two new metrics: time to �rst
compromised path and fraction of compromised streams. TorPS had a
strong impact on the research community, with many papers comparing
Tor's security under new proposals. This thesis contributed to TorPS by
discovering and �xing a major correctness issue that made many publi-
cations to overestimate the success probability of the simulated attacker.
The pull request was merged on GitHub and improved the security anal-
ysis quality of many published papers in major security conferences.

2.6.2 Shadow

Shadow [77] is a discrete event networking simulator allowing to run real
applications on the top of a virtual network, initially developed to run
more accurate and large-scale Tor experimentations in a private and con-
trolled environment. Shadow's greater strength is to allow to run native
networking application code, as far as an appropriate plug-in is written
to interface the simulator and the application. Also, Shadow faithfully
mimic the real Tor network conditions including bandwidth and latency,
resulting in a tool likely more accurate than small private network ex-
periments within universities or even experiments over platforms such as
PlanetLab [45].

In this thesis, Shadow helped us to experiment our new designs and
assert their claimed performance impact. Moreover, Shadow allows any-
one to reproduce our research and verify our results, in a similar experi-
mental setup.

2.7 Incentives Schemes

There have been a number of standalone incentivization schemes pro-
posed over the past decade. We classify these into three types of strate-
gies: non-transferable bene�ts, transferable bene�ts, and monetary pay-
ments. 3

3Generally speaking, incentives provided by monetary payments are more eco-
nomically robust than transferable bene�ts, which in turn are more robust than
non-transferable bene�ts. Although we examine related works through the prism
of economic appeal, this is not a statement of superiority so much as an observa-
tion on diverging motivation. Indeed, a number of sociological and legal implications
considerations must be weighed before introducing �nancial pro�tability into the Tor
ecosystem. We consider these to be out of scope for the purposes of our research.
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2.7.1 Non-Transferable Bene�ts

These proposals aim to recruit relays by o�ering some privileged status
for personal use only. The privileges, crucially, are non-transferable in
the sense that they cannot be exchanged for general �nancial pro�t.

Gold Star As one of the earliest incentive proposals, Gold Star intro-
duces the notion of premium bandwidth. Premium, or gold star status,
is awarded exclusively to the fastest 7/8ths of relays. Like all of the pro-
posals listed, Gold Star leaks user information through priority tra�c
di�erentiation. However, the leakage in this scheme is exacerbated by
the fact that the pool of possible premium nodes is e�ectively �xed [56].

BRAIDS/LIRA The BRAIDS scheme introduces tickets to repre-
sent premium status. A central bank freely distributes small numbers
of temporary premium tickets to any client upon request or to relays
that have accumulated spent tickets from clients. Crucially, tickets can
only be spent at a single relay de�ned at the time of their minting to
elegantly prevent double spending [78]. LIRA is an ideological succes-
sor to BRAIDs that seeks to reduce scalability limits imposed by the
centralized infrastructure. In LIRA, clients probabilistically �win� pre-
mium tickets without any interaction with the bank. While LIRA solves
many pragmatic shortcomings of BRAIDS, neither of these designs were
constructed to handle strong threats of client cheating [80]

2.7.2 Transferable Bene�ts

The next class of transferable bene�ts describes those schemes which
do not directly confer wealth to relays operators but nevertheless o�ers
a product that might hold value in a secondary resale market. In the
general case, these indirect �nancial incentives aim to attract a broader
demand than in the non-transferable case.

TEARS TEARS introduces a two-layer approach whereby shallots
token are awarded by a central bank to relays who contribute to the net-
work. These shallots, which may be securely exchanged, can then be re-
deemed for BRAIDS-style priority pass tokens. While fully exchangeable
shallots represent an economic improvement to non-transferable privi-
leges, these tokens are conceptually discrete and indivisible assets that
are not as easily exchanged as true currency. Furthermore, its reliance on
a centralized bank and bandwidth measurement authority place inherent
limits on its scalability and security [78].

TorPath to TorCoin Perhaps the most radical redesign sugges-
tion, TorCoin proposes to revamp the Tor architecture into one which
can serve as the basis for a new cryptocurrency mined with proof-of-
bandwidth. The networking component speci�es veri�able pseudoran-
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dom shu�ing as a new method for user circuit selection. This modi�ed
protocol would, in theory, provide a weakly secure means for relays to
mint new TorCoin tokens based on their bandwidth contribution. In
addition to several unresolved security issues enumerated by the authors
themselves, it is not entirely clear whether the earned TorCoins would
be able to hold real-world value [63].

Proof-of-work as anonymous micropayment In this simple de-
sign, users provide partial proof-of-work tokens that can then be re-
deemed by relays for pro�t in real cryptocurrency mining pools. The
drawback of this scheme is simply an issue of unrealistic magnitude; the
paper itself estimates that a user who continuously mines with typical
consumer CPU hardware will be able to make only a few cents worth of
payments every 24 hours while incurring a much higher cost in electric-
ity [35].

2.7.3 Monetary Payments

Proposals in this �nal class o�er the most direct incentivization by out-
lining strategies to pay relays with real, externally valuable money. Gen-
erally, this tends to be the most economically sound approach and the
one that moneTor adopts.

PAR A pre-Bitcoin design, PAR utilizes a hybrid payment scheme
that implements ine�cient but anonymous Chaumian e-cash protocols
and e�cient but transparent probabilistic micropayments. PAR intro-
duces the honest but curious bank paradigm in which the bank cannot
deanonymize client but is in control of the reserve �nancial assets. As
with BRAIDS, PAR su�ers from an unscalable centralized design [29].

ORPay, PlusPay, CoinPay These three protocols, part of the
Chaumian e-cash tradition of payments schemes, are a series of incre-
mental improvements released across two papers [44] [41]. In each of
the designs, the micropayment building block is derived from Payword
hash chains, as is ours. While the schemes o�er practical advantages to
many aspects of PAR, they are limited by the same honest but curious
security assumptions and their scalability remains capped by the need
for all clients to interact with the central bank for each payment chain.

2.8 Payment Channels

Base layer cryptocurrency protocols are typically capped on the order of
tens of transactions per seconds [132]. The most actively pursued path
toward better scalability thus far is work in o�-chain payment channel
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networks [107]. In this setup, a single ledger transaction is used to es-
crow funds by two parties A and B. These parties may then proceed
to make bidirectional micropayments to each other without ledger in-
teraction through the exchange of signed IOU tokens. By themselves,
channels are useful for reducing the number of ledger interactions for
parties with reoccurring interactions. More important for the scalability
problem is the tripartite channel paradigm in which A pays B through
some intermediary party I with which they both maintain active chan-
nels. In practice, A and B might occupy the roles of a customer and
merchant who are registered with a well-known �nancial service provider
I. A, B, and I need only interact with the ledger periodically to deposit
and withdraw large sums of money, improving the network capacity by
multiple orders of magnitude. Informally, tripartite channels are secure
if the following requirements are met.

1. At every step of the protocol, all parties possess proof of execution
of the last �nalized payment state

2. Given two proofs of payment state, the network can unambiguously
identify the more recent state.

3. When A agrees to pay B through I, the payment is atomic. That
is, there is never a situation in which I pays B but is unable to
extract the agreed-upon payment from A.

2.8.1 Anonymous Payment Channels: Bolt

Finally, the micropayment channel concept has been extended to support
anonymity design goals. Z-Channel speci�es an implementation designed
speci�cally for Zerocash which only supports two-party channels [145].
Green and Miers designed Bolt, which is the only known anonymous
micropayment scheme to date that supports three-party intermediary
channels [67]. In their framework, the anonymity set is de�ned with
respect to the collection of users connected to the same intermediary.
In other words, given a set of end users Eall = {E1, E2, ...En} whom
each have an active channel with I, Ea should be able to send a secure
payment to Eb even though I cannot identify Ea or Eb from Eall nor can I
infer the payment value. Of course, I must still be able to verify that the
payment is valid and that its internal channel states have been updated
accordingly. This is achieved using a combination of zero-knowledge
proofs and blind signatures, in the case of Bolt. The challenge in this
protocol is to make the payments atomic to protect against protocol
aborts. The approach used by Bolt is to embed the state of the protocol
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within the payment phase, and interact with I in such a way that once
I → Eb is executed, Ea → I cannot be reversed by Ea or I, and if
Ea → I has been reversed, I cannot make Eb accept a payment from Ea

since this information is on the Ledger.
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3.1 Foreword

This chapter presents the second contribution of this thesis, published in
the journal Proceedings on Privacy Enhancing Technologies (PoPETs).
This is a join work with Prof. Olivier Pereira who has supervised the
overall research progress and greatly helped to improve the quality of
the submission.
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3.2 Introduction

Onion Routing o�ers an application-independent communication infras-
tructure on top of a public network, which o�ers some degree of anonymity
and tra�c analysis resistance [65, 112, 129, 130]. These security features
are obtained by routing communications through a set of relays called
Onion Routers. As of today, Tor [54] is the most popular Onion Routing
implementation: several millions of users communicate through Tor ev-
ery day, and it is investigated by a dynamic research community, which
produced hundreds of related scienti�c publications.

Tor is a low-latency network aiming to separate identi�cation from
routing. Among other anonymizer proposals [38, 146, 40, 122, 100, 9, 89],
Tor got popular mainly due to its ease of deployment, ease of use, high
performance, censorship circumvention and active development. Tor is
distributed, and any volunteer can contribute by running relays. As a
consequence of this openness, it is accepted that routers running di�erent
versions of the protocol co-exist in the network: the Tor protocol is
forward compatible, in the sense that additions to the protocol do not
break old implementations: the packets, or cells, that are not understood
are just ignored or, in practice, dropped. This forward compatibility
o�ers a form of �exibility in the Tor protocol that is present since Tor's
earliest version.

In this chapter, we focus on the Tor implementation and show how
choices that have been made in order to ensure forward compatibility
enable a cheap targeted guard discovery attack and an e�cient active
end-to-end correlation attack. We show that the decision to drop un-
intelligible packets may harm anonymity by opening the way to two
active attacks: a novel guard discovery attack and yet another end-to-
end correlation attack that shows interesting properties, motivating our
investigation. This result is demonstrated for the Tor network, but the
same weaknesses are likely to be found in any anonymous communication
system that routes packets through circuits and tries to defend against
end-to-end tra�c correlation attacks.

Our contributions In this chapter, we show experimentally how for-
ward compatibility in anonymous communication protocols can threaten
anonymity. More precisely:

• We shed light on con�icting interactions between two desired prop-
erties of low-latency anonymous network protocols: �exibility and
resilience against cheap tra�c con�rmation.

• We design a new guard discovery method that makes it possible
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to retrieve the guard relay of any onion service in one day without
running any relay in the network. This guard discovery method
is a two-phase process: in the �rst phase, a modi�ed Tor client
creates many circuits towards the onion and sends cells that are
dropped at the circuit layer by the onion service. In the second
phase, a side-channel con�rms the identity of the onion service's
guard based on the public measurements of the relayed bandwidth.
We use OnionShape [17], a tool that we developed to analyze relay
bandwidth measurements. Based on our results, we discuss the ap-
propriate timing between two reported bandwidth measurements.1

• We discover and report a design �aw in the Tor cell counter imple-
mentation, which ampli�es the e�ectiveness of our guard discovery
attack. The Tor project acknowledged this design �aw.

• We design and implement a new e�cient active attack called the
dropmark attack, that supports �ow correlation in the Tor network.
This attack is invisible to anyone running the current Tor code
but could be detected if the code were adapted. We argue that
this attack is part of a new family of active end-to-end correlation
attacks that take advantage of the �exibility of the Tor protocol.
Because of the �exibility that we would like to keep, this attack is
di�cult to mitigate.

• We evaluate the e�ectiveness of the dropmark attack using the
Shadow simulator [77], and obtain results under an ethical test-
bed that would be similar to the real Tor network. The dropmark
attack has true positive success rate of ≈ 99.86% probability and
a false positive rate of ≈ 0.03%. Compared to passive attacks,
it has some interesting properties: 1) It does not need the victim
to transfer any packet to succeed. 2) The activity of the victim
at the application level does not in�uence the success rate of the
attack (i.e., we do not miss users whatever is happening in their
applications).

• Based on our results, we open a discussion for a further research
direction regarding a �exibility/security trade-o� in anonymous
communication systems.

Roadmap We exposed background in Chapter 2 and we detail how the
packet dropping behavior of the Tor protocol can jeopardize anonymity
in Section 2.3.4. We exploit this feature to create a new guard discovery

1Each relay reports its average relayed bandwidth each day, in 4-hour intervals
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attack in Section 3.3 and a new active tra�c con�rmation attack in
Section 3.4. Based on those new attack channels, we discuss the risks of
�exibility in Section 3.5. Section 3.6 points to the code and data that
we make available to support the replication of our experiments, and
Section 3.7 concludes.

3.3 Side-channel guard discovery of onion ser-

vice

All the anonymity exploits introduced in this chapter rely on the drop-
ping behavior of the Tor routing protocol. Our �rst attack aims to
discover the entry node used by any onion service in no more than a
few days and without running any relay in the network. This method
does not reveal the location of a hidden service directly but gives the re-
lay on which the hidden service is always connected, which considerably
narrows down the work needed towards a full deanonymization.

3.3.1 Attack overview

In order to create Tor circuits towards an onion service on-demand, we
need its onion address and a modi�ed Tor client [17]. Figure 3.1 shows
how the attack proceeds. The objective is to put the HS Guard at
saturation long enough to be noticeable in the reported relay bandwidth
statistics. Currently, reported relay bandwidth statistics are an average
of the relay consumption every 4 hours. Therefore, we have to perform
at least 8 hours of constant data �ow to be sure of having a 4-hours
interval under our saturation �ow.

In this view, we create many circuits towards the onion address with
our client having the option UseEntryGuards set to false. By design of
the hidden service protocol and the path construction, all the circuits
go through the HS Guard. Then, we send relay drop cells or any other
cell type that would be dropped in the other edge (the onion service).
We used relay drop cells because they do not raise any log message.
We could use any other cell that is dropped without a tear-down of the
circuit, however all the others create a [Warn] log message. Using these
cells might raise the suspicion of the onion service's operator but might
also be a problem for low-storage onion services: we can �ll the memory
with log messages at the cell rate we send.

Our cells are sent in a round robin fashion through all opened circuits
to split the load over all relays. After 24 hours, all routers should have
reported their extra-info descriptor with the relay bandwidth history.
The one router (normally having the guard �ag) that reaches a peak of
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Figure 3.1: Guard discovery technique: relay drop attack against an
onion service. Black links are built by the adversary. Red links are built
by the onion service.

saturation within the 8 hours interval would be, in theory, the HS Guard.
But in practice, some other guards might saturate during the same time
frame and lead to false positives for the following reasons:

• The consensus weight is computed from over evaluated bandwidth
measurements, which makes a particular relay more heavily loaded
due to the higher weight received.

• The relay operator lies about the advertised bandwidth and since
the consensus weight takes into account the advertised bandwidth,
it is possible to induce a high consensus weight [83].

• The guard is overloaded due to its length of service, since each time
a new Tor user appears, he potentially selects that relay and keeps
it as his guard.

• The guard is overloaded due to the high tra�c generated by the
particular hidden service it serves.

• The guard is overloaded due to the natural variance: sometimes,
relays can saturate due to loud circuits. However, the longer the
attack, the smaller the chance that the natural variance could ac-
count for false positives.

Evaluating how many false positives we get and engineering some
parameters of the attack to retrieve the HS Guard with few false positives
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is the result of the analysis presented in Section 3.3.4. The likelihood of
successfully retrieving the HS Guard is intuitively related to the spare
resources of the entry position. Due to the following reasons, we believe
that the spare resources needed are usually available (this is veri�ed in
Section 3.3.4):

• The Tor network runs at an average of 50% of exit capacity.

• The bandwidth capacity of the entry position, even after bandwidth-
weights computation [117], is higher than the bandwidth capacity
of the exit position. Therefore, even if the exit nodes were con-
stantly used at 100%, the guard nodes would not saturate on av-
erage.

• The onion space tra�c represents less than 1% [14] of the total
tra�c. Therefore, they cannot consume all spare resources in guard
and middle positions.

Even if, on average, the entry position has spare resources, some
guards may fall short. That would not allow us to detect their increased
consumption of bandwidth due to the attack. Evaluating the chance to
miss the HS Guard and engineering some parameters to retrieve it is also
part of our work detailed in Section 3.3.4.

3.3.2 Ethical considerations

Since we wanted to test our attack on the real Tor network, we thought
of a responsible way to carry on the research. To that end:

• Our guard discovery attack was applied to a dummy onion service
that we created.

• We ran the entry node used by our onion service.

• We did not overload our relay too much (Figure 3.3), making sure
that Tor users passing by this relay at the same time would not be
disturbed by our attack. Characteristics of our relay are detailed
in Section 3.3.3.

• We did not overload other relays by design (Figure 3.1).

• We did not inject any modi�ed relay into the network.
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3.3.3 Attack experimentation

We developed a modi�ed Tor client [17] and extended the Tor control
protocol to interface our functionalities with a python script to obtain
a simple, yet powerful tool to schedule the attack on onion services of
our choice. The main options are the bandwidth we want to inject, the
number of circuits we want to maintain connected to the onion service
and the onion address of the target.

First, we discovered a weakness in the Tor counters implementation
that we could exploit to make this guard discovery method easier. Tor
handles a public read counter and a public write counter for all bytes
read and written within their OR connections. Those reported values
are usually symmetric because of the main task of a relay: taking bytes
from a connection, and writing them in another. However, with the
set-up in Figure 3.1, we can create an asymmetry between read/written
bandwidth statistics if a condition is ful�lled. If the bandwidth of the
onion service is smaller than the bandwidth of the HS Guard, then we
can �ll the output queue of the HS Guard with our cells until the function
circuits_handle_oom() is called. This function would kill the circuits
and remove the cells from the queue, which creates a unique asymme-
try between read and written bytes in the reported bandwidth statistics.
We re-create a circuit when one is killed and re-�ll the HS Guard output
queue to generate the asymmetry. This bug can be exploited by com-
bining several issues: 1) Protocol issue: we can massively send cells that
are not constrained by any �ow control (neither at the circuit level or
the stream level). 2) Counter issue: read/write counters are synchro-
nized only when the protocol behaves as it should behave and nothing
prevents their de-synchronization.

This bug was reported to and acknowledged by the Tor project.

Interaction between the HS guard capacity and the onion ser-
vice capacity

Currently, if we apply our attack against an onion service with a capacity
inferior to the spare resources of its guard, the bug described above is
triggered. That is, if we inject more than the onion service network
capacity, the HS guard bu�ers at TCP level �rst. Then, once the TCP
send bu�er is full, the HS guard bu�ers at the circuit level queue. This
bu�ering �lls the memory until circuit_handle_oom() is called to kill
the circuits and recover the memory from its queues. In the meantime,
the cell payload is counted in the read statistics and ignored in the write
statistics. As a result, a unique asymmetry between read and write
can be observed in the bandwidth history. The size of this asymmetry
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Figure 3.2: Proof of concept of the guard discovery attack using relay
drop cells and exploiting the counter weakness. The private network was
composed of 5 authorities, 50 non-exit relays, 3 exit relays and 1 onion
service. 015r was used as the HS entry guard during the attack by the
onion service and shows a large discrepancy between public read and
write counters.

is directly dependent on the bandwidth injected by the malicious Tor
client (the rate in which we �ll the HS guard queues and induce the oom
killer).

If the capacity of the onion service is superior to its guard, then we
can make the guard saturating as described in Section 3.3.1. In our
experiments, we explore in details this situation since the outcome is
less trivially identi�able than the counter-exploitation. We show that
the identity of the HS Guard can still be easily retrieved by saturating
it. Our method is the same: we send relay drops, or any other cells that
are dropped by the onion service and that are not constrained by the
circuit/stream level �ow control.

Proof of concept

Using Chutney Ethically speaking, we cannot reproduce the bug de-
scribed above in the real Tor network since the OOM killer of Tor on
the targeted guard might kill circuits from legitimate clients to recover
its memory. We used Chutney [109], a tool to set-up a local and private
Tor network and ran an experiment over it. Figure 3.2 shows one of the
relays having a large discrepancy between read and write values during
the attack, giving a unique pattern to the relay. This relay was indeed
the primary guard selected by the onion service.

On the real Tor network We can experiment the second situation on
the real Tor network, when the onion service has the highest capacity,
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since the only impact would be an increased consumption of available
bandwidth in our relay.

Figure 3.3 shows the results of an injection of 720 KB/s split into
70 circuits during 8 hours. The average utilization of our targeted entry
relay was about 300 KB/s with an advertised bandwidth of 1 MB/s.
During the attack, the relay recorded a peak of 964 KB/s of utilization
during 4 hours, which is the average legitimate use of our relay plus our
attack bandwidth. This experiment is a proof of concept, and we could
maintain the load a few 4-hours intervals more to facilitate the extraction
of the right relay from the history in a case of real guard discovery attack.
We investigate this in Section 3.3.4.

It might be possible to overload the HS guard without using our mod-
i�ed Tor client but using some legitimate clients and trying to generate
enough tra�c while acting normally. However, it would depend on the
application running on the top of the onion service. That might be easy
for a �le sharing application such as OnionShare [19] but more di�cult
for other types of application, like Ricochet [18], an instant messaging
software.

Our method has three advantages compared to overloading the HS
Guard using the onion service's running application (1 and 2) and previ-
ous attacks (3): 1) It is application-independent, meaning that there is
no interaction with the application layer and the extra load due to the
attack would not be visible to an application-level statistics observer.
2) It uses the downstream bandwidth of the onion service instead of the
upstream bandwidth when creating an overload by, for example, down-
loading �les. The downstream bandwidth of network links is higher in
some scenario (e.g., an onion service at home not connected with opti-
cal �ber). 3) It does not require injecting any relays into the network
(compared to the known guard discovery through a Sybil attack).

Vanguards' proposal

This attack is not the only way to perform an e�cient guard discovery
of onion service. Proposal #247 called Vanguards [16] solves the known
Sybil attack in which someone signs up a bunch of middle nodes and
makes client connections towards the onion service, until one of his mid-
dle nodes is used in the onion service circuit, next to the HS Guard.
This proposal suggests using a restrictive set of relays in the second and
third positions of HS circuits. Doing so, it mitigates our attack in some
scenarios. If the cumulative bandwidth of the second set of relays (or
the third set) is smaller than the bandwidth of the HS guard, then the
HS guard might not saturate, or they might all saturate. When the HS
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Figure 3.3: Proof of concept of our relay drop guard discovery attack on
the real Tor network on December 18. 720 KB/s of relay drop type cell,
split into 70 circuits, have been pushed during 8 hours. This guaranteed
to include a full attack window of 4 hours (1 observation) since we assume
that we do not know when each interval starts as it is di�erent for each
relay. Image from Atlas [11].

guard does not saturate, the attack is somewhat mitigated since we now
rely only on observing value peaks, which would also be visible on the
second (or third) set of guards. But, this is unlikely since those nodes
are also guard-�agged and spread the load of the attack between them-
selves. Moreover, the proposal suggests skewing(even more) the selection
distribution of such nodes towards top relays, which would probably re-
duce the chance to mitigate the attack. Finally, if we do not manage
to extract only one relay (the HS guard), it will succeed due to the fast
rotation of those relays. Each time a rotation is performed, we can try
again.

3.3.4 Going further with the descriptors history

So far, we demonstrated that it is possible to overload the guard of
an onion service, whatever application is running on top of it. In a
real attack scenario, we need to recognize the correct guard among all
the relays running on the network. We developed OnionShape [17], a
program able to crawl the history of relay descriptors [15] and to look for
such attack pattern. OnionShape proceeds by sliding, side by side, three
windows containing measurements, for each relay in the network (Figure
3.4). These windows slide during the period we consider and apply a test
to �ag any relay that matches a distribution matching the one described
in Figure 3.4. Our objective is to �nd the suitable value of parameters for
which we can retrieve our relay. The chosen parameters are the threshold
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Figure 3.4: Abstract view of OnionShape's measurement windows

overhead (compared to the previous history of bandwidth), the duration
of the attack (in a number of reported measurements) and the statistical
tools used to compare the middle window to the others.

Methodology

Considering the characteristics of the Tor network, we want to identify
what would be the impact of our parameters on the success rate, such as
the attack duration. Doing so, we would increase our chance of success if
we were about to launch a relay drop attack. We would like to prevent a
false negative (i.e., miss the right relay) and minimize the set of possible
candidates. Having many candidates is easy to deal with, as we can
extract the right relay from them by replaying the attack and getting
the intersection within the sets obtained, until only one relay remains
(details in Section 3.3.4).

In this analysis, we want to answer the following questions:

• How can we be sure to extract the right guard?

• What it the impact of having an onion service's spare resources
smaller than its guard spare resources? (considering that the bug
described in Section 3.3.3 is solved).

• Would it help to modify the current interval of 4 hours between
two reported bandwidth measurements?

• How exactly does our con�dence increase if we use multiple obser-
vations?

We ran OnionShape over an entire month of descriptors with di�erent
values for the parameters. Each relay �agged positive by OnionShape
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within the attacking window time (e.g., when an attack is supposed in
progress) is a possible candidate. We evaluate every possible attacking
window throughout the month, and for each of them we evaluate if we
have a possible candidate for each relay. The number of possible can-
didates is then averaged to get a representative value. This process is
repeated with variation of the attack parameters: threshold and attack
duration from Figure 3.4.

The following assumptions are needed to argue for representative
results of the simulated attacks based on the historical usage of the Tor
network:

Assumption 3.3.1. The average bandwidth relayed by the HS Guard
is always higher during a relay drop attack than the previous and next
considered windows.

Justi�cation. The bandwidth induced by the relay drop attack �lls the
spare resources of the HS Guard. This assumption is always valid unless
the guard operator reduces its relay's token bucket during the attack
windows, starts hibernating, goes o�ine, etc.

Assumption 3.3.2. The variance computed over the measurements in
the attacking window is always smaller than the variance in the previous
and next considered windows.

Justi�cation. When �lling the spare resources of the guard, the relay
drop attack should inject enough bandwidth to make the guard reaching
its token bucket limit. The guard should then provide constant mea-
surement values (i.e., values at saturation) in the history. Again, this
assumption becomes false if the HS Guard operator modi�es its token
bucket limit during the attack, starts hibernating, goes o�ine, etc.

Our analysis is divided into three parts: 1) we evaluate how the pa-
rameters of our classi�cation in�uence the number of possible candidates
as well was the probability to miss the right relay. this part considers
that the onion service's capacity is higher than the spare resources of its
guard. 2) We consider that the onion service's capacity might not be
higher than the one from its guard and we evaluate its impact on our
attack, considering that the counter weakness is solved (i.e., we assess
our attack for di�erent onion service's bandwidths). 3) We discuss higher
intervals and how several observations help to extract the right relay.

Analysis - Onion Service's capacity higher than its guard's
spare resources

Figure 3.5 shows the average number of possible candidates using Onion-
Shape on December 2016 history. We �agged a relay positive in Fig-
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ure 3.5a's plain lines when the following conditions were true:

mean(prev_win)× thresh ≤ mean(attack_win)

mean(next_win)× thresh ≤ mean(attack_win)
(3.1)

And when the variance is used, we add the following conditions with-
out any thresholds:

variance(prev_win) > variance(attack_win)

variance(next_win) > variance(attack_win)
(3.2)

Considering a threshold equal to 1.0 and with our assumption 3.3.1,
we cannot get any false negative (i.e., missing the targeted guard). The
false negative could happen if we increase the threshold because it de-
pends on the targeted guard's spare resources. Intuitively, a shape in-
duced (for a given threshold) in the bandwidth graph like in Figure 3.4
is less likely to be observable as the threshold increases, since the spare
bandwidth of the guard is not in�nite. However, in practice, guards
have spare resources as shown in Figure 3.6a displaying the bandwidth
utilization of guard relays and un�agged relays during December 2016.
We can observe that 80% of guard relays are used below 50% of their
capacity, and nearly 100% of guard relays are used below 80% of their
capacity. Regarding un�agged relays, their utilization is even smaller:
almost 100% of them are used below 60% of their capacity. Therefore,
to reduce the set of probable guards, we might increase the threshold
gently, but relative to the average observed load on relays.

From OnionShape's results in Figure 3.5a, we see with the reduc-
tion of possible candidates that, as we increase the interval (the attack
window), the di�erentiation increases: we have fewer candidates by ex-
panding the attacking window. This �gure also con�rms our expectation
over threshold variation: the number of candidates is reduced when we
increase the threshold. However, increasing the threshold also increases
the probability of a false negative (Figure 3.6). This result is explained
by looking at Equation 3.1 and the actual load on relays in Figure 3.6a:
for some relays, as the threshold increases, Equation 3.1 becomes false
due to the lack of spare resources. Finally, as we continue to increase
the threshold, the equation becomes false for all relays.

Plain lines in Figure 3.5a are testing assumption 3.3.1 only and show
to be risky: the HS Guard must be used under 50% of its available
capacity to be detected and distinguished from the others (prob of de-
tection considering the probability distribution of guard relays: ≈ 66%).
Dashed lines add the variance test from assumption 3.3.2 to �ag a re-
lay positive. For an attacking window size of 3 reported measurements
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(a) Guards only - Searching for an ac-
ceptable threshold

(b) Un�agged only - Searching for an
acceptable threshold

(c) Guards and Un�agged - Searching
for an acceptable attack duration

Figure 3.5: OnionShape's result over December 2016 network history.
We measure the average number of possible candidates for varying pa-
rameters to answer research questions of 3.3.4. Figure 3.7 complete this
result by showing the variance of these measurements.

(i.e., 12 hours), a threshold of 1.6 is enough to extract the guard if it
was running below 62.5% of its advertised capacity before and after the
attack (prob of detection: ≈ 83%). Most guards are running below 50%
of their advertised capacity, missing the right relay is possible (≈ 17%).
The threshold can be reduced to 1.4 if the attack duration moves to 6
reported measurements (24 hours) (prob of detection: ≈ 94%).

Figure 3.5b shows the results over the un�agged relays instead of the
guard-�agged relays. Due to the higher number of relays, the number of
possible candidates is higher for the same threshold. These results give
the wrong intuition that an onion service would be less vulnerable to our
guard discovery attack if it chooses its entry node among the un�agged
relays (i.e., using EntryNodes option). However, a false negative is less
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(a) Cumulative fraction of relays uti-
lization, where the utilization is de-
�ned by the fraction of consumed
bandwidth over the advertised band-
width - Data from December 2016

(b) Risk of a false negative w.r.t. the
chosen threshold. This graph con-
siders that the assumptions 3.3.1 and
3.3.2 hold and that the onion service
capacity is higher than its guard

spare resources.

Figure 3.6: Evaluates the load on relays and computes the probability
to miss the right relay (3.6b). It depends on the probability of section
of each guard and on the spare resources in bandwidth.

likely to happen with un�agged relay (Figure 3.6b); hence the adver-
sary can increase the threshold comparatively to guard-�agged relays.
Moreover, we also noticed a security �aw [20] and using the EntryNodes
option is now discouraged.

Figure 3.5c shows how the number of possible candidates evolves
with the size of the attack window, for a threshold of 1.0. Starting from
6 reported measurements, the attacker does not gain much additional
utility when increasing the duration of its attack.

The variation through time of the threshold is also studied. In Figure
3.7, we computed the threshold to obtain at most 5 candidates at every
moment of December 2016. If the standard deviation of such obtained
distribution is high, then it would mean that choosing a standardized
value of the mean as an appropriate statistical tool in a real attack
scenario could be ine�ective. Given the results of Figure 3.7, increasing
the attacking window size decreases the standard deviation and should
reduce the likelihood of an unexpected outcome for a given choice of
threshold.

Analysis - With di�erent onion service's bandwidths

In the previous section, we analyzed the e�ciency of our guard discovery
attack considering that the onion service's bandwidth was higher than
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Figure 3.7: Variation of the threshold through time to obtain a maximum
of 5 candidates, given an attack window of size 2, 4 or 6 measurements.

the spare resources of its guard. Indeed, if the onion service bandwidth is
smaller, the adversary knows that she could win with strong con�dence
due to the counter design �aw explained in Section 3.3.3. But, what
if this counter issue was not exploitable anymore? In this section, we
consider this issue solved by the Tor developers provided all guards are
up to date with the �x.

We computed the probability of a false negative in Figure 3.6 for a
given threshold by:∑

ConsWeighti
TotConsWeight

∀i :
Consumed Bwi

AdvBwi
>

100

threshold
(3.3)

Which gives the probability to miss-classify the right relay for a given
threshold (i.e., the classi�er outputs no instead of yes) if the onion service
bandwidth is higher than any guard's spare resource.

To evaluate the same probability considering the e�ect of the onion
service capacity, we evaluate how the load on guards induced by di�er-
ent onion service capacities could be detected by our threshold-based
classi�er, considering that the relay drop attack is trying to �ll all onion
service's available bandwidth (OSBw)

AdvBwi = max(AdvBwi, Consumed Bwi +OSBw) (3.4)

Then we re-compute equation 3.3 for di�erent OSBw. Figure 3.8 shows
our results and gives insights about the probability to miss the extraction
of the entry relay depending on the bandwidth of the onion service. The
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100MB/s line matches perfectly the probability from Figure 3.6. It cap-
tures the fact that having such downstream bandwidth would be higher
than any current guard's spare resource. The 10MB/s is more interest-
ing, as it is a usual downstream bandwidth when renting a small VPS
or having the onion service operated at home behind a usual 100Mb/s
downstream bandwidth. The probability of a false negative is close to a
100MB/s set-up since 10MB/s �lls a large fraction of almost any guard's
spare resource, which will be detected by our classi�er. Finally, the
more the onion service decreases its spare capacity, the safer it is from
our guard discovery.

(a) Assuming that the onion service
entry relay is a guard-�agged relay
(default behavior)

(b) Against un�agged relays: If the
onion service uses the option EntryN-
odes and con�gures a relay without a
guard �ag for its entry position.

Figure 3.8: Gives the probability of a false negative that our Onion-
Shape's classi�cation outputs depending on the bandwidth of the onion
service.

Analysis - Interval size and e�ect of multiple observations

We simulated a larger interval by merging 4-hours reports when analysing
the load and computing the probability of a false negative from it. Fig-
ure 3.9 shows that increasing the interval gives a smaller probability for
a false negative. This result can be intuitively explained by understand-
ing why we could obtain a false negative: when the guard is already too
much overloaded by legitimate use during our attack. This event is less
likely to happen as we increase the time of the reported measurement
(and the duration of the attack).

Changing the interval size impacts our results exactly as the attack
window size impacts the number of possible candidates in Figure 3.4
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Figure 3.9: Gives the probability of a false negative that our Onion-
Shape's classi�cation outputs depending on the length of the reported
interval. The probability for the current 4 hours interval was given in
Figure 3.6b

and Figure 3.7 (i.e., it reduces the number of candidates as the interval
increases). Therefore, increasing the interval does not help more than
increasing the time needed to extract the right relay. That is, increas-
ing the interval costs more time to the adversary but makes her more
con�dent at each observation.

The second question we try to answer in this section is to investigate
how our con�dence about the extraction of the right relay increases with
multiple observations. The idea is to compute the intersection between
the set of relays obtained at each observation. If the threshold used is
low enough, we should obtain only one relay after several observations
with the probability of success being Ps = (1−p)n with p the probability
of a false negative and n the number of observations. Figure 3.10 gives
some insights for an attacker performing an attack per day during 12
hours. We can observe how typically the size of the set of candidates is
reduced at each observation. This Figure is plotted from the output of
OnionShape for a few days of observation in December 2016. Choosing
other days in the history would give di�erent values for #false positives
but would show the same steep decrease as the number of observations
increases.

Finally, the attacker would choose her threshold with respect to the
probability of a false negative he is willing to accept. If the attacker is
able to obtain a precise measurement of the onion service's bandwidth,
she can speed up the process to recover the HS Guard by potentially
selecting a higher threshold if the bandwidth measured is large enough.
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If she is not, choosing a low threshold such as 1.1 would still allow her to
retrieve the right entry guard in a few days with a probability of success
≈ 96% against a few MB/s onion service.

Figure 3.10: Con�dence of the adversary on multiple observations

3.3.5 Countermeasures

Fixing the counter weakness A �x involving discounting bytes when
circuit_handle_oom() is called (one of the possible options) is currently
(mid-2017) under discussion at the Tor project. While it �xes the trivial
guard discovery attack presented in Figure 3.2, it does not solve all the
problems.

Volume analysis Given that the attack needs a high throughput to
succeed, the onion service might count dropped cells and rate limit them
by killing circuits once the limit is exceeded. This volume analysis does
not preclude the adversary to legitimately use the application on the
top of it and generate the same overload. Moreover, this idea has to
be carefully put in perspective with the forward compatibility currently
designed in the protocol. More details in Section 3.5.

Increasing the interval size Currently being 4 hours, increasing it
to 8, 12 or 18 hours does not help more than slightly increasing the cost
of the attack. Expanding it to more than 18 hours would generate more
problems to tackle: 1) extra info descriptors in which measurements
should be included are uploaded every 18 hours; hence some descrip-
tors would miss measurement values and Tor-related applications using
descriptors would be impacted. 2)If Tor crashes/restarts, it loses the
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current bandwidth accounting value meaning we would potentially lose
more counted bytes if the interval increases, impacting the reliability of
these reports.

Removing public bandwidth report We may also remove the side-
channel by not allowing guard relays to publish their measurements and
replacing them by a network-wide aggregation using PrivCount [79].
However, eliminating public bandwidth report would cause many issues
to Tor-related applications that use them.

User-side countermeasure One appealing countermeasure for an
onion service operator who deeply care about the "hidden" property
of his service would be to con�gure a bandwidth rate limitation (i.e.,
using BandwidthRate option) as close as possible to the average band-
width consumption of his service. The onion service operator could use
an application-level statistics observer over a time frame to estimate the
right BandwithRate value. This would impact the performance of the
service, though.

Discussion Among the possible countermeasures, we believe that re-
moving the side-channel and educating end-users to properly con�gure
their hidden service are the most appealing ones. Some recommendations
about con�guring an Onion Service would be to: 1) Con�gure the band-
width as close as possible to an average estimation of the legitimate use.
2) Avoid using the option EntryNodes to set up an un�agged relay as an
entry node. Alongside the basic reasons for not using un�agged relays as
an entry node (stability, bandwidth, etc.), our analysis showed that the
relay discovery would still be easy. 3) Avoid running an onion service
as well as a Tor relay on the same instance. This would induce a trivial
deanonymization of the onion service by an adversary sending cells that
are dropped by the onion service because a large discrepancy between
read and write bytes could be observed in reported measurements of the
relay.

3.3.6 Conclusion

As soon as the counter weakness is �xed, this 1-day guard discovery at-
tack moves to a few-days guard discovery attack with a high probability
of success. Some limitations exist in our analysis. First, the precision of
our attack success depends itself on the precision of the self-advertised
bandwidth measurements of each relay. Secondly, we assume a graceful
behavior of relay and relay operator in overloaded conditions. Finally,
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the classi�cation method that we used is elementary but proves to be suf-
�cient to demonstrate the e�ectiveness of our attack. An attacker could
run more advanced machine learning training methods on the real Tor
network, which is likely to lead to even more e�cient classi�cation tech-
niques. We did not explore this avenue due to the ethical concerns that
such kind of training raises. We also think that a training method would
be complex on a private Tor network given the fact that it must look
like the real one or we would obtain a classi�er that works well against
a private network but might not work against the real one. OnionShape
achieves good results with a safer and simpler analysis.

Our congestion attack remains usable as a building block for attacks
involving other observation channels. Solving this problem would involve
re-thinking �exibility and forward compatibility in-depth. More insights
about this problem are discussed in Section 3.4 and Section 3.5.

3.4 The Dropmark Attack

The anonymity exploit described in Section 3.3 combines the malleabil-
ity of the protocol and a side-channel to discover the entry node of an
onion service. We may also try to build end-to-end correlation attacks
based on the �exibility of the Tor protocol. We consider a model where
the adversary controls relays and wants to e�ciently spot if tra�c going
through one of his guards is coming out on one of his exits. A few papers
tried this, resulting in the tagging attack [54, 62] for instance. This at-
tack modi�es the data �ow at the entry node in the outbound direction
to generate an integrity error which is detectable along the circuit by the
other compromised relay during decryption but also induces a tear down
of the circuit at the edge on non-colluding exits. Closer to what we have
designed in this section, Biryukov et al. performed circuit construction
�ngerprinting [36] in order to deanonymize onion services. This attack,
like ours, uses the fact that the Tor protocol is gentle with most unrec-
ognized cells. The default behavior is to ignore them with emphasis on
an architecture design promoting forward compatibility: every cell with
a Cmd (Figure 2.1) or an unrecognised Rel cmd is silently dropped. In
this section, we use the dropping behavior of the Tor protocol to create
a tra�c con�rmation tailored to the Tor network.

3.4.1 Silently dropmarking Tor �ows

Given the Tor protocol, we can send from an edge node any number of
cells that would be silently dropped by the other edge. In order to avoid
adding latency to our victim �ow and easily extract the mark that we
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add, which we call a dropmark, we target timing intervals where �ows are
used to be idle. Considering what happens when a service is requested
through Tor, such as connecting to a particular website: a begin cell is
sent from the Tor client to the circuit, which triggers a DNS resolution
at the edge. When the DNS resolve succeeds and the connection is set
up with the desired service, the edge relay sends a connected cell in the
inbound direction (towards the client). The next cells that would be sent
towards the client would be the response to the GET request that the
client has issued.

Figure 3.11: Density plot of the connected cell and the �rst data cell
induced by 2361 web requests handled by an exit relay in Shadow. Trun-
cated to 0.5 sec.

Figure 3.11 shows a density plot of the connected cell and the �rst
data cell sent towards the client. This plot results from 2361 web connec-
tions that an exit relay performed in the Shadow network simulator [77].
These connections reach many di�erent web server locations simulated
to induce a lookalike response compared to web servers on the Internet.
The idle time, during which no cell goes towards the client, corresponds
to the round-trip-time (RTT) of the Tor circuit, plus the RTT of the
edge connection. This is true only if the request is not sent optimisti-
cally before the client receives the connected cell. If the request is sent
optimistically (this feature is even documented in Tor's code as a way
to speed-up the HTTP protocol), then the idle time corresponds to the
RTT of the edge connection. This window is still large enough to en-
code our dropmark with relay drop cells or any other cell that would be
silently dropped by the other edge.
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The dropmark attack

We present the dropmark attack, a way to carry along the circuit one bit
of information without adding latency to the victim �ow. This attack
needs an edge-and-relay colluding model and two characteristics within
the low-latency anonymizer:

1. The protocol should silently drop unrecognized packets

2. The circuit must be idle at some moment (no cover tra�c)

We conjecture that the dropmark attack impacts any low-latency anonymity
network that has these two characteristics and we demonstrate the ef-
fectiveness of this attack on the Tor network.

The encoding part of the dropmark attack happens at an edge node
of a circuit. This edge node could be an exit relay, an onion service
(presumed honeypot), an HSDir, an intro point or a rendezvous point.
For simplicity, we consider only the exit relay in the following part of
our experiments. As shown in Figure 3.11, we take advantage of the idle
window that exists on any Tor circuits each time a relay begin cell is
sent towards the exit relay that carries the desired IP address or domain
name to connect to. Upon the reception of the relay begin cell, as soon
as the dns_resolve() function is called, we log the IP address and we
send 3 relay drop cells towards the client (again, any other type of relay
cell that would be silently dropped is appropriate).

Figure 3.12 gives the intuition of the decoding function that would
decide whether a dropmark is embedded in the �ow or not. The decoding
function (on the guard relay) considers the �rst few cells of the circuit
in the inbound direction and veri�es this observation: if 3 cells have the
same timing arrival (more or less a few milliseconds) within the �rst four
cells, we �ag the �ow as having a dropmark.

In order to con�rm our intuition, we implemented our dropmark at-
tack in Tor and ran simulations in Shadow.

Experimentations

We simulated some web page downloads to 20 servers from the Alexa
dataset [21] in Shadow. Each web client downloading a webpage should
use a fresh new circuit. Doing so, it captures the Tor browser behavior
that uses a new circuit for each web address. While we simulate web
tra�c and test the dropmark attack against it, we conjecture that any
type of application tra�c �owing through Tor is subject to the dropmark
attack. Figure 3.11 shows that the dropmark attack takes advantage of
the protocol used in the transport layer (TCP), hence common to all
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(a) When no dropmark is sent by the
edge relay (classical circuit behavior)

(b) When a dropmark is sent along the
circuit by the edge relay

Figure 3.12: Simpli�ed view of cell timings �owing towards the client
from the perspective of a guard. We construct a distinguisher (the de-
coding function) from a timing analysis.

services using TCP and independent of the application layer. We observe
our relays at the circuit level with custom logging events.

We also tested di�erent situations where 1) No exit sends the drop-
mark but all guards apply the decoding function. 2) All exits send the
dropmark and all guards apply the decoding function. The �rst situa-
tion aims at assessing the number of false positives that the decoding
function might raise. The second situation aims at evaluating the num-
ber of false negatives. We test these two situations under a light loaded
network and under a network loaded similarly to the real Tor network
to evaluate how the congestion could impact the e�ciency. To simulate
a light loaded Tor network, we use 200 web clients, 50 relays and 20 web
servers based on CollecTor archives [15] from March 2017. Altogether,
they push ≈25% of the exit total capacity. To simulate a loaded Tor net-
work, we use 450 web clients, 50 relays and 20 web servers based on the
same archives. Altogether, they push ≈ 50% of the exit total capacity.

In the �rst situation with the light loaded network, where no drop-
marks are sent, 12972 circuits resulting from the web clients' Tor daemon
activity have been tested among the guards. In total, 1 false positive was
detected and the fraction of HTTP transfer errors over successful trans-
fers was 37/13030 ≈ 0.3%. Looking in the log details, we saw that the
connected cells were received at the same timing as the data cell, rais-
ing a lookalike dropmark �ngerprint. This situation might happen if the
middle relay is under congestion. Notice that the number of transfers is
higher than the number of observed circuits among the guards. More-
over, we observed that some begin cells with the same destination are
sent along the same circuit when the timing between them is too close.
We tried to prevent that by setting MaxCircuitDirtiness to 1 second
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but somehow, some streams are attached to the same circuit despite the
dirtiness. We investigated the problem and opened a ticket on the bug
tracker [82]. As far as our simulations are concerned, this is not an issue:
those streams can just be ignored.

In the second experiment, we increased the overall congestion in the
network by using 450 web clients instead of 200 and consuming ≈ 50%
of the exit capacity to match the current Tor network load [13]. In
this simulation, 26245 circuits were tested among the guards. In total,
9 false positives have been detected but the fraction of transfer errors
over successful transfers raised to 1448/25869 ≈ 4.3%. This result seems
to indicate that the increased network congestion does not impact the
dropmark attack. Indeed, the congestion happens mainly in the exit
position due to the scarcity of exit bandwidth while the dropmark attack
should be impacted by congestion in the middle position. If we were
lacking middle bandwidth, the impact could have been noticed.

In the second situation with the light loaded network, where every
exit relays send dropmarks for all connections, no false negatives were
detected and 13173 circuits seen among the guards were tagged as having
a dropmark. Increasing the size of the network to 450 web clients, we
obtained 41 false negatives over 29322 tested circuits with a fraction of
HTTP transfer errors over successful transfers of 1226/26609 ≈ 4.6%.
Most of those false negatives were due to circuit failures.

Finally, this method shows good results in a loaded network with
≈ 99.86% true positive rate and ≈ 0.03% false positive rate and is not
perturbed by timeouts that could happen in a network (such as a web
server not answering a connection request). Moreover, this method is
not based on the application layer and does not perturb it, leading to
successful correlation even if a few bytes are exchanged between the
source and the destination. Nothing prevents an adversary from pairing
this attack with other methods such as Rainbow [72] or passive timing
analysis for even more reliability. Apart from the FBI-CMU unpublished
relay early con�rmation attack, this attack is the �rst correlation method
known to be e�cient and that presents such an advantage.

3.4.2 Countermeasures

The dropmark attack can be performed with other RELAY cell types,
such as a RELAY_DATA with a wrong stream id (dropped with an info
level log message), RELAY_RESOLVE or any unused relay command
number (dropped with a warn level log message). This list is not exhaus-
tive and the available code allows testing some of them. Currently, the
range of visibility in the log messages depends on the cell used for the
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dropmark. The visibility is from none (RELAY_DROP) to the notice
level and info level. A �rst idea would be to log a warning message for all
of these events since the adversary would rather have one left at a higher
level (less visible). It is however common to receive a RELAY_DATA
cell with a wrong stream id even though it is not suitable for a warn level
log message as these will overload the logs with no possibility to di�eren-
tiate a dropmark attack from a legitimate message at the notice log level.
For example, using Tor browser with log info enabled during 2 minutes
and visiting the front page of 3 websites (facebook.com, google.com and
9gag.com) gave us hundreds of such messages2.

We conjecture that there exists a whole family of possible active
attacks based on the �exibility of the Tor protocol. Designing counter-
measures based on timing analysis, such as raising a warning or killing
the circuit is pointless because the attacker might �nd another timing
window to send his dropmark or another way of taking advantage of the
protocol �exibility.

As it is, we do not have any countermeasure that would not break
forward compatibility (killing the circuit where we received something
unexpected breaks forward compatibility) or one of the original Tor's
goal. We open the discussion in Section 3.5 for further research direction
regarding the interaction between �exibility and security of anonymous
network protocols that would help to �x this problem.

3.5 Discussion of possible further works

In the Tor protocol, forward compatibility is the act of ignoring an un-
known cell or ignoring a known cell that is not supposed to be received
(e.g., an unknown relay Cmd value or a relay-early in the inbound di-
rection). Section 3.3 and Section 3.4 showed how forward compatibility
could be exploited to retrieve an onion service's guard (combined with
a side-channel) and to correlate with high probability without taking
advantage of the user's data �ow. Forward compatibility is a desirable
feature in network protocols. Even more when the network is distributed
since many di�erent versions can compose the overall network.

Tor is not supposed to protect against end-to-end tra�c correla-
tion [54] but it is designed and improved in order to maximize the at-
tacker's work under the classical resource model. We believe that an
end-to-end correlation like our dropmark attack or the relay-early con-
�rmation attack should be prevented as long as the countermeasure does

2[info] connection_edge_process_relay_cell(): data cell dropped, unknown
stream (streamid 19412).
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not bring any dissuading e�ect on another goal of Tor. The question is
then: can we come up with a workaround �x to the bandwidth congestion
attack described in Section 3.3.1 and the end-to-end correlation attack
from Section 3.4, in a way that will not impact the ease of deployment,
usability, �exibility, and resistance to censorship of the Tor protocol?

Further work should o�er more insights as to how Tor's protocol
�exibility can be used to design attacks. Indeed, forward compatibility
is one of the many �exible implementation choices in Tor. More insights
might be gained by recasting prior attacks from the literature in light
of this �exibility issue. If such further work shows that �exibility has a
fundamental impact on the security of anonymous network protocols, it
should come with a way to set a new trade-o� �exibility/security that
asserts what kind of attack the system is safe from. Moreover, it might
be useful to design some adaptive trade-o� that could be changed by
the network itself (directory authorities in Tor's case). We conjecture
that this problem goes beyond Tor and might be interesting to take into
account for further anonymous network designs.

3.6 Code and data reproducibility

We made available on Github all the code, data, and a step-by-step
tutorial that can be used to reproduce our graphs and numerical values
from Section 3.3 and Section 3.4 [17].

3.7 Conclusion

In this chapter, we show how a common network protocol feature, the
dropping of unexpected packets, can be used against anonymous com-
munication systems. In the Tor protocol, the dropping of unexpected
packets is speci�ed in order to enable �exibility and forward compatibil-
ity. We exploit this feature to facilitate the task of retrieving the identity
of an onion service. We also show, with the dropmark attack, that we
can be practically very close to the theoretical perfect and instantaneous
tra�c con�rmation attack model usually considered in research papers.
Even if anonymity can be broken in some situations, this paper does not
claim that the Tor design is broken. However, it sheds more light over the
fact that ensuring server-side anonymity is complex and that tra�c con-
�rmation can indeed be considered perfect and instantaneous in practice.
Finally, we open the discussion regarding a trade-o� between �exibility
and security that could be a better approach to defeat our bandwidth
congestion attack, the dropmark attack, previously known attacks, and
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defending Tor against yet unknown threats that could exploit Tor's �exi-
bility. The lessons would be valuable for any high throughput low-latency
anonymous communication system proposal.
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4.1 Foreword

This chapter presents the �rst contribution of this thesis in attempt
to increase the diversity of the Tor network, published in the journal
Proceedings on Privacy Enhancing Technologies (PoPETs). This is a join
work with Prof. Olivier Pereira who has supervised the overall research
progress, and guided the work through many meetings.

4.2 Introduction

Tor is an implementation of an Onion Routing protocol designed to pro-
vide anonymity over the Internet to TCP-based applications. Tor can be
seen as a distributed overlay network run by volunteer-operated nodes
where the users have an interest in remaining anonymous when sur�ng
on the web. Over the last few years, the Tor network has grown from
about 2000 to roughly 7000 relays [4]. It provides anonymity by bouncing
the tra�c through the network using a path of at least 3 relays among
the pool of nodes and rotates the path every 10 minutes [53].

However, anonymity is not a guaranteed property. Tor is known
by design to be unable to preserve anonymity against the end-to-end
correlation threat. Many works were conducted to demystify the conse-
quences of this threat over the Tor network. Global passive adversaries
have been studied with di�erent correlation functions to match streams
entering and exiting the anonymity network. From simple packet count-
ing [31, 119] to timing analysis [90, 37], the anonymity provided by the
Tor network has showed to be circumvented [102]. However, such ad-
versaries are too powerful and are not part of the Tor original threat
model [53]. More realistic passive adversaries have been studied, where
either Autonomous Systems (ASes) or internet exchange points (IXPs)
are compromised [61, 97, 58]. Experimental results have shown a proba-
bility of 20% to encounter the same AS at both ends of a path inside the
Tor network. Johnson et al. [86] have also shown a probability of 95% to
be deanonymized in three months by a single IXP for Tor users located
in common places.

Monitoring parts of the Internet is not the only way to perform tra�c
correlation: since the Tor network is designed to be a volunteer-based
network, an attacker can also deploy nodes and use them to perform
tra�c correlation, waiting for Tor users to pick these nodes at the ends
of their path. Johnson et al. [86] studied the likelihood of such a com-
prised path when realistic corrupted nodes are injected into the network.
Results shows a probability of 80% to encounter such a compromised
path within a 6-month period between 2012 and 2013 for a 100MiB/s
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relay adversary.

These results show the importance of �ghting tra�c correlation. One
approach is to design counter-measures tailored to the tra�c character-
istics used to match streams [90, 123]. While this approach has the
potential of completely suppressing the feasibility of one speci�c tra�c
correlation attack, it also leaves completely open the possibility to use
a di�erent correlation measurement method. For example, a part of our
Chapter 3 designs a new tra�c con�rmation attack with di�erent prop-
erties, which would probably evade any sort of countermeasure against
previously known correlation attacks. A second approach, which we ex-
plore in this chapter, consists in designing the network in such a way
that it minimizes the probability that an adversary could monitor both
ends of a path through the Tor network. This second approach cannot
fully preclude the feasibility of a correlation attack, but it is more robust
than the �rst one in the sense that it is independent of the correlation
detection method that is used. The two approaches can of course be
combined and can, in some speci�c circumstances, interfere with each
other [93].

Modifying the path selection algorithm in order to reduce the feasi-
bility of a tra�c correlation attack is most appealing if the overall perfor-
mance of the network stays unchanged. Currently, Tor uses a selection
process called Adjusted Bandwidth Weight Random Selection (ABWRS)
that combines bandwidth-weights and nodes perceived bandwidth to ap-
ply the weighted choice. The perceived bandwidth allows Tor clients to
bias toward relays with more available resources while the bandwidth-
weights allow to balance the load from one position to another (e.g., if
there is too much bandwidth for the entry position, a fraction of each
node bandwidth is moved to the middle position).

Our contributions In this chapter, we explore a di�erent way to
achieve the balance, providing a more uniform relay selection mechanism
to Tor users. Water�lling replaces the single fraction of the bandwidth
attributed to all relays for each (available) position to a fraction de�ned
per relay. While not impacting the total bandwidth of the network, these
individual fractions make sure that low-bandwidth relays devote most of
their capacity to tra�c at the endpoints of circuits, making it possible
for high-bandwidth relays to devote a larger part of their capacity to the
middle-point of circuits. As a result, top relays become a considerably
lower threat to anonymity compared to the current Tor network state.

More precisely, in this chapter:

• We suggest a modi�cation of the current Adjusted Bandwidth
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Weight Random Selection (ABWRS) called Water�lling Adjusted
Bandwidth Weight Random Selection (WFABWRS) or Water�ll-
ing for short. Water�lling keeps the Tor network balanced and
provides either more diversity in both ends or in one end of the
Tor network, depending on the network load case.

• In order to evaluate the impact of Water�lling, we use known met-
rics and propose a new one, based on guessing entropy [91]. Our
metric indicates the expectation on the number of nodes to be
compromised before being able to mount a successful correlation
attack, and we believe that it provides useful information on the
security of the Tor network at a given time.

• We provide a concrete analysis of the bene�ts of Water�lling based
on simulations executed from consensuses available for 5 months
during 2015. Our analysis shows that an attacker would be required
to control on average 150 extra nodes in order to run a successful
end-to-end correlation attack on a targeted circuit, and that he
would need to control 35 nodes in order to obtain the same bene�ts
as if he had compromised the top guard node during the �rst half
of 2015.

• We modi�ed TorPS [7] in order to implement Water�lling and, on
our way, we identi�ed and �xed an issue which caused the results
in previous publications to overestimate the success probability of
attacks. Our pull request has been merged in the original github
project [6].

• We developed a prototype of Water�lling in the Tor 0.2.6.7 base
code and we performed concrete performance evaluations in the
Shadow simulator, comparing Water�lling with Tor's ABWRS.

Roadmap Background and related work were given is Chapter 2, in
Section 2.5.1. This chapter dives into our subject in Section 4.3 ex-
plaining what is Water�lling and how we compute our new bandwidth-
weights. We then describe in Section 4.4 our threat model and explain
which metrics will be used and why they are suitable. Our Section 4.5
gives the security analysis of Water�lling versus unmodi�ed Tor using
our metrics and an empirical evaluation against relay adversaries. Our
Section 4.6 gives the performance analysis of Water�lling in terms of ex-
pected circuits latency and time to download a web page or a large �le.
We discuss why Water�lling should be easy to deploy in Section 4.7, and
we discuss current limitations and open questions in Section 4.8. We
conclude in Section 4.9.
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4.3 Water�lling Bandwidth-Weights

We suggest changing the bandwidth weights computation method in or-
der to maximize the diversity selection in guard and exit position. Before
diving into the equations and generalizing the concept, we show in the
�rst subsection the intuition behind our Water�lling strategy with an
example.

4.3.1 Looking at the big picture

Figure 4.1 shows all guard-�agged nodes sorted by decreasing consensus
weight (measured bandwidth). The dashed blue line shows the total
capacity of each guard-�agged node received from the network status
document. The dotted green line shows the capacity of each guard-
�agged node dedicated to the entry position, which is decided by the
Wgg value from the network status document. The capacity between
those two lines is what is transferred to the middle position to verify
the equations previously introduced in Section 2.5.2. It is a shift of
resource from guards to un�agged nodes to obtain the equivalence of
total bandwidth consumption from each position.

The plain red line is the result of our Water�lling scheme. It al-
lows transferring the same amount of capacity to the middle position
by moving from a global Wgg to a per-node Wggi. Everything above
the horizontal red segment (the water level) is transferred to the middle
position. That is, we �ll the smaller guard-�agged nodes until a level
where all above area enclosed between the dashed blue line and the hori-
zontal part of the plain red line is equal to the area enclosed between the
dashed blue and dotted green lines. We allocate resources di�erently but
we shift the same amount of capacity as with classic bandwidth-weights,
thus leaving the network capacity untouched. However, by using lower-
bandwidth guards fully in their guard role, and by capping the use of
higher-bandwidth nodes for guard tra�c, we obtain a much more uni-
form probability distribution for guard node selection, which will render
correlation attacks more challenging to mount.

The network load case for this particular example corresponds to a
situation in which the bandwidth in the exit position is scarce and the
total bandwidth of guard position is greater than the total bandwidth
of middle position. This situation corresponds to the third case, subcase
a in the Tor speci�cation, and we write it 3aE=SG>M. It is the most
representative, and has been observed 97.7% of the time during the �rst
�ve months of 2015. For the remaining percentage, we are in a single
network case, for which we propose a similar Water�lling strategy.
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Figure 4.1: Water�lling on guard nodes for the 10th consensus from 25th
May 2015

4.3.2 Computing Water�lling bandwidth weights

Following our example above, we �rst explain how to compute the Wa-
ter�lling bandwidth weights through the network load case 3aE=SG>M.
For this network load case, the Tor speci�cation indicates to compute
the weights from the following equations:

Wee = Wed = 1; (4.1)

Wmd = Wgd = Wme = 0; (4.2)

Wgg = (G+M)/(2 ∗G) (4.3)

Wmg = 1−Wgg; (4.4)

We can apply Water�lling to Wgg when Wgg is neither 0 nor 1.
Generally speaking, with another network load case, we may also end up
with Wee or Wed or Wgd not equal to 0 or 1. If this is the case, the
following introduced constraints can be symmetrically applied to Wee
and with a small modi�cation to Wed and Wgd.

Now, based on these values, we compute the individual weightsWggi
of each guard node, from which we can also derive the index N of the
pivot node, which the last guard to be �above the water level�, or the
last guard that is going to be used both as guard and middle node. It is
the point where the dashed blue line and the horizontal part of the plain
red line meet in Figure 4.1.

Suppose there are K nodes with the guard �ag, and let BWi be the
bandwidth of the i-th guard node with the highest bandwidth. Then the
new constraints are:

Wggi ∗BWi = Wggi+1 ∗BWi+1 ∀i ∈ (1, N) (4.5)
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Figure 4.2: Better Water�lling obtained from a recalculation of the
bandwidth-weights. Water�lling is applied on guard nodes for the 10th
consensus from 25th May 2015

Wggi = 1 ∀i ∈ (N + 1,K) (4.6)

0 ≤Wggi ≤ 1 ∀i ∈ (1,K) (4.7)

K∑
i=1

WggiBWi = Wgg ∗G (4.8)

Equation 4.5 expresses that all nodes before the pivot must devote
the same amount of bandwidth to the guard position. Equation 4.6
expresses that all nodes after the pivot position will fully play their role
as guards. Equation 4.7 guarantees that no node will be required to
o�er more bandwidth than available, and Equation 4.8 guarantees that
the total amount of bandwidth available for the guard position remains
unchanged compared to the original Tor strategy, based on the unique
Wgg. From a visual point of view, this equation guarantees that both
grey areas have equal surface in Figure 4.1.

Solving with these constraints gives the weight Wggi of each node,
from which we compute Wmgi = 1−Wggi for each guard-�agged node.

4.3.3 Going further with Water�lling

Water�lling balances the network on the top of classical bandwidth-
weights. We may wonder if those bandwidth-weights are always com-
puted in a suitable way for Water�lling. In some scenarios, the equa-
tions 2.1 and 2.2 from Section 2.5 cannot be veri�ed together: when
either (G + D) < T/3 or (E + D) < T/3.1 In the previous section, we
discuss a consensus where we have the second scenario: (E +D) < T/3.
In this scenario, we cannot achieve a balance between the three positions.

1T being the total bandwidth: T=G+M+E+D
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The way Tor speci�cations suggests computing the weights for this par-
ticular scenarios (Equations 4.1, 4.2, 4.3, 4.4) shows that they verify the
equation 2.1 but release equation 2.2 to an inequality. We have:

Wgg.G+Wgd.D = M +Wmd.D +Wme.E +Wmg.G (4.9)

Wgg.G+Wgd.D > Wee.E +Wed.D (4.10)

Therefore, they equalize the bandwidth between guards and middles.
We may achieve a better balance for Water�lling: equalizing the band-
width between exits and guards and pushing what remains to the middle
position. The equations become:

Wgg.G+Wgd.D < M +Wmd.D +Wme.E +Wmg.G (4.11)

Wgg.G+Wgd.D = Wee.E +Wed.D (4.12)

Achieving the balance this way reduces the Wgg value compared to the
�rst approach. It becomes:

Wgg = (E +D)/G (4.13)

We can compare Figure 4.1 and Figure 4.2 when Water�lling is ap-
plied on these two approaches. On Figure 4.1, the pivot is around the
340th node while on Figure 4.2, it is around the 400th node. Con-
sequently, the water level is smaller than with the approach from Tor
speci�cations. Hence, the probability selection on guard nodes are closer
to the uniform distribution. We may also wonder if this approach reduces
the performance of the network. Intuitively, we have now two positions
where congestion might occur instead of one. We answer this concern in
our performance analysis explained in Section 4.6.

Water�lling on the guard+exit �agged nodes

Water�lling can also be applied on Guard+Exit �agged nodes when a
part of the bandwidth of this pool has to be given to the middle one.
This situation depends on the network state, and currently happens for
small fraction of the overall network consensuses. Here is how can apply
Water�lling:

Suppose there are K nodes with the guard+exit �ag, and let BWi

be the bandwidth of the i-th guard+exit �agged node with the highest
bandwidth. Then we had the following constraint on the top of classical
bandwidth-weights:

Wdi ∗BWi = Wdi+1 ∗BWi+1 ∀i ∈ (0, N) (4.14)
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0 ≤Wdi ≤ 1 ∀i ∈ (0,K) (4.15)

Wdi = 1 ∀i ∈ (N + 1,K) (4.16)

K∑
i=0

WdiBWi = (Wgd+Wed) ∗D (4.17)

Solving with these constraints gives NWdi, then we can compute:

Wmdi = 1−Wdi

Wgdi = Wdi ∗
Wgd

Wgd+Wed

Wedi = Wdi ∗
Wed

Wgd+Wed

4.4 Security Models and Metrics

4.4.1 Threat Model

Since its initial design, Tor has been known to lack e�cient protection
against end-to-end tra�c correlation. Solving this problem might be
impossible or at least extremely di�cult for any low-latency anonymity
network. Existing techniques such as padding [123] have shown to be
too costly to be deployable while other techniques such as delaying cells
or defensive dropping [90] have shown to be ine�ective in practice. One
way to prevent end-to-end tra�c correlation is to accept it and to strive
to minimize its impact while guaranteeing a high quality of service.

In this threat model, an adversary controls a bunch of nodes in or-
der to perform end-to-end tra�c correlation when a Tor user is passing
through one of its guards and exits nodes. Following Murdoch et al. [96],
a realistic view of a relay adversary considers both IP addresses and
bandwidth to contribute to a cost that the attacker tries to minimize.
We consider two variants of this model:

• Budget relay adversary: An adversary deploying its own relays into
the network. The budget is ful�lled by the cost of the bandwidth
and the IP addresses. In order to avoid obvious detection, a relay
adversary would take di�erent /16 if he chooses to deploy several
nodes, and distribute them into di�erent data centers, hence in-
creasing its costs proportionally to the number of nodes and total
bandwidth.

• Intruder relay adversary: An adversary hacking into existing Tor
relays, servers or private computers. In this case, the bandwidth
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has little direct in�uence on the cost, since the attacker does not
pay for it. The cost will instead be related to the number of ma-
chines that need to be corrupted, and to their level of protec-
tion. Here, a generic botnet is unlikely to o�er a good strategy
for an adversary, due to the regular downtime of the corrupted
machines [126], and more e�orts will then be needed. At the other
extreme of the spectrum, big existing relays are likely to be top
targets for such an adversary, at least in the current Tor path se-
lection algorithm: these relays already handle a major part of the
tra�c due to the current path selection algorithm. Besides, the
visible e�ects of a corruption will be lower, since this corruption
does not add a new relay tra�c on the network. In all cases, due
to the relatively high pro�le of the machines to be corrupted (they
need to be able to obtain the guard �ag), the number of machines
to corrupt appears to be an important measure of the adversary
e�ort.

Based on these observations, we will evaluate the cost of a successful
correlation attack both in terms of relays that need to be corrupted and
total bandwidth that is required, the relative weight of these depending
on the exact setting and willingness of the adversary to hack into other
computers.

We make the assumption that a correlation is instantaneous and per-
fect. We also make the assumption that operating more relays for a same
fraction of controlled Tor bandwidth is more di�cult, in term of cost or
in term of management. Generally, we assume that having to increase
the number of deployed relays to increase the fraction of controlled Tor
bandwidth is desirable from a security viewpoint.

4.4.2 Metrics

In order to evaluate the impact of our Water�lling strategy, we use three
anonymity metrics.

Our �rst metric, used in related works, is the uniformity degree of
circuit selection, computed as Diaz's degree of anonymity [51] over the
probability distribution of selected guard-exit pairs in the Tor network.
This metric gives an indication of how well the network is exploited at
a given point in time, and is normalized (that is, independent of the
network size).

Our second metric is based on the notion of guessing entropy [91], and
indicates the expected number of nodes that an adversary should control
in order to mount a successful end-to-end tra�c correlation attack. This
metric is related to the previous one in the sense that it also focuses on
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the state of the network at a single point in time, but it provides a more
concrete information to the user.

The last metric we use is the probability distribution on time until �rst
path compromise, which is an empirical metrics from Johnson et al. [86].
Contrary to the other two, this metric adopts a dynamic perspective by
considering, across a certain amount of time, the success probability of
an adversary who controls a prede�ned number of nodes and o�ers a
prede�ned bandwidth on these nodes.

Uniformity degree of circuit selection

The uniformity degree of circuit selection measures how close to uniform
is the selection process of a guard and an exit node for a circuit. It
shows a �rst interesting indication of the resistance of the network to
end-to-end correlation attacks.

This uniformity degree is computed by evaluating the probabilities
pi,j , which indicate, for all i and j, the probability of picking the guard
i with exit j in a circuit. Then the Shannon entropy of this distribution
is computed as: H(Y ) = −

∑N
i=1

∑K
j=1 pi,j log2(pi,j).

This quantity is then normalized to the maximum entropy HM that
this distribution could have, which is computed as log2(N ∗ K), where
N and K are the size of the set of guard and exit nodes respectively.

So, the uniformity degree d of a circuit selection process is computed
as: d = H(Y )

HM
.

Note that it may not be desirable to obtain a uniformity degree of 1,
as it would not take into account any topological aspect of the circuit, for
which policies are in place (e.g., we cannot have two same /16 addresses
in the circuit).

The uniformity degree of circuit selection is interesting to compare
the quality of a path selection algorithm on di�erent states of the Tor
network that do not necessarily contain the same number of nodes.

We evaluate this metric by using the TorPS tool to run simulations of
the original and Water�lling based circuit selection processes, based on
various consensuses from the �rst �ve months of 2015: these simulations
o�er estimations of the pi,j values, from which the uniformity degree can
be evaluated as de�ned above.

Guessing entropy

The uniformity degree provides an interesting indication on the distribu-
tion of the circuit selection process, but does not provide a measure that
can easily be interpreted in terms of success probability of an end-to-end
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correlation attack: Shannon entropy is an average measure, not a worst-
case one, and the normalization aspect makes it possible to obtain a very
high degree of uniformity even for a Tor network that could contain 3
nodes.

In order to address these questions, we propose using the notion of
guessing entropy, as a measure of the number of nodes that an adversary
must expect to control or compromise before being able to deanonymize
a speci�c circuit.

The guessing entropy is computed from the same probabilities pi,j as
above, by ranking the relays in decreasing order of their contribution to
the success probability of a successful end-to-end correlation attack.

We then de�ne qi as the marginal probability of a successful attack
(that is, the increase of success probability of the attack resulting of the
compromise of the i-th node), and evaluate the guessing entropy of the
resulting distribution:

g =
N+K∑
i=1

i.qi

Of course, we always have q1 = 0 because we cannot mount a cor-
relation attack from a single compromised node, but we choose the �rst
node in order to maximize the impact of the compromise of a second
node. In order to compute the remaining elements of our vector q, we
keep selecting nodes in a monotonic way such that qi is maximal with
respect to the i− 1 already selected nodes.

PrG=x = max

(∑
y∈q

Pr(G = x,E = y)∀x /∈ q

)
(4.18)

PrE=y = max

(∑
x∈q

Pr(G = x,E = y)∀y /∈ q

)
(4.19)

qi = max(PrG=x, P rE=y) (4.20)

This selection process corresponds to a monotonic strategy in which
the adversary compromises relays one after the other, looks for the best
choice based on the relays that he already compromised, and does so
until his attack succeeds.

This strategy is de�nitely more e�ective than simply looking for in-
dividual nodes from the two sets and constructing the product of the
distributions rather than our joint distribution, as shown by Johnson et
al. [85]. A more e�ective attacker strategy would be to select sets of re-
lays to be jointly compromised instead of picking them one by one, but
such a strategy would also be considerably more di�cult to translate
into a simple metric due to combinatorial explosion.
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Toy example: Suppose we have a Tor network with 3 guard nodes and
2 exit nodes. From the selection process, suppose we have the following
matrix with pi,j the probability to select the guard i with the exit j

P =

 1/6 1/18
5/18 1/3
1/24 1/8


Let G = ∅ the set of prioritized guards and E = ∅ the set of prioritized
exits. q is computed in the following way:

• q1 = 0

• q2 = max(P ) = 1/3, {g2} ∪G, {e2} ∪ E

• q3 = max_marg_prob(P)
= max(PrG=x, P rE=y)
= max[max(

∑
y∈E

Pr(G = x, E = y)∀x /∈ G),

max(
∑
x∈G

Pr(G = x,E = y)∀y /∈ E)]

= max(1/8, 5/18) = 5/18, {e1} ∪ E

• q4 = max_marg_prob(P)
= max(1/6 + 1/18, ∅) = 2/9, {g1} ∪G

• q5 = 1/24 + 1/8, {g3} ∪G

Then:
N+K∑
i=1

i.qi = 3.22

Time until �rst compromise

This measure gives an estimate of the evolution over time of the proba-
bility until a �rst path compromise happens, for an adversary controlling
a speci�c set of nodes.

To evaluate this measure, we repeatedly simulated the circuit selec-
tion process of a client during a period of 5 months using TorPS, and used
these simulations to estimate the probability of building a compromised
circuit over time. We applied this strategy with the current Tor selec-
tion scheme and with our modi�ed Tor Water�lling selection scheme, for
comparison. More details about our relay adversary are given in Section
4.5.
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This measure has the advantage of giving an interesting insight re-
garding a concrete threat, as far as TorPS correctly mimics Tor circuit
selections. And, as a complement information to the metrics discussed
above, this one integrates a dynamic aspect of circuit compromise over
time, and not just at a given point in time, hence taking into account
path rotation and relay instabilities.

However, it is also a very speci�c measure, that is essentially valid for
a particular choice of relay adversary and the time period that is chosen.

4.5 Security Analysis

We now evaluate our Water�lling scheme by comparison with the current
Tor path selection process, based on the three metrics discussed in the
previous section.

4.5.1 Methodology

To evaluate the security of the Tor network with respect to our threat
model, we need to compute the probability distribution of node selection.
There are multiple ways to do it. A �rst one would have been to use
the equations from Sections 2.5.2 and derive probabilities accordingly.
However, the resulting distribution would not account for the extra path
construction policies (e.g., no pair of nodes from the same /16 range on
a single circuit) or for realistic user behaviors (e.g., it does not take into
account exit policies that can also shape path selection).

In order to obtain more realistic results, we used the TorPS tool
with the objective to evaluate the probability distribution considering
the typical user model from [86]. This user model has been designed to
mimic average Tor use with simulated connections to Gmail / Google
Chat, Google Calendar/Docs, Facebook and web search.

While working with TorPS, we noticed and �xed an issue where the
addition of relay adversary bandwidth was not considered in the compu-
tation of the bandwidth-weights. Thus, adding nodes in the simulated
network made TorPS inaccuratly re�ect Tor's path selection: the higher
the injected bandwidth, the further the TorPS results diverged from the
reality. As a result, our simulation results should not be directly com-
pared to those obtained by Johnson et al. [86].

We studied the anonymity of the Tor network over the �rst 5 months
of the year 2015 2. Inside this range, we pick 20 given moments for each

2We wanted to update with �rst semester of 2016 but the Stem library used by
TorPS is outputting many errors when reading descriptors. We got then many missing
descriptors.
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type of network load/resource scarcity appearing in this period. From
these simulations we evaluate our various metrics.

We also compare our Water�lling scheme and Tor's ABWRS against
a relay adversary. For both schemes, we compute the time until the �rst
compromise path and we discuss di�erent relay adversary strategies.

4.5.2 Analysis

During the �rst 5 months of 2015, only two of 12 possible network load
cases have been observed: in both cases pure exit nodes were scarce
(E < T/3); most of the time adding the nodes with the guard and exit
�ags was not enough to remove scarcity (E+D < T/3, case 3aE=SG>M)
but, at a few moments, they were su�cient (E+D ≥ T/3, case 3bE=S).
Figures 4.3 and 4.4 show how the uniformity degree of circuit selection
and guessing entropy evolve between various points in time for these two
network load cases. Our analysis focuses on guards rather than on exit
nodes: when exit nodes are scarce, no Water�lling strategy can be ap-
plied (or, in other words, the water level reaches the consensus weight of
the fastest exit node). Figure 4.3 uses equations from Section 4.3.3 re-
computing the bandwidth-weights and applying Water�lling on the top
of them using the constraints 4.5, 4.6, 4.7 and 4.8 from Section 4.3.2.
For Water�lling simulations on Figure 4.4, we use equations from Sec-
tion 4.3.2 because, for this network load case, a balance between the three
positions is achieved. For this network scenario, we still have too much
bandwidth in the guard position. We apply Water�lling constraints 4.5,
4.6, 4.7 and 4.8 to obtain a per-node Wggi. We also apply Water�lling
on the D set since (E +D) ≥ T/3 as depicted in the appendix.

In all cases, we observe that these metrics favor the Water�lling
scheme over Tor's ABWRS: we have an improvement of around 150 nodes
for network case 3aE=SG>M and about 130 nodes for network case
3bE=S. It is an increase of about ≈ 25% for the guessing entropy and an
increase of about ≈ 2% for degree of uniformity (which is harder to inter-
pret). The di�erence that appears in the metrics between those two net-
work cases can be explained. For 3bE=S, the network achieves a balance
for the three positions but not for the network case 3aE=SG>M. It re-
sults that the network should achieve better performance for case 3bE=S
than case 3aE=SG>M but less diversity because, for 3aE=SG>M we can
put in practice the idea introduced in Section 4.3.3.

We also observe an overall correlation between these two metrics:
both are impacted by the uniformity of the probability distribution. But,
divergences also happen, as the guessing entropy takes also into account
the number of guards and exits: the more we have guards and exits in
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the network, the higher would be the guessing entropy (except if the
distribution is highly non uniform), while such a change may not impact
the degree of uniformity. As a result, a variation of nodes in the network
between two given moments like the loss of a bunch of guards may result
in a drop of the guessing entropy while the degree of uniformity could
stay identical.

Entropy measures are a good estimation of anonymity at a given
moment for overall usage but they might also be suitable to compare
particular user behaviour. Indeed, the guessing entropy would have been
smaller in Figures 4.3 and 4.4 if we had considered bittorent download as
user model instead of simple HTTP requests, due to the smaller number
of exit nodes that allow bittorent ports. On the other hand, the degree
of uniformity could fail to show that bittorent users are less protected
against end-to-end tra�c correlation, simply because the probability dis-
tribution of exit nodes allowing bittorent might have the same shape as
the probability distribution of exit nodes allowing HTTP requests.

We saw from [128] and [86] that measuring anonymity at a static
point in time might not be su�cient: an adversary may keep monitoring
the network for some time and, depending on the way users update their
circuits, have a lower or higher probability of winning an end-to-end
correlation attack at some point in time. But, as Water�lling does not
impact the circuit evolution strategy, the time evolution is the same for
both approaches.

In the spirit of the work of Johnson et al. [86], we may still wonder
about the concrete impact of a speci�c adversary over time. Figure 4.5
shows the time until �rst compromise circuit obtained from TorPS with a
relay adversary owning a guard with a consensus weight value of 480, 310
and an exit with consensus weight value of 282, 607. Both values have
been chosen by computing the consensus weight average of the top-1
guard and exit among the 5-month time period. In the current design of
relay selection, top guards are a threat to anonymity since they handle
the major part of the tra�c in the entry position. Our Water�lling
scheme largely mitigates this issue: Figure 4.5 shows a drop from ≈ 24%
probability to use a compromised path after 5 months to ≈ 2%. This
results from the fact that, with Water�lling, most of the capacity of the
adversary guard is used for the middle position, and no single node runs
a very signi�cant part of the guard tra�c.

E�ect of Water�lling on guard rotation We may also consider
the potential interaction that Water�lling applied on guards could have
on guard rotation. In theory, the guard rotation period is randomized
between 2 and 3 months. However, in practice, clients rotate guards
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Figure 4.3: Anonymity metrics over 20 given moments where network
load case is 3a exit nodes are scarce and there is more bandwidth in
Guard position than in middle position (3aE=SG>M) during 01-2015 to
05-2015. Water�lling simulations use equations from Section 4.3.3

Figure 4.4: Anonymity metrics over 20 given moments where network
load case is 3b and exit nodes are scarce (3bE=S) during 01-2015 to
05-2015
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Figure 4.5: Empirical evaluation of time to �rst compromise path -
With numEntryGuards=3 - We add 1 adversary guard with 480,310
cons weight, 1 adversary exit with 282,607 cons weight

more often on average due to guard nodes losing their �ag or vanishing
from the network. Using Water�lling, we may consider an eventual im-
pact on the average guard rotation period. Indeed, using more smaller
guards may a�ect the expected amount that clients must choose addi-
tional guards due to a di�erence in reachability/uptime with respect to
bigger guard nodes. We used TorPS to investigate this phenomenon.
Figure 4.6 shows a comparison between two simulations. We compare
results for classical Tor with 1 adversarial guard of 480, 310 consensus
weight with the Water�lling experiment given 35 adversarial guards cu-
mulating 298, 752 consensus weight (62.2% of 480, 310). We use 62.2%
of the consensus weight because at average, guards were used at 62.2%of
their bandwidth in the entry position (and 37.8% in the middle position).
While with Water�lling, smaller guards below the water level are used
at 100% of their bandwidth in the entry position. If we were in an ideal
situation, where guard nodes never disappears, both curves would per-
fectly match. Using historical data of the Tor network, Figure 4.6 shows
that using Water�lling, the average guard rotation is slightly faster over
time, leading to a higher probability of compromise (+ ≈ 1%). It means
that smaller guards tend to be slightly less stable than top guards, but
hopefully not that much.

Security against network adversaries Despite the fact that net-
work adversaries are not considered by our security model, we may still
be curious regarding the impact that Water�lling has against them. We
use equations 2.6 from Section 2.5.2 to compute the selection probabili-
ties of guard nodes. We group them by country and autonomous system,
which allows us to compare the network diversity provided by Water�ll-
ing and Tor ABWRS against these two types of network adversary. Fig-
ure 4.7 shows an overall similarity between the two schemes. An overall
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Figure 4.6: Empirical evaluation of time to �rst compromise path - 35
adversarial guards cumulating 298,752 cons weight (Water�lling) versus
1 guard of 480,310 cons weight (Tor ABWRS). Both cumulate the same
selection probability in entry position, with respect to each scheme

Figure 4.7: Probability to end up using a guard from the top-16 countries.
Like in Section 4.3, the 10th consensus from 25th May 2015 is used.

diversity improvement or degradation compared to Tor ABWRS would
be a sign of correlation between the size of relays and their localization.
Here, we see in Figure 4.7 some changes to the few top countries where
the probability to end up in the 2-top countries is a little bit decreased,
from 57.41% to 54.01%. However, US jumps from 8.14% to 13.64%. It
means that among the few top countries, the US hosts the highest num-
ber of guards with a lot of them below the water level. Table 4.1 shows
AS16276 (OVH Hosting located in US) jumping from 13.26% to 18.21%,
which explains the US jump on Figure 4.7. In the meantime, AS12867
(Online S.A.S located in France) being the most interesting AS to tap in
(containing top guards) is loosing interest. In any case, it seems hard to
draw any clear conclusions from these numbers, as they are going both
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ABWRS Water�lling

AS12876:15.73% AS16276:18.21%

AS16276:13.26% AS12876:11.24%

AS24940:10.87% AS24940:10.82%

AS24961:4.42% AS24961:3.54%

AS8972: 3.71% AS200130:2.08%

Table 4.1: Probability to end up using a guard from the Top-5 AS

ways, and could change with the evolution of the Tor relay localization
and bandwidth. This is a consequence of our choice to focus the applica-
tion of Water�lling at the relay level rather than at a higher aggregation
level (country, AS, . . . ) (see also discussion in Section 4.8.1).

4.6 Performance Analysis

We now evaluate the performance impact of Water�lling on a simulated
Tor network run in Shadow [77].

4.6.1 Methodology

To evaluate the performance, we implemented Water�lling in the Tor
source code and ran several simulations in a virtual network. We con-
structed a topology scaled down to 796 relays from a consensus in May
20163 (195 guard-�agged nodes, 501 un�agged nodes, 56 exit-�agged
nodes, 43 guardexit-�agged nodes, 3 directory authorities and 1 band-
width authority). The virtual network topology is built to mimic the
current internet structure with geographic clustering by country as ex-
plained in Jansen and Hopper [77]. We generate two classes of experi-
ments. The �rst one shows simulations in a low network load where we
simulated 1125 web clients with 3% of them performing only bulk trans-
fer. Moreover, we have 75 perf clients for each of 50KiB, 1MiB and 5MiB
�le size. The overall throughput of this setup is on average ≈120 MiB/s,
which is proportionally small compared to the tra�c load handled by the
current Tor network. The second class of experiments shows simulations
in a heavy loaded network proportionally close to the throughput of the
real Tor network if we don't take into account internal tra�c. We run
3000 web clients with 10% performing bulk transfer. Moreover, we still
have 75 perf clients for each of the �le size mentioned above. Altogether,

32016-05-28-01-00-00 precisely



4.6. PERFORMANCE ANALYSIS 85

those clients push ≈ 550 MiB/s, which is ≈ 63% of the total capacity
dedicated to the exit position (E+D) in our virtual network.

In both class of experiments, the geographical location of the clients
are set up according to Tor's directly connecting user statistics [3]. These
clients are performing HTTP GET requests to 130 servers with geo-
graphic locations assigned using the Alexa Top Sites data set. There-
fore, the Tor circuits built by those clients and connecting to the servers
should be representative of the real Tor circuits built over the Internet.

4.6.2 Analysis

We study the impact of Water�lling with two performance metrics: the
time to �rst byte (ttfb) and the time to last byte (ttlb). The �rst met-
ric shows responsiveness of the network while the second one captures
the overall performance. The �rst class of experiments is under light
load, Figure 4.8 shows no performance discrepancy when using Water-
�lling. We may explain latency results (Figure 4.8a) in the following way:
regarding responsiveness of the network, we have two phenomena to con-
sider. relay-based latency and link-based latency. Relay-based latency
has shown to be uncorrelated with relay bandwidth in a previous work
[137], thus it does not interfere. Link-based latency is more interesting.
To explain why we observe no di�erence, we may use the following ex-
ample. Let's suppose that top-bandwidth guards are connected to better
links compared to low-bandwidth guards. Therefore, at average, the part
of the Tor circuits surrounding guards would su�er from higher latency
when using Water�lling because the clients use guards more uniformly.
However, the reverse is applied with middle nodes because we use them
less uniformly than current Tor's ABWRS. In average, the part of the
Tor circuit surrounding middle nodes would have less latency due to a
higher utilization of good links surrounding top nodes. So, with these hy-
potheses, we should expect more latency through guards and less latency
through middles. Because ttfb only cares about the global latency of Tor
circuits, these di�erences tie summed up on average, and we obtain the
same result.

The ttlb metrics (Figures 4.8b, 4.8c) con�rms our intuition that Wa-
ter�lling does not modify the overall performance of the network because
it keeps the same total amount of bandwidth for each position, as clas-
sical bandwidth-weights. Moreover, we also ran a simulation with half
of the clients using Water�lling weights while the other half are using
classical bandwidth-weights. As expected, both techniques can be used
simultaneously in the network without impacting the performance. This
result allows a smooth transition from Tor ABWRS to Water�lling or
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(a) Time to �rst byte (ttfb) (b) Time to download 320 KiB (ttlb)

(c) Time to download 5 MiB (ttlb)

Figure 4.8: Network performance under light load (796 relays, 1125 web
clients with 30 bulk clients, 75 perf clients for each of 50KiB, 1MiB and
5MiB �le size performing an average throughput of ≈ 120 MiB/s alto-
gether). Comparison of Water�lling fully used on all clients versus Tor's
ABWRS used on all clients versus mix 50% of clients doing Water�ll-
ing and 50% of clients doing Tor's ABWRS � The topology generated
is scaled down from the �rst consensus from May 28, 2016. Graphs are
plotted until percentile 0.99.

a coexistence if it does not reduce the anonymity set. More details are
discussed in Section 4.7.

Section 4.3.3 discussed that the classical bandwidth weights can be
calculated in a way that improves Water�lling even more, achieving what
we wanted: balancing the Tor network with maximum diversity. The new
bandwidth-weights induce the same scarcity between end positions and
push what remains to the middle position. Hence, instead of having only
one position with low capacity (exit), we now have two positions with low
but equal capacity (entry and exit). In Figure 4.9, we investigate if such



4.6. PERFORMANCE ANALYSIS 87

(a) Time to �rst byte (b) Time to download 320 KiB

(c) Time to download 5 MiB

Figure 4.9: Going further with Water�lling: network performance under
light load. Tor with bwweights modi�ed means that we have used equa-
tion 4.13 on Tor's ABWRS to obtain the same capacity between entry
en exit while pushing what remains to the middle position. Applying
Water�lling on the top of this weight computation gives a more uniform
selection probability compared to Water�lling on the top of classical
bandwidth weights. Graphs are plotted until percentile 0.99.

strategy lowers performance. Under light load, the result show that such
strategy does not raise the latency or lower the overall performance of
the network. The Bwweights modi�ed curves are the bandwidth-weights
recalculated using the strategy described in Section 4.3.3.

The second class of results are experiments under a loaded network.
Figure 4.10 shows that congestion is increased when using Water�lling.
About 3% of the worst circuits become a little bit worse, meaning that
a few circuits are more likely to su�er from congestion. However, Fig-
ure 4.10c shows that this degradation seems not to appear for large
bulk transfers. A surprising and welcoming result comes from the strat-
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egy where we apply Water�lling on the top of recalculated bandwidth-
weights. We expected to have more congestion with two positions scarce
instead of one. However, the results show that congestion is reduced
compared to Water�lling on the top of classical bandwidth-weights. It
seems that pushing as much bandwidth as we can to the middle position
has a good impact for the network performance. Since applying Wa-
ter�lling on the top this choice improves also anonymity (Section 4.5),
this result is very welcome. Moreover, pushing as most as we can to the
middle position is probably the right thing to do because the balance
performed by the bandwidth-weights assumes 3-hop Tor circuits even
thought it is not always true. Indeed, Tor circuits carrying hidden ser-
vice tra�c are composed of 2 guards and 4 middles. Moreover, there are
also some weird users con�gurations (such as more than 1 middle node)
in the wild. Therefore, we may expect that pushing every exceeding re-
source to the middle position would give even better performance results
on the real Tor network compared to our simulations.

4.7 Deployment

Deploying Water�lling would not raise performance issues and allows a
smooth transition between the current path selection and Water�lling.
In theory, the equations from Sections 2.5.2 and 4.3.2 explain this claim
because they still hold in the same way. However, in practice, some
other issues might be captured. We conducted the performance analysis
using Shadow in Section 4.6 and showed classical bandwidth-weights
and Water�lling can be used together by di�erent Tor clients in the
network without disturbing it. The only thing that could be observed
from the relay operator's viewpoint is either a slow transition of their
relay bandwidth consumption from entry to middle or exit to middle if
their relay capacity dedicated to this position is higher than the water
level or a slow transition from middle to entry or middle to exit if their
dedicated relay capacity is smaller than the water level. The time needed
for the transition would depend on Tor users updating their Tor client.
Hopefully, since Tor 5.x.x, the Tor browser auto-updates, which would
bring up to date with Water�lling a major fraction of Tor users.

The deployment security risk As explained by Backes et al. [33],
the transition phase or a co-existence of path selection algorithms might
be a threat to the anonymity. A bunch of compromised middle nodes
might distinguish Water�lling users from ABWRS users. Moreover, they
can also have an idea of what type of service they are accessing, looking
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(a) Time to �rst byte (b) Time to download 320 KiB

(c) Time to download 5 MiB

Figure 4.10: Network performance under loaded tra�c (≈550 MiB/s,
63% of E+D advertised bandwidth). Comparison of Water�lling fully
used on all clients versus Tor's ABWRS fully used on all clients. Graphs
are plotted until percentile 0.98.

at the exit policies. In the case of a transition phase, the �rst few users
switching to the new path selection algorithm are vulnerable. In the case
of a co-existence of path selection algorithms, the users are not vulnera-
ble if the transition is �nished and both anonymity sets are considered
large enough. Hopefully, we could manage to achieve a secure transition
phase with a consensus parameter that would be turned on to authorize
Water�lling when enough users have updated.

We specify here a proposal of which type of change should be made
in the directory protocol in order for it to be deployed. We suggest mod-
ifying the network status document [1] and add a parameter in params
called �UseWater�lling �with possible values 0 or 1. When 0 is set,
classical bandwidth-weights are used. When 1 is set, the network status
document has to give per-node bandwidth-weight values with at most 7
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new weights depending on which set(s) Water�lling is applied to (guards,
exits, guards+exits are 3 disjoint sets leading to a possible modi�cation
of Wgg, Wmg, Wee, Wme, Wgd, Wed, Wmd). We suggest adding an
item called "wfbw" to each router status entry followed by the optional
weights in the form Wfp =< value >.

4.8 Limitations and Future Work

The previous sections discussed the impact of Water�lling on the de-
sign of end-to-end correlation attacks and its expected impact on the
e�ciency of the Tor network. We now discuss some open questions and
possible adversarial reactions to Water�lling.

4.8.1 Adversary position and cost structure

Our analysis focused on an adversary running an end-to-end correlation
attack by controlling network relay, with a primary focus on the number
of relays that would need to be controlled in order to mount a success-
ful attack. This captures an adversary who would mount his attack by
hacking into existing relays, assuming that the cost is proportional to
the number of machines to compromise, or paying an infrastructure for
running relays, in which the number of relays to run would be an impor-
tant part of the cost (matching the cost structure of many cloud service
providers, for instance).

Other adversary positions and cost structure could be considered,
though.

From one to many relays threat The analysis in Section 4.5 shows
that the Water�lling strategy is very e�ective against adversaries tar-
geting top relays: it forces an adversary to monitor a number of relays
in order to achieve what he could obtain from a single relay right now.
This situation holds if we consider relays as individual threats. This is
a reasonable assumption in the current path selection since dividing the
bandwidth into multiple relays increases the cost without increasing the
utility in term of attack e�ectiveness.

With Water�lling, the situation changes. Adversaries could react
by taking control (or creating) a large number of relays with a more
limited amount of bandwidth. Assuming that the adversary focuses on
relays that o�er an amount of bandwidth close to the �water level�, we
can evaluate the number of relays that need to be controlled in order
to achieve the same e�ect as controlling the top guard in the current
network.



4.8. LIMITATIONS AND FUTURE WORK 91

As explained in Section 4.5, we observed that the top guard achieved
an average consensus weight of 480,310 during the �rst half of 2015. We
also observe that the average value of Wgg during the same time period
is 62.2%, meaning that 480, 310∗0.622 ≈ 298, 752 of the consensus weight
of the top guard is devoted to its guard role. During that same period,
the water level was as low as 8710. So, in order to achieve the same
consensus weight in total, we see that 298, 752/8710 ≈ 35 nodes are
needed.

We suspect (and leave for further research) that moving from an
individual threat model to a multiple-relays threat model is bene�cial to
the Tor network: running such a strategy would be more di�cult for the
adversary:

• Regarding budget adversaries, the attacker would have to launch
and run his botnet of guard nodes in such a way that would not
raise suspicion. The proper way would be to imitate the appearance
distribution of other guard nodes, in time and localization. The
attacker would need a higher amount of time to be fully operational
and would face the di�culty to �nd proper datacenters to put his
nodes. We suspect that Water�lling increases the e�ort to set up
an e�ective botnet, hence increasing the budget.

• Regarding Intruder adversaries, we see that the adversary now
needs to hack into 35 computers instead of one, which must be
quite more complex. Using Water�lling saves the top-bandwidth
relays from also being top targets.

A potential downside of Water�lling could appear if we focus on the
bandwidth required to mount an attack rather than on the number of
nodes that need to be controlled. Indeed, thanks to the unique value
Wgg in the current Tor network, only 62.2% of the bandwidth con-
trolled by the attacker is used for the guard role, and this is the useful
part for running an end-to-end correlation attack. Water�lling provides
additional utility in terms of attack e�ectiveness if the attacker splits the
bandwidth in multiple relays at the water level. When using Water�ll-
ing, an adversary aiming for nodes below or up to the water level can
hope to have 100% of its bandwidth allocated to its guard role. As a
result, even if the adversary needs to control 35 nodes with Water�lling
instead of one, he only needs to provide 62.2% of the bandwidth that he
would need to o�er in the current Tor network. An open question is to
evaluate the cost of running many nodes to bene�t from this additional
utility versus the cost of the same utility in the current Tor network.

An interesting adversary reaction against Water�lling is to take ad-
vantage of a botnet structure: among many compromised computers, a
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few of them might have the required bandwidth and be stable enough
to acquire the Guard �ag. Such adversary would obtain the additional
utility provided by Water�lling at an additional cost of none, compared
to the current path selection. An open question would be to evaluate
the number of such compatible botnets in the wild and what would be
the cost of running one of them.

One mitigation of this many-relays threat would be to make a new
use of the NodeFamily : we could apply Water�lling by considering nodes
with the same position and within the same family as a single node.
As a result, n guards belonging to the same family and all o�ering a
bandwidth equal to the water level would be selected to o�er a total
guard bandwidth equal to the water level (and not n times that level).

Network adversaries Our analysis did not show any signi�cant im-
pact of Water�lling against AS adversaries, given recent localizations of
the Tor network relays. But this could change, for the better or for the
worse, as new relays appear or disappear. If network adversaries are
decided to be the major threat compared to relay-level adversaries, then
an interesting open question would be to explore the impact of applying
Water�lling at the AS or country level rather than at the relay level.
One contribution to the security analysis in this �eld [86, ?, 34] would
be to use our guessing entropy to calculate the number of ASes that
an adversary must expect to control or compromise before being able
to deanonymize a speci�c circuit. Network adversary reactions should
be taken into account in the analysis. Regarding the performance as-
pect, we conjecture that its marginal impact would be the same if we
preserve the total amount of bandwidth per position. Nevertheless, a
proper analysis should be conducted.

4.8.2 Interaction with other path selection algorithms

Water�lling, like the current path selection algorithm, is used to per-
form preemptive built of circuits (circuits are built before the user needs
them). Some other path selection algorithms have been designed to
choose the path between built circuits that maximizes an objective func-
tion [137, 121, 34]. An interesting research direction is to look for a
combination of di�erent approaches. In this spirit, a combination of des-
tination naive AS-awareness [34] and Water�lling on relays might lead
to better security against relay adversaries and network adversaries with
minimal loss of performance. We may even compare this strategy against
a mix of Water�lling on relays and on ASes.
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4.9 Conclusion

In this chapter, we present a solution to both balance the network and
optimize the diversity in endpoints of Tor circuits. This method is called
Water�lling and could be applied in most of the network load cases
detailed in the directory server speci�cations.

We carry out a security analysis of our scheme with the help of infor-
mation theoretic metrics and with an empirical estimation over time of
the probability until a �rst path compromise. This estimation is obtained
from a modi�ed version of TorPS that implements Water�lling. We sug-
gest using guessing entropy as a new metric to indicate the strength
of the Tor network against relay adversaries at a static point of time.
Indeed, guessing entropy captures more aspects than previously used
theoretic-information metrics and its meaning may be more informative
about the hardness of breaking anonymity, compared to previous notions,
like diversity. We show that the guessing entropy increases by about 150
nodes, or about 25% for any moment throughout the period we consider;
meaning that, on average, an adversary would have to corrupt around
25% more nodes with Water�lling before being able to complete a tra�c
correlation attack at a given time against a chosen target.

Our security analysis shows also that, when using Water�lling, a relay
adversary needs to control 35 guards in order to obtain the same attack
success probability as an adversary controlling the top guard in the cur-
rent Tor network. We conjecture that taking control of 35 nodes while
remaining undetected is a considerably higher challenge than controlling
a single one.

We also perform a performance analysis of Water�lling. Using Shadow,
we set up a private network of ≈ 800 nodes. Our results show a small
degradation of performance that might be considered negligible. Indeed,
about 97% of Tor circuits constructed with Water�lling gives the same
performance as the circuits constructed by Tor ABWRS.

4.10 Proposal and Interaction with the Research

Community

Good research can take years before it is actually integrated into Tor, and
a lot of e�orts from the researchers to adapt their code or algorithms to
the new constraints discovered when exchanging with the Tor developers.
The Tor developers require that one write a Proposal [25] to discuss any
new important suggestion. A Proposal is a RFC-like document with an
overview of the modi�cations, an analysis of the intended e�ects as well
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as algorithm descriptions and speci�cations of the code to write to ful�ll
the proposal. The researchers need time and a good knowledge of the
Tor code base to suggest a proposal, which turns out to be a consequent
e�ort which probably precludes some ideas to be developed.

We wrote a proposal [116], which has been published on the [tor-dev]
mailing list. We received feedback from the developers and engineered
with them a better approach to apply Water�lling taking into account
the following new constraints:

• Tor now implements a consensus di� method which propagates
to clients a di� with respect to their previous consensus. This is
intended to reduce the overall impact of network bandwidth con-
sumption from the many consensuses fetches of millions Tor clients.
Water�lling added a line per guard relay in the consensus contain-
ing the new weights, which would change every hour because of
the weight recalculation performed every hour. The Tor develop-
ers judged too costly this approach, and we worked out a solution
which would need only one value in the consensus which might
change every hour.

• The solution found to keep low the consensus di� induces a O(n)
algorithm on the client side (instead of a O(1) originally), and we
had to craft the algorithm such that it does not require any divi-
sion because this operation would have been too costly for mobile
clients.

The developers concluded that the focus needs �rst to be put on
linked issues, i.e., the measured bandwidth problem which is currently
�awed. Indeed, any relay can easily trick the bandwidth measurement
code to obtain a large measured bandwidth while being able to relay a
few. While we could argue that Water�lling protects against this prob-
lem, this is not a sound way to mitigate it because anonymity is not
the only concern. Here, malicious operators can also damage the overall
network performance at low cost and Water�lling cannot help against
it. Therefore, this proposal might be implemented after the bandwidth
measurement is somehow �xed. The developers also concluded that we
would need tools to measure and track the e�ectiveness of any proposal
implemented on the Tor network which would a�ect the path selection
mechanism. Therefore, the path to such modi�cation may be long and
unpredictable. We mentioned being available to help with these various
tasks, though.

We also had an interesting exchange with the research community,
on the mailing list and at the Tor developer meeting. We concluded that
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such proposal should come along some IP pre�x constraints, preventing
adversaries to game Water�lling by launching many Tor relay processes
on the same machine(s) to adapt their consensus weight to the water
level. This is somewhat similar to mitigating a Sybil attack and can be
crafted with IP pre�x restrictions (e.g., a limited amount of relays per
/24). Such limitation remains to be carefully analyzed.
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5.1 Foreword

This chapter is the third and last contribution of this PhD thesis. After
the empirical proof that low-latency anonymity networks are subject to
a previously unexpected weakness, and the design of a path selection to
increase the Tor network diversity, this part of the thesis covers incen-
tives to participate to the Tor network, which aims to reduce the tra�c
con�rmation threat. This is a join work with Rice University members
Prof. Dan Wallach and Thien-Nam Dinh, as well as my thesis advisor
Prof. Olivier Pereira, and is currently under peer reviews. Thien-Nam
Dinh has been co-primary author of the following chapter. We did to-
gether day-to-day work during 9 months, splitting the various tasks such
as protocols design, implementation in Tor core C software, extension
of Shadow, implementation of the collection data process, formal proofs,
implementation of data processing scripts, code review, etc... We both
contributed to all of these tasks, and the chapter would not have been
possible without Thien-Nam's contributions.

5.2 Introduction

While Tor has proven to be a highly e�ective option for privacy-seeking
users, it su�ers from two orthogonal issues that are relevant to this work.
The �rst is the broad family of collusion attacks. These threats are rele-
vant in scenarios where an attacker, who controls multiple nodes or net-
work vantage points, is probabilistically placed in key roles along a single
circuit, opening a much easier path to client deanonymization [143, 95].
The second problem is performance. Although the overlay protocol itself
generates an inherent overhead in network resources, Tor su�ers from
additional tra�c congestion that leads to suboptimal network perfor-
mance [108, 28].

One approach to mitigate these problems is to address them sepa-
rately from a networking standpoint. Indeed, a signi�cant portion of
recent research in Tor proposes modi�cations to the core protocol itself,
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such as reengineering the TCP+TLS part of the stack [110] or designing
a better kernel-aware scheduler [75]. A second approach observes that
the anonymity and performance of the network are both proportional
to the number of nodes and users. From this perspective, the problem
becomes a largely economic question: how can we incentivize more re-
lay participation? There is a long line of research that explores various
strategies for incentivization spanning over the past decade. Progress in
this �eld faces a multitude of challenges. Consider the approach most
relevant to our work: monetary incentives. Aside from the analytically
out-of-scope set of legal and sociopolitical obstacles, monetary payments
in this environment must overcome a trifecta of challenging constraints:

• Anonymity : The paramount mission of Tor is user privacy. This
cannot be compromised or reduced by transparent money transac-
tion trails.

• Payment Security : Financial transactions within an anonymity
system cannot transpire without strong guarantees of cryptographic
security.

• E�ciency : Tor services millions of concurrent users, all of whom
maintain largely short-term relationships. A robust payment sys-
tem must handle extremely lightweight and scalable payments so
as to accommodate the dynamic and often short-lived activities of
these clients.

Present Landscape While a number of prior works satisfy some
subset of these constraints, no single proposal has thus far been su�-
ciently convincing so as to warrant further development. We speculate
that the lack of a breakthrough in this niche area is not a matter of insuf-
�cient ingenuity but rather one of timing. In recent years, there has been
an explosion of academic research within the domain of cryptocurrencies.
As of this writing, Satoshi Nakamoto's Bitcoin whitepaper has already
garnered over 4,000 references in citing publications [99]. 1 This body
of work has sparked the development of a multitude of new techniques
that will prove indispensable to our own area of research. Our objective
then, is to leverage the full extent of these innovations into a practical
next-generation incentivization strategy for Tor.

Contributions The moneTor scheme is a novel full-stack framework
for Tor incentives. We make the following contributions in this paper:

1The recency of this development is highlighted by the fact that about half of this
work is dated after 2017



100CHAPTER 5. MONETOR: AN ANONYMOUS PAYMENT SYSTEM

1. Discuss economic considerations for the Tor network to support
Tor as a public good;

2. Introduce new highly-e�cient nanopayment protocols which sat-
isfy all Anonymity, Payment Security and E�ciency constraints.
These protocols are analyzed and may be of some independent in-
terest for other high-frequency payment applications as well;

3. Detail our integration strategy to add a payment layer which ex-
tends the existing Tor architecture;

4. Collect privacy-preserving client usage data in order to justify de-
sign parameters and argue for their e�cacy;

5. Identify an e�cient method of throttling to give priority users an
advantage;

6. Implement a prototype of our nanopayment protocols extending
the Tor protocol in the core C software, featuring more than 15k
lines of code;

7. Conduct large scale simulations to analyze the performance impact
of the embedded payment and incentivization scheme.

The moneTor design leverages fully-speci�ed algorithms for some
components and well-studied existing research for all others. On a tech-
nical level, we believe that moneTor could be feasibly developed today
within a deployed system.

Roadmap. Our contributions begin with Section 5.3, were we �rst de-
scribe a high-level economic model for the �ow of money through the
network. In Section 5.4, we outline the technical construction of our
nanopayment scheme at the payment protocol level. Section 5.5 expands
the technical construction of moneTor to cover modi�cations at the net-
work level. In section 5.7 we justify our design decisions with real-world
data collection from live Tor users. We continue in Section 5.8 with a
validation of our technical design, carried out through experiments per-
formed on a native proof-of-concept implementation. Finally, we discuss
limitations and future work in Section 5.9, reference our source code in
Section 5.10, and present concluding remarks in Section 5.11.

5.3 Economic Design

We �rst summarize the economic layer of the incentivization scheme.
At this level, we assume the existence of an ideally secure and e�cient
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payment layer and proceed to outline the high-level policy design. The
challenge here is to engineer the �ow of money in a way that is both eco-
nomically stable yet still adheres to the core mission of the Tor Project.

5.3.1 Economic Policy

The moneTor scheme allows for relays to o�er a premium bandwidth
product to Tor users in exchange for monetary payments. Under this
framework, �nancially willing users send payments directly to each relay
along their circuits in exchange for higher internet bandwidth and faster
download speeds relative to unpaid users. The moneTor tokens may be
any form of programmatic money which satis�es the standard properties
of scarcity, fungibility, divisibility, durability, and transferability [47, p.3]
A schematic of the cash �ow cycle is illustrated in Figure 5.1.

Figure 5.1: Cash Flow � movement of moneTor tokens through the
network. The value τ denotes the fraction of money that is collected for
taxation purposes.

We introduce a novel concept within the �eld in the form of a tax-
ation element. Intuitively, the shape of the network that will emerge in
a purely pro�t-seeking environment may not perfectly correspond with
the central goals of the Tor Project. The Tor Project may for instance
desire to compensate certain types of relays more than others in order to
improve the overall quality of the network (e.g., supporting areas where
anonymity is particularly important but �nancial resources scarce). To
this end, we accommodate for a stream of taxed income that is anony-
mously diverted into a shared pool of funds. These funds are selectively
redistributed to relays via a transparent policy. In essence, taxation
provides a tunable control mechanism for The Tor Project to shape the
topology of the network towards some notion of optimal diversity and
performance. The exact content of such policy is an active subject of re-
search that is orthogonal to our paper (e.g., Water�lling [117] argues for
security by maximum diversity in endpoints of user paths, and TAPS [84]
argues for security by trust policies).

A key economic question to address is the issue of price determina-
tion. While it would be tempting to enlist some market-based mecha-
nisms to set premium bandwidth prices, any price di�erentiation between
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clients or relays inevitably leaks more information. This leakage becomes
more severe with higher granularity payment options as adversaries be-
gin to use price to link payment channels and circuits. We therefore
impose the constraint that all users should pay a single uniform price
for premium bandwidth at any time t. This price may be set through a
centralized calculation by the authorities or a more dynamical consensus
vote reached by the network.

5.3.2 Incentivized Conformity

In a decentralized network, there is no practical way to enforce standard
behavior at each local node. We must therefore consider whether all
nodes are rationally incentivized to obey the stipulated policies. For
instance, we cannot guarantee that relays will actually confer premium
bandwidth to paying users. Even though the relay has no particular
reason to deviate, the client should periodically monitor her bandwidth
and only make payments when they appear to be making a di�erence.
The relationship between the client and relay can then be modeled as a
game theoretic tit-for-tat dynamic.

At the opposite end of the spectrum, relays might overly prioritize
premium circuits while rejecting all tra�c from unpaid users. They
might also attempt to game the tax redistribution process to gain larger
share of the proceeds. The bandwidth measurement authorities must
anticipate such modes of deviation from the standard behavior to ensure
that the risk for a relay to get blacklisted from the network is greater than
the incremental gains it might attain from cheating. These attacks, while
manageable, suggest that it would be prudent to limit the complexity
of our economic policies until we can better study behavioral deviation
dynamics in the live network.

5.3.3 Monetary Policy

Although we require that moneTor tokens have some sense of real-world
value, there are several monetary policies that The Tor Project may
wish to choose from. In a closed-loop system, moneTor tokens would be
created, managed, and destroyed according to a public internal policy.
As the tokens are fully transferable, we would expect that side-markets
would emerge in which they could be traded for external assets. This
system o�ers greater control and ability for The Tor Project to react to
economic �uctuations. However, it requires a higher degree of trust in
the authorities. Alternatively, in an open-loop system, moneTor tokens
would be pegged at a 1:1 conversion rate with some other digital currency.
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Several protocols have emerged in the cyptocurrency space which seeks
to facilitate this exchange in a trustless manner [30, 106]. The open-loop
approach eliminates many trust assumptions that would otherwise be re-
quired of The Tor Project while deferring economic responsibility away
from the decision makers. However, it necessarily couples the state of the
Tor ecosystem with a likely unpredictable external cryptocurrency. Al-
though there are some technical considersations supporting each option,
these are likely overshadowed by political and idealogic considerations.
For the purposes of this technically-oriented paper, we will consider this
decision to be out-of-scope and design our payment protocols to function
independently of monetary policy.

5.4 Payment Design

Where we previously assumed the existence of an ideal payment proce-
dure, we now describe the concrete technical construction for the moneTor
payment scheme.

5.4.1 Ledger

In our payment design, we follow the Bitcoin paradigm in which all users
maintain full and exclusive control of their monetary wealth through
use of public key cryptography [99]. However, unlike Bitcoin, it is un-
necessary for moneTor to rely on an ine�cient decentralized consensus
mechanism. Since Tor already relies on a centralized set of authorities,
we simply introduce a new ledger authority role to maintain the global
payment state on a public tamper-evident database [46]. To maximize
availability, this ledger may also be distributed across several authorities
with, for example, the architecture proposed by RSCoin [50].

5.4.2 Relay Payment Protocols

In this section we specify formal protocols that comprise the payment
scheme. All protocols are either two or three party interactions between
a subset of the following roles: C (client), R (relay), E (end user: either
a client or relay), I (intermediary), and L (ledger). At this level, we
assume that one client is paying one relay through a single channel and
that communication lines will be appropriately anonymized by the Tor
networking protocol.

Bolt The moneTor payment scheme is an extension of Bolt's three-
party bidirectional micropayment channels. As such, we adopt its nomen-
clature where possible but adapt it to our concepts of ledgers, clients,



104CHAPTER 5. MONETOR: AN ANONYMOUS PAYMENT SYSTEM

and relays. The following is brief outline of the prerequisite micropay-
ment channel procedures de�ned in Bolt. We refer the reader to the
original paper for more detailed speci�cations [67].

• KeyGen: Any party generates a cryptographic keypair

• Init-E: E initializes half of a micropayment channel by escrowing
funds on L

• Init-I: I initializes half of a micropayment channel by escrowing
funds on L

• Establish: E and I interact to establish a new micropayment
channel from their respective halves

• Pay: C interacts with I and R to send a single micropayment to
R

• Refund: E closes a channel on L and makes a claim on the es-
crowed funds.

• Refute: I closes a channel on L and makes a claim on the escrowed
funds.

• Resolve: L determines the �nal balance of funds awarded to each
party.

While anonymous micropayment channels present a tremendous ad-
vance for many applications, the relatively heavy cryptography (37 −
100 ms) and communication (7 message legs) is a prohibitive expense
for Tor relay payments.2 To overcome this barrier, we present a new
payment layer design enabling far more e�cient nanopayments that will
satisfy our constraints.

moneTor The moneTor construction makes use of the existing anonoy-
mous micropayment structure to facilitate locally transparent nanopay-
ments. In this scheme, nanopayment channels are established in place
of a single micropayment operation. These lightweight channels allow
the client to send n number of unidirectional nanopayments to the relay.
Each payment represents a �xed value δ, established at the start of the
channel. The payments themselves are locally transparent in the sense
that each nanopayment in the same channel is trivially linked to each
other. However, the nanopayment channels themselves are unlinkable

2In addition to concerns regarding global network overhead, it is also desirable to
keep the barrier of entry low for smaller relay operators.
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to other nanopayment channels and micropayment operations. It is by
design that this channel anonymity model �ts well with Tor's existing
circuit framework in which messages within circuits are linkable with
eachother but the circuits themselves are not. In this sense, the overar-
ching motivation of our work is to relax the costly anonymity guarantees
provided by Bolt toward the design of a new set of protocols that have
been optimized for Tor. The new protocols are brie�y described in this
section.

Figure 5.2: Payment Roles � Dashed lines represent periodic transac-
tions, thin double lines indicate micropayment channels, and thick dou-
ble lines indicate a nanopayment channel. The dashed outline around
the intermediary represents a notion of payment anonymity for the end
users. Connections to the ledger and to the intermediary are protected
by an internal Tor circuit.

Any two parties C and R can construct a nanopayment channel once
both have completed Establish with a common intermediary I. We
de�ne the following set of protocols needed to manage nanopayments.

• Nano-Setup C and I interact to prepare an incomplete half of a
nanopayment channel on top of their existing micropayment chan-
nel.

• Nano-Establish C sends her nanopayment channel information
to R, who interacts with I to complete the second half of the
nanopayment channel on top of their own existing micropayment
channel.

• Nano-Pay C sends a single nanopayment channel to R. This is
repeatable for up to n operations.

• Nano-Close-R R closes his nanopayment channel with I.

• Nano-Close-C C closes her nanopayment channel with I. Note
that this must happen after Nano-Close-R.

We also specify the following modi�ed channel con�ict resolution pro-
cedures to ensure secure closure properties for the nanopayment scheme.
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• Nano-Refund E closes the channel on L.

• Nano-Refute I closes the channel on L.

• Nano-Resolve L makes �nal determination on both micropay-
ment and outstanding nanopayment balances.

The core of our nanopayment scheme is inspired by the classic Pay-
word two-party micropayment scheme in which payments are encoded
by successively revealed preimages in a precomputed hash chain [113].
Hash chains are perhaps the most e�cient known method for represent-
ing payments. In contrast to the expensive zero-knowledge proofs and
signatures involved in anonymous micropayments, hash chain payments
can be computed on the order of millions of hashes per second and con-
ferred with a single 256 bit message, or one Tor cell.

The challenge in this construction is to securely integrate the hash
chain concept into an existing three-party anonymous micropayment
channel setup such that all parties maintain secure cryptographic own-
ership of their funds at all steps. At the same time, we must ensure
that no deanonymizing information is leaked outside of the nanopay-
ment channel context. We proceed to present a concrete scheme which
incurs an overhead penalty of approximately two micropayment opera-
tions per nanopayment channel, one at the beginning and one at the end
of the channel life cycle.

5.4.3 Nanopayment Protocols

In this section, we provide detailed description steps of the payment
protocol. Security considerations are detailed in the next Section 5.4.5
with formal de�nitions and proofs.

We adopt the following conventions in our algorithms:

• All variable names in this section except those in CommitWallet
are globally unique.

• Variable subscripts denote a party or role ((I)ntermediary, (C)lient,
(R)elay, (E)nd user).

• New nanopayment variables are pre�xed with the character (n).
All other variables reference a value from the original Bolt scheme,
although the name might be altered somewhat.

• Payment values (ε, δ) are signed integers with respect to the end
user. For example, δC is negative and δR is positive in the typical
case where a client is paying a relay.
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Variable Index

The follow itemizes variables used in the algorithm design. The �rst
level of variables are used for actual cryptographic and accounting op-
erations. These are bundled into groups of higher level variable names
meant to represent abstraction concepts such as payment channels and
party states. Only these high level variables are stored between protocol
executions.

nT = (δC , δR, n, hc
0) � Nanopayment Channel Token � Stores

static, public information that de�nes a nanopayment channel includ-
ing the payment values on both legs, the max number of payments, and
the hashchain head. This can be passed around freely by all parties.

ncskC = (nwpkC , nwskC , HC) � Client Nanopayment Secrets �
Includes a Public/private key pair which allows the client to setup and
close a nanopayment channel and a precomputed hash chain to make
incremental nanopayments

nSC = (k, hck) � Client Nanopayment State � Mutable state of
the nanopayment; includes the count of payments made so far and the
latest sent hash pre-image

nrtC � Client Nanopayment Refund � Allows the client to make
a claim to the ledger on escrowed money at any time. This refund is
signed by the intermediary and conditioned on revealing the latest hash
pre-image that the client claims to have sent.

nrcC � Client Channel Closure Message � Final message that is
posted to the ledger by the client to claim all funds of the micropayment
channel including any completed nanopayments.

nSI = {nT : channel_state}� Intermediary Nanopayment State �
Map of all past and present nanopayment channels and the corresponding
channel state. Possible states are:

• ⊥ � failed attempt at setting up a nanopayment channel

• ready � channel has been set up by C

• established � channel has been established with R

• closed||hck � channel has been closed and no further payments
are allowed

ncskR(nwpkC , nwskC ,⊥) �Relay Nanopayment Secrets � Includes
a public/private key pair allows the relay to setup and close a nanopay-
ment channel. Since relays cannot make payments in this setup, the last
�eld is left blank.

nSR = (k, hck) � Relay Nanopayment State � See nSC



108CHAPTER 5. MONETOR: AN ANONYMOUS PAYMENT SYSTEM

nrtR � Relay Nanopayment Refund � See nrtC
nrcC � Relay Channel Closure Message � See nrcC message

Algorithms description

Algorithm 1 Create Wallet Helper function for creating a new wallet.
Used in Nano-Setup, Nano-Establish and Nano-Close

1: function Wal(pp, pkpayee, w, ε)
2: parse w as (B,wpk,wsk, r, σw)
3: (wsk′, wpk′)←KeyGen(pp)
4: r′ ←Random()
5: wCom′ ←Commit(wpk′, B + ε, r′)
6: π ← PK{(wpk′, B, r′, σw):
7: wCom′ = Commit(wpk′, B + ε, r′) ∧
8: Verify(pkpayee, (wpk,B), σw) = 1 ∧
9: B + ε ≥ 0}
10: return (wsk′, wpk′, wCom′, π)}

Nano-Setup At the start of this protocol, C has access to a micro-
payment wallet w obtained from Bolt's Establish that enables her to
operate her micropayment channel with I as well as a refund token rt
that entitles her to claim her current funds on L should I misbehave or
go o�ine. To construct a nanopayment channel, C �rst generates an
array of values hc of length n where hci = H(hci+1) and hcn is a ran-
dom number. The root of the hash chain hc0 is used to create a globally
unique nanopayment token nT that encodes the public parameters of the
channel including the length n and the per-payment value δ. C sends
I a commitment to a fresh nanopayment channel parametrized by nT
along with a zero-knowledge proof of the following statements:

1. The nanopayment wallet nw is well-formed from w

2. C has ownership of a micropayment channel containing at least
n ∗ δ funds.

I veri�es these messages and supplies C with a new signed refund
token nrt that entitles C to cash out the full balance of the micropayment
channel. C, now protected against misbehavior by I, agrees to send a
revocation token σw, which revokes her right to use w or rt. I is now
protected against double spending by C and can safely inform C that
the nanopayment channel has been set up successfully. Detailed steps in
Algorithm 2.
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Algorithm 2 Nano-Setup Protocol between a client and intermediary
to create a new nanopayment channel from an existing micropayment
wallet. Run prior to circuit setup.

1: procedure Client(pp, pkI , wC , δC , n)
2: parse wC as (BC , wpkC , wskC , rC , σ

w
C)

3: if BC + (δC ∗ n) < 0 then
4: Abort() . consider new micropayment channel

5: εC ← δC ∗ n
6: (nwpkC , nwskC , nwComC , nπC)← Wal(pp, pkI , wC , εC)
7: δR ← −(δC + tax) . the tax is a net pro�t for I
8: HC ←MakeHC(Random(), n)
9: nT ← (δC , δR, n,HC[0])
10: Intermediary.Send(wpkC , nwpkC , nwComC , nπC , nT )

11: procedure Intermediary(pp, skI , SI , nSI)
12: (wpkC , nwpkC , nwComC , nπC , nT )←Client.Receive()
13: parse nT as (δC , δR, n, hc

0)
14: if wpkC ∈ SI ∨ nwpkc ∈ SI ∨ ¬Verify(nπC) then
15: Abort() . invalid wallets

16: if −δC 6= price ∨ δR + δC + tax 6= 0 then
17: Abort() . incorrect payment prices

18: SI ← SI ∪ {wpkC : ⊥, nwpkC : ⊥}
19: nSI ← nSI ∪ {nT : ⊥}
20: nrtC ←Sign(skI , refund||nT ||nwComC)
21: Client.Send(nrtC)

22: procedure Client
23: nrtC ←Intermediary.Receive()
24: if ¬Verify(pkI , refund||nT ||nwComC , nrtC) = 1 then
25: Abort() . invalid refund token

26: nSC ← (0, HC[0])
27: ncskC ← (nwpkC , nwskC , HC)

28: σ
rev(w)
C ←Sign(wskC , revoke||wpkC)

29: Intermediary.Send(σ
recv(w)
C )

30: procedure Intermediary

31: σ
recv(w)
C ←Client.Receive()

32: if ¬Verify(wpk, revoke||wpkC , σrecv(w)
C ) = 1 then

33: Abort() . invalid revocation token

34: SI [wpkC ]← σ
recv(w)
C

35: nSI [nT ]← ready
36: Client.Send(established)
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Nano-Establish At this point, C sends R the same nT token used
to setup the channel with I. R uses the token to initiate her end of the
nanopayment channel with I by executing essentially the same procedure
that C used in Nano-Setup. The nanopayment channel is now fully
established and ready to be used. A key observation is that both ends of
the channel (C-I and R-I) are rooted at the same hash chain root hc0.
Detailed steps in Algorithm 3.

Nano-Pay To make the next ith payment, C simply sends the next
hash preimage hci to R. Knowledge of this preimage hci is su�cient
for R to prove possession of a nanopayment. At any given time, R can
broadcast the tuple (nrt, hci) to L to prove ownership of the correct
balance of funds. Notice that this action simultaneously reveals hci to I,
who can then claim an equivalent value of funds from C. As a result, the
scheme satis�es a correct-by-construction property of atomicity whereby
both legs of the protocol are �nalized at the same time. Detailed steps
in Algorithm 4.

Nano-Close After some number of payments k < n has transpired
and C wants to close the Tor circuit, both C and R will generally prefer
to close their nanopayment channels through I. In this process, the R-I
leg must be closed before the C-I leg. This is due to the unidirectional
nature of nanopayment channels. Since payments are �owing form C to
R, I must �rst determine its debt to R in order to know how much it
can claim from C.

R �rst sends to I a commitment to a new micropayment wallet w′

and a zero-knowledge proof of the following statements:

1. w′ is well-formed from w (w was either created by Bolt's establish
phase or by a previous moneTor Nano-Close)

2. The balance of w′ is equal to the sum of the balance from the
previous wallet w and δ ∗ k

Once veri�ed, I issues a refund token rt′ on the new funds. R agrees
to invalidate the nanopayment channel by issuing a revocation token σnw
to I. I and R proceed to create a blind signature on w′ thus validating
the wallet for future use.

Once I has closed his nanopayment channel leg with R, I and C
are free to complete the exact same close protocol. All parties are now
reverted to the original state they occupied prior to Nano-Setup save for
a securely updated balance. Detailed steps in Algorithm 5.

Nano-Refund, Nano-Refute, Nano-Resolve Honest parties will
not typically close active nanopayment channels on the ledger, opting
instead to run Bolt micropayment closure procedures when they wish
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Algorithm 3 Nano-Establish Protocol between a client, intermediary,
and relay to establish the nanopayment channel between the client and
relay. Run at the start of circuit setup.

1: procedure Client(nT )
2: Relay.Send(nT )

3: procedure Relay(pp, pkI , BI:B, wR)
4: nT ←Client.Receive()
5: parse wR as (BR, wpkR, wskR, rR, σ

w
R)

6: parse nT as (δC , δR, n, hc
0)

7: if BI:B − (δB ∗ n) < 0 then
8: Abort() . consider new micropayment channel

9: εR ← δR ∗ n
10: (nwpkR, nwskR, nwComR, nπR)←Wal(pp, pkI , wR, εR)
11: Intermediary.Send(wpkR, nwpkR, nwComR, nπR, nT )

12: procedure Intermediary(pp, skI , SI , nSI)
13: (wpkR, nwpkR, nwComR, nπR, nT )←Relay.Receive()
14: parse nT as (δC , δR, n, hc

0)
15: if wpkR ∈ SI ∨ nwpkR ∈ SI ∨ ¬Verify(nπR) then
16: Abort() . invalid wallets

17: if nSI [nT ] 6= ready then
18: Abort (unregistered nanopayment channel)

19: SI ← SI ∪ {nwpkR,⊥}
20: nSI [nT ]← established
21: nrtR ←Sign(skI , refund||nT ||nwComR)
22: Relay.Send(nrtR)

23: procedure Relay
24: nrtR ←Intermediary.Receive()
25: if ¬Verify(pkI , refund||nT ||nwComR, nrtR) = 1 then
26: Abort() . invalid refund token

27: ncskR ← (nwpkR, nwskR,⊥) . match client format
28: nSR ← (0, hc0)
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Algorithm 4 Nano-Pay Protocol between the client and relay to for-
ward a single nanopayment. Run periodically throughout the lifetime of
the circuit.

1: procedure Client(nT, ncskC , nSC)
2: parse nT as (δC , δR, n, hc

0)
3: parse ncskC as (nwpkC , nwskC , HC)
4: parse nSC as (k, hck)
5: if k >= n then
6: Abort() . out of nanopayments, setup a new channel

7: nSC ← (k + 1, HC[k + 1])
8: Relay.Send(HC[k + 1])

9: procedure Relay(nT, nSR)
10: hck+1 ←Client.Receive()
11: parse nSR as (k, hck)
12: if k + 1 >= n ∨Hash(hck+1) 6= hck then
13: Abort() . invalid nanopayment

14: nSR ← (hck+1, k + 1)

to cash out. However, in the event of malicious behavior or premature
abortion, Nano-Refund and Nano-Refute outlines procedures for E and I
to withdraw funds on the ledger at any given step with the latest payment
information. After a set amount of time allowing for the counterparty
to reciprocate, the ledger runs Nano-Resolve to make a �nal publicly
veri�able determination on the �nal balance. Correct execution of these
procedures allow all honest parties to retain their funds in some cases
and obtain the full balance of the malicious party's escrowed funds in
others. Details for these algorithms are left in Appendix A.1.

5.4.4 Tor Integration

Up to this point, we have described payments that occur between a
single client and a single relay. In practice, it is typical for each client to
maintain a handful of concurrently active circuits,3 each of which requires
three streams of payments to the guard, middle, and exit relays. These
channels must be actively managed to optimize computational overhead
as well as money �ow. Furthermore, connections between the client and
the guard relay are transparent and persistent across the timescale of
several months. We optimize toward this setup by enabling transparent

3For instance, the popular Tor Browser user application typically does not share
circuits with streams targeting a di�erent destination address unless those streams
come from the same SOCKS connection
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Algorithm 5 Nano-Close Protocol between an end user (client or
relay) and an intermediary to close out the nanopayment channel and
receive a micropayment wallet. Run any time after the circuit closure.
Also, the relay must close �rst

1: ∀E ∈ {Client,Relay}
2: procedure EndUser(pp, pkI , wE , nT, ncskE , nSE)
3: parse wE as (BE , wpkE , wskE , r, σ

w
E)

4: parse nT as (δC , δR, n, hc
0)

5: parse ncskE as (nwpkE , nwskE ,_)
6: parse nSE as (k, hck)
7: εE ← δC ∗ k if (EndUser = Client) else δR ∗ k
8: (wpk′E , wsk

′
E , wCom

′
E , π

′
E)←Wal(pp, pkI , wpkB, σ

w
E , BE , εE)

9: Intermediary.Send(wpkE , wCom
′
E , π

′
E , nT, εE , k, hc

k)

10: procedure Intermediary(pp, skI , SI , nSI)
11: (wpkE , wCom

′
E , πE , nT, εE , k, hc

k)←EndUser.Receive()
12: parse nT as (δC , δR, n, hc

0)
13: if εE < 0 ∧ closed 6∈ nSI [nT ] then
14: Abort() . client attempting to close before relay

15: if ¬Verify(πE) ∨ nSI [nT ] 6= established then
16: Abort() . invalid wallet or channel

17: if k > n ∨ ¬VerifyHC(hc0, k, hck) then
18: Abort() . invalid payment hash chain

19: nSI [nT ]← closed||hck
20: rt′E ←Sign(skI , refund||wCom′E)
21: EndUser.Send(rt′E)

22: procedure EndUser
23: rt′E ←Intermediary.Receive()
24: if ¬Verify(pkI , refund||wCom′E , rt′E) = 1 then
25: Abort() . invalid refund token

26: parse ncskE as (nwpkE , nwskE ,⊥)

27: σ
rev(nrt)
E ←Sign(nwskE , revoke||nwpkE)

28: Intermediary.Send(nwpkE , σ
rev(nrt))

29: procedure Intermediary

30: (nwpkE , σ
rev(nrt)
E )←EndUser.Receive()

31: if nwpkE ∈ SI ∨ ¬Verify(nwpkE , σ
rev(nrt)) then

32: Abort() . unregistered channel or revocation token

33: SI [nwpkE ]← σrev(nrt)

34: EndUser.Send(verified)

35: procedure EndUser
36: ver ←Intermediary.Receive()
37: w′E ←Intermediary.Blindsig(ver, wpk′E ||BE + εE)
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and direct payment channels between the client and guard, considerably
reducing the network overhead costs.

The zero-knowledge setup also allows an elegant way to anonymously
handle the tax collection policy described in Section 5.3. Thus far, we
have treated the nanopayment value δ as symmetric for both the client
and relay leg. In practice, it requires only a trivial modi�cation to specify
separate values of δC and δR such that the following equality is satis�ed.

δC − δR = tax+ fee (5.1)

Here, tax is the portion of every payment that is redirected to the Tor tax
authority while fee represents compensation for I's services. I gradually
accumulates these overhead charges in his balance over the course of
running many nanopayment channels. When it is time for I to cash
out the full micropayment channel, L simply divides the funds between
the I and the tax authority. Note that this does not mean that L can
arbitrarily control money as this process is well-de�ned in setup of the
network protocol.

5.4.5 Payment Security and Anonymity

Our security model must account for both privacy and payment secu-
rity. The privacy threat model is derived from the local active adversary
paradigm ubiquitously found in Tor research [55]. Like all cells in Tor,
Nanopayment messages are locally linkable by relays participating in
the circuit. However, since each circuit is only ever associated with one
anonymous micropayment channel at any given time, we can guarantee
that relays and intermediaries cannot link two nanopayment channels
with the same user. Formal de�nitions, theorems, and proofs are left in
Appendix A.2 for readability.

Observing the cash-out transactions on the ledger does not reveal any
information regarding the source of the payment. Moreover, any commu-
nication in our tripartite nanopayment protocol are protected by Tor cir-
cuits. Hence, relationship between client to intermediary, client to ledger,
relay to intermediary and relay to ledger are themselves anonymized by
Tor circuits. If some party aborts, which induce a dispute on the ledger,
the relationship between the client and his relays is protect by the various
Tor circuits built to resolve the dispute with the ledger.

Informally, we claim the following anonymity guarantees relative to
unmodi�ed Tor:

1. Additional parties needed to operate the moneTor system (i.e.
ledgers and intermediaries) cannot extract any more information
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about a given client than any middle relay.

2. Excluding side channels, circuits do not leak any more informa-
tion than the single bit needed to di�erentiate premium and non-
premium users.

The unmodi�ed construction exposes a subtle passive attack by I.
By examining the �nal number of payments made on each channel in
conjunction with the globally �xed nanopayment cost, I may potentially
link all of C's nanopayment channels.4. To mitigate this vulnerability,
we stipulate that C must make a least one micropayment, which has a
monetary value hidden from I, before closing a micropayment channel.
We expect that this micropayment should contain a random value not
greater than the channel escrow maximum value as stated in the Tor
consensus and may be made to another account owned by C.

Our threat model for payment security is similar to those found in
prior works in blockchain micropayment channels [107]. In such models,
the user is protected from malicious intermediaries by the ability to prove
misbehavior to a global ledger. The security of the ledger will be subject
to the guarantees made by the cryptocurrency interface [30, 106]. This
is in direct contrast to prior Chaumian e-cash proposals that employ the
honest but curious model for the central bank in which banks have full
control over user funds. Indeed, this is the basis for the di�erence in
terminology between prior central banks and the moneTor ledger.

5.5 Network Design

5.5.1 Extending the Tor protocol

We extend the Tor routing protocol described in Tor's speci�cations [52]
and we exploit Tor's leaky-pipe circuit topology5 to exchange payment
information with each hop of the circuit. We introduce two new control
cell types: one link-level cell and one relay-level cell. The link-level cell
is used to exchange information related to the payment protocol between

4This attack is best illustrated with a trivial example. Suppose that I facilitates
a number of nanopayment channels with the following number of payments, each of
which is known to represent one unit of money: [58, 839, 356, 881, 23, 89, 561] Now
that C closes her micropayment channel and terminates with exactly 404 units of
money. Once the micropayment channel is closed, I must necessary gain knowledge
of the �nal balance of funds and can easily link the �rst and third nanopayment
channels as belonging to the same C

5�Leaky pipe� refers to the ability of the user to direct tra�c that ends at an
intermediate hop along the circuit
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the Tor client and its guard relay while the relay-level cell is used for the
middle relay and the exit relay. This subtype of relay cell is comprised
of a payment header denoting the type of payment cell, followed by a
payload of payment data. To an outside observer, payment cells are
indistinguishable to normal relay cells. Figure 5.3 shows the internal
structure of the cell.

Figure 5.3: Relay Payment Cell � Cell de�nition specifying the structure
of a moneTor payment cell

All the bytes starting from StreamID (included) are onion encrypted.
RelCMD is set to RELAY_COMMAND_MT, PCMD is the payment
command which is di�erent for each step of the payment protocol. If
some message over�ow the payload available length (495 bytes), we queue
multiple cells of the same PCMD and bu�er them on the receiver side
to unpack the whole message.

5.5.2 Pre-built Channels

By default, Tor attempts to pre-build circuits in order to reduce latency
once a user wishes to create a data stream. Much like circuits, moneTor
payment channels are high in initial latency because of the many in-
out messages in the protocol. We therefore exploit the same strategy
currently used in circuit establishment by allowing payment channels
to be preemptively set up and established on clean pre-built circuits.
This dramatically reduces the e�ective time to �rst payment. Unfor-
tunately, excessive establishment of preemptive channels will eventually
a�ict the network with unused overhead. Our implementation features
a rudimentary prediction strategy that attempts to balance this trade-
o� by anticipating the number of needed channels using historical usage
information in a similar way Tor anticipates the need for a fresh circuit.

5.5.3 Network Scalability

In our design, we are concerned with memory consumption, kernel socket
consumption and CPU consumption. Our choice for a tripartite proto-
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col e�ectively shifts the memory consumption of opened and idle micro
channels to the intermediary nodes of the network. A more basic setup
whereby each Tor client maintains a micropayment channel with each
relay would incur an O(n ∗m) cost with respect to channel management
complexity, with n the number of Tor clients and m the number of re-
lays. By engineering an additional intermediary layer, the complexity of
moneTor channel connections is reduced to O(n+m). In our implemen-
tation, intermediary relays do not participate in routing user streams and
are tasked only with providing payment channel services. Intermediaries
devote the full extent of their computational resources toward this task,
allowing only a few strong nodes to handle all of channel management
needs of the network.

Interactions between parties are realized within Tor circuits to al-
low multiplexing of circuits over the same TCP connection. This also
protects the identity of the client and its chosen circuit against identi�-
cation by the ledger or the intermediary6. As a result, the intermediary
and the ledger must have a number of available sockets higher than the
number of relays in the network in the worst case. Since this limit is in
line with Tor's current assumption, our design inherits the same socket
consumption scalability of the greater Tor network.

5.5.4 Prioritized Tra�c

The �nal component of our network-oriented design addresses the need
to deliver prioritized bandwidth given an explicit signalling of premium
or nonpremium tra�c. Our objective is to provide a tunable range of
prioritization while incurring as little cost as possible to average global
performance. In our design, the chosen value is enforced network-wide by
the directory authorities in order to avoid partitioning of the anonymity
set. Tra�c scheduling is perhaps the most intuitive mechanism with
which to implement prioritization. However, we found in our investiga-
tion that practical modi�cation of the Tor scheduling infrastructure is
nontrivial. A more detailed discussion of our �ndings can be found in
Appendix A.3.

Fortunately, Tor's overlay �ow control mechanism provides an alter-
native route to implement our desired functionality. Recall that edge
nodes regulate the tra�c �ux in either direction using a set of �ow con-
trol windows. Roughly speaking, these windows determine space allotted
to each circuit on a relay's scheduling queue, which in turn is positively
correlated with e�ective bandwidth. We implement our prioritization

6We assumed no side-channel exploitation in this work but do discuss timing at-
tacks in Section 5.9
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scheme by readjusting the windows according to the following formula.

window′ = window(1 + α(premium/premium%− 1)) (5.2)

Here, a circuit is marked as prioritized by the bit premium ∈ {0, 1}.
The tunable priority bene�t α ∈ [0, 1) de�nes the proportion of the
non-premium capacity that we wish to transfer to premium clients. By
accounting for premium%s ∈ [0, 1], the fraction of premium to non-
premium clients, we can keep the total �ow capacity constant. Our
policy may be implemented in one of two ways. First, each node could
track the premium% locally and dynamically adjust their own windows.
This introduces a considerable amount of added complexity with unclear
consequences on network performance. A more sound approach calls for
the Tor authorities to track the global value for premium% and peri-
odically broadcast static �ow control windows to be used by the entire
network. We adopt the latter approach in this iteration of moneTor.

Interlude. This concludes the design of the moneTor framework. In
the proceeding sections, we describe steps taken to iteratively select and
validate key parameters as well as the scheme as a whole. Such pa-
rameters include: payment frequency, preemptive channel creation, and
prioritization amounts (α). Throughout this process, the underlying
objective is to prove that we can confer qualitatively �signi�cant� ad-
vantage to paid premium users while incurring minimal overhead costs
with respect to throughput, memory usage, and latency within a realistic
network environment.

5.6 Implementation

5.6.1 Details on moneTor implementation

A substantial contribution of the research is embedded within our im-
plementation of the moneTor framework. The modi�cations, applied to
Tor release version 0.3.2.10, cover approximately �fteen thousand added
lines of code across Tor's core C software. We emphasize that the im-
plementation is optimized solely for our experiments, assuming correct
execution of the protocol by any member of the network. We use avail-
able cryptographic primitives of the openssl-dev package, such as RSA
signature and secure hash function and we simulate cryptographic oper-
ations such as zpk proofs and commitments in the nanopayment creation
and close procedures using CPU delays. Furthermore, those delays are
implemented in the account for Shadow CPU delay design: if the Tor
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process is considered to run over a multicore computer, the costly opera-
tions are simulated over a dedicated core. If the Tor process is considered
to run over a singlecore computer, then the costly operations are simu-
lated by an appropriate number of dummy AES encryptions in a thread
concurrently to the Tor process main thread. Shadow captures those
AES encryptions and replaces them by CPU delays on the virtual CPU,
a�ecting Tor's main thread. These delays were tuned to conservatively
re�ect real measurements in background work [67].7 The partial proto-
type serves the following purposes in our study.

1. A proof-of-concept implementation covering nuances not explicitly
covered in the protocol designs. In e�ect, we would like to show
that there are no unexpected and prohibitive practical con�icts
with the existing Tor design.

2. A platform to study the feasibility of premium circuit prioritization
from a networking perspective.

3. A platform to obtain a rough factor-of-two approximation for all
bandwidth, computation, and memory requirements of the system,
both globally and at individual nodes.

The �rst design purpose is clearly qualitative and we brie�y note that
we did not discover any insurmountable logical �aws in the design.

The second design purpose works on a separated branch than moneTor:
the goal is only to transmit one bit of information to the relays when
the client is set to be premium. We did it in the lightness way to enable
comparison of priority schemes to a baseline experiment: we transmit a
priority bit to the relay when a client extends its circuit. Given this pri-
ority bit, we can explore various priority schemes. In this thesis, we have
explored priority based on the size of the control �ow window (i.e., limit
on how many cells can be on-�y within the circuit at a time), as explained
in details in the previous Section 5.5.4. We have also explored priority
based on the EWMA scheduling algorithm with a variation of EWMA's
parameters. Results and �ndings are described in the Appendix A.3.

The third and �nal purpose of our research prototype holds a sub-
stantial contribution of this work. We implemented all the payment
algorithms within the Tor codebase, as well as the logic to handle Tor
circuits toward intermediaries and the ledger. The payment system works
as a separate controller which ensures a correct state of all processing

7Extracted values are conservative in the sense that our zero-knowledge proofs
require proving only a subset of the statements required in each corresponding Bolt
zero-knowledge proof.
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payments and call the appropriate module for payment data processing.
The Tor codebase has several entry points to the payment controller:
1. When a circuit has opened, the payment controller can be ordered to
start the payment channels with each of the relays. It usually happens
for pre-emptive builds of payment circuits, which makes the payment
circuit ready before the user needs a fresh one. This approach tremen-
dously reduces the time to the �rst payment, which allows the relay to
be paid as soon as they start to forward data. 2. When we receive a
payment cell, we forward the data to the payment controller and then
continue as if any other cell was received. 3. When a premium circuit
receives, forwards or sends data, it calls the payment controller to track
the next payment to send or that needs to be received, depending of the
role played. 4. When we want to close the circuit, we order the payment
controller to close the channels �rst. Once the Nano-Close protocols
�nished, we then mark the circuit for close and eventually destroy it.

5.6.2 What is not implemented?

Everything about resource management, such as keeping information
about chosen Intermediary on disk, saving long-lived channel information
on disk, the control protocol to manage funds from an application, etc.
We also assume correct execution of the protocols; hence it means that
we keep in memory states of partially opened channels until the protocol
complete or the circuit is closed by a networking error or a protocol
behavior. Better resource management would be needed if we assume
incorrect execution of the protocol may happen: that's basically one of
the main design di�erence between a system running on a controlled
environment and a real environment. Finally, everything that does not
help to answer the research questions of this work is not implemented:
The ledger is currently a simple database kept in virtual memory. Wallets
are currently transient in our implementation: they are con�gured to
hold some value at the beginning of the simulation, but nothing is saved
when the simulation and the various processes exit.

5.7 Experimental Analysis

5.7.1 Data Collection

We deployed during two weeks a data collection system to look for em-
pirical temporal information about lifetime and bandwidth consumption
in Tor circuits. Our objective was to have a deeper understanding of
typical Tor usage and whether such usage can bene�t from our channel-
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based payment system. For example, these measurements might capture
some notion about the type and magnitude of potential premium tra�c.
We classify the tra�c type based on the service connection port. Be-
sides the classical ports 80 and 443 used for web tra�c, we aggregate
data from some other families including the WHOIS protocol [48] and
RWHOIS [141] from ports 43 and 4321, respectively. The complete list
of families is constructed from the reduced exit policies which we run on
our relays. This measurement methodology allows us to reason based on
application speci�c tra�c.

E�orts to preserve users privacy

To ensure ethical experimentation, we �rst contacted the Tor research
safety board [26]. The feedback we received was subsequently used to
refactor our data collection process (e.g., no metadata from any speci�c
�ow or circuit should be written on disk).

Data from �ve old and very stable exit relays with a total bandwidth
of 50 MiB/s was collected, stripped of origin metadata, and aggregated
on a central server. The data collected from each relay is itself an ag-
gregation which we perform inside the relay's memory. The aggregation
is done only for �active circuits� from the exit relay perspective. We
consider a circuit active when it has received a connection request to
an IP address on the internet. The aggregation is done inside bins of
con�gurable size for every di�erent tra�c family we consider. Once we
collected enough data from a single family, we dump the information on
the disk, clear the data, and resume a new session. The �nal informa-
tion obtained contains an aggregation of 1600 circuits over an unspeci�ed
time frame that is implicitly determined by the rate of user activity. The
following data was considered:

• Time Pro�le: The number of cells in each time interval (con�g-
ured to be 5 seconds) since the success of the DNS request. This
information sums inbound and outbound cells, and is aggregated
over circuits by addition.

• Total Counts: The total amount of cells processed by a circuit.
This information is aggregated by taking the mean of �xed-size
nearest neighbor bins.

Crucially, we do not record information linked to any single particular
user �ow on disk.
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(a) Time Pro�le � Average distribu-
tion of tra�c across circuit lifetime be-
ginning with the �rst DNS request.

(b) Total Counts � Distribution of cir-
cuit size with respect to the total num-
ber of cells processed

Figure 5.4: Live Tor network measurements

Observations

Our measurements successfully captured several important pieces of in-
formation for the design and justi�cation of moneTor. For example, one
important task is to determine the number of potential users that could
bene�t from paid tra�c. From Figure 5.4b, we observe that ≈ 82% of
circuits carrying only web tra�c exchanged less than 1000 cells. While
we cannot deduce any statements about users, we can speak to the frac-
tion of circuits that may bene�t from a payment channel in the Tor
network, since around 50% of them do not carry data and less than 17%
of them carry at least one web page. The remaining 18% would appear
to be better candidates for moneTor.

It is also evident from Figure 5.4a that most of the tra�c usually
happens within the �rst few tens of seconds, and that all types of tra�c
we collected seems to follow the same rule. From that result, we believe
that the reliability of payment is critical within the �rst few seconds,
especially from a relay viewpoint. Our payment channels should ideally
be established and ready before the user begins to use the circuit. While
this result cannot be guaranteed for an unbounded number of circuits,
a well-designed preemptive circuit build strategy should do a su�cient
job of eliminating channel setup/establish latency in the average case.

5.8 Simulated Validation

Having established the empirical context for a channel payment scheme,
we validated our technical design via experiments performed on a proof-
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of-concept software implementation within the native Tor codebase. To
analyze the networking dynamics and resource consumption, we studied
our implementations through the following proceeding experiments.

5.8.1 Methodology

Experiments were conducted using the Tor shadow simulator tool [76].
We ran two sets of experiments at di�erent scales from a consensus doc-
ument published in early February 2018. The �rst set featured 100 re-
lays, 1000 clients, 10 intermediaries, and ran for a total of 90 minutes.
These experiments were used to gather information concerning the sys-
tem overhead and protocol execution times. The second set featured
250 relays, 2500 clients, 25 intermediaries, 80 minutes of total run time,
and was used to measure the performance bene�ts conferred to premium
clients. In both cases, simulated tra�c features 16% bulk clients who
continuously download 5 MiB �les and 84% web clients who periodically
download 2 MiB �les,8. The number and behavior of clients were chosen
to satisfy (A) realistic congestion rates measured by a transfer timeout
percentage around 4% [108] and a historical bulk/web global tra�c ratio
of about 50% [42, 92]. Importantly, it should be noted that neither the
scale of our experiments nor the precise con�guration of client nodes are
intended to be precise replicas of real-world conditions. Tor networking
is itself a complex area of research and we are content to adopt the sim-
plest model that will highlight the relatively crude networking needs of
our incentivization scheme.

5.8.2 Experiments

Our experiments are separated into three groups each capturing a sepa-
rate characteristic of the scheme.

Global Overhead

First, we attempt to show the total cost the moneTor scheme in terms
of total network throughput. To highlight worst-case performance, we
con�gured a medium scale experiment consisting of 100% of premium
clients and compare to a baseline trial with 0% premium clients. No
actual tra�c priority is conferred. Since our algorithms makes use of
some concurrent crytpographic operations, we are concerned with the
number of CPU cores available to most relays. This information is not
publicly available. As a result, we provide two trials with moneTor: one

8While 5 MiB bulk �les are a common standard in Tor benchmarking [108], 2 MiB
web �les re�ect the approximate size of modern web pages [133]
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where we assume all nodes are running on multi-core hardware and one
in which all nodes are running on single-core hardware. The results are
summarized in Figure 5.5.

Our �ndings indicate that even in the worst case scenario, our sys-
tem incurs statistically negligible overhead at these scales across all three
measures of download time, throughput, and memory usage. This in line
with the raw bandwidth overhead observations in which a small fraction
(< 1%) of the network tra�c is attributable to moneTor payment mes-
sages. This is true for all of our trials which feature a payment rate of 1
payment (1 cell) every 1000 data cells exchanged in either direction. It
is also possible to increase the payment rate for more fairness if needed,
as long as the total overhead induced from control cells is kept under an
acceptable fraction of the overall data bandwidth.

Payment Latency

Given results from our data collection, we surmise that payment latency
is a crucial factor in servicing our front-loaded clients. To this end,
we measure the distribution of completion times for various steps in
the protocol. The results shown here are collected from a worst case
multicore experiment featuring 100 relays and 1000 clients all of whom
run premium circuits. To highlight the e�ects of native latency in the Tor
network, we show payments split across each relay role of guard, middle,
and exit. Recall that moneTor makes use of high-overhead, low-marginal
cost payment channels. The bulk of the cost in our scheme lies in the
conduction of the nanopayment channel establish and close protocols as
shown in Figure 5.6a and Figure 5.6c. Notice that close operations are
about twice as time consuming as establish operations re�ecting the need
for the relay to close his half of the nanopayment channel before the client
can complete hers. Figure 5.6b illustrates time to �rst payment, our most
revealing latency metric. This measure includes the overhead in channel
establishment when we do not have available preemptive channels. In the
best case scenario, when all three payment channels have been correctly
pre-built for the circuit, this measure is equivalent to a single trip toward
each relay. Comparing this Figure 5.6b to Figure 5.6a, we observe the
e�ectiveness of preemptive channel building.

In all protocol phases, we observe that latency for guard relays are
negligible in comparison to the middle and exit relays, further validating
our design decision to implement special directly paid guard channels.
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(a) Download Time Overhead
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(b) Throughput Overhead
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(c) Simulation Memory

Figure 5.5: Global Overhead � Comparison of overhead in pure mul-
ticore and singlecore network conditions. Figure 5.5a shows two sets
of download time CDF curves for each �le size (2 MiB and 5 MiB),
Figure 5.5b shoes the 5 minute moving average throughput over time,
and Figure 5.5c shows the memory consumption across the experiment
lifetime. The simulation includes 100 relays, 2 authorities, 1 ledger au-
thority, 10 intermediaries and 1000 Tor clients scaled down from the
public consensus �le `2018-02-03-00-00-00-consensus'.



126CHAPTER 5. MONETOR: AN ANONYMOUS PAYMENT SYSTEM

� � � � � �� �� ��

����������������

���

���

���

���

���

���

�
�
�
�
��
�
��
�
��
�
�
�
�
��
�

�����

������

����

(a) Nano-Establish
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(b) First Payment
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(c) Nano-Close

Figure 5.6: Protocol Execution Time � Time to �nish each protocol
step split across interactions with each of the three relay. The simulation
includes 100 relays, 2 authorities, 1 ledger authority, 10 intermediaries
and 1000 Tor clients scaled down from the public consensus �le `2018-
02-03-00-00-00-consensus'.
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Network Priority

Our �nal set of experiments studies the success of our scheme in deliv-
ering prioritized tra�c for premium users. To perform this analysis, we
prepared sets of three small experiments with varying modi�er priorities
α ∈ {0, 0.25, 0.5}, where α = 0 represents the baseline control. Our �rst
set of experiments assuming 50% of premium users is shown in Figures
5.7a, 5.7b, and 5.7c. From this illustration, is it evident that premium
users enjoy an advantage in internet speed compared to nonpremium
users and that this advantage is more pronounced with the higher priority
modi�er. Moreover, the evenly split premium and nonpremium perfor-
mance �averages out� to approximately mirror the baseline experiment,
indicating little loss in overall network performance, and con�rming our
overhead experiment.

Note, one di�erence of our priority mechanism over a scheduling ap-
proach is that the latency is unchanged: there is no reason for the �rst
byte to come faster for premium users since our priority mechanism only
change the size of the control �ow window (i.e., how many cells the cir-
cuit is allowed to carry at any time, see again Section 5.5.4 for details).
Such approach would keep the network responsive for nonpremium and
low-bandwidth usage, while still o�ering an upward bene�t for premium
users while loading web pages, as shown in Figure 5.7.

Our �rst analysis on Figures 5.7a, 5.7b, and 5.7c assumes 50% of
premium users. Reducing that fraction to 25%, which we assume to be
a more realistic model should most likely, according to Equation 5.2,
expect an even greater bene�t on a per-user basis. Figures 5.7d, 5.7e,
and 5.7f shows that this is indeed the result. Users across the spectrum of
web speed enjoyed ≈ 100% improvements in download speeds relative to
nonpremium users � likely enough to induce some amount of monetary
exchange. Note that the parameters from Equation 5.2 can be tuned
(enforced network-wide) to o�er more or less bene�t for premium users
on the willingness of the directory authorities.

5.9 Limitations

The moneTor framework faces a number of technical and economic lim-
itations. Firstly, the mere presence of paid tra�c leaks at least a single
bit of information to relays and intermediaries regarding the browsing
habit of the user. In practice, we expect that this information might be
positively correlated with certain user applications such as bittorrent or
video streaming. Secondly, our nanopayment protocols leak the number
and value of payments made to the intermediary. While this information
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(e) Bulk Download Time
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(f) Throughput

Figure 5.7: Prioritization Bene�t � Performance di�erentiation between
paid and unpaid users. The �rst row displays results with 50% premium
users while the second row displays results for 25% premium users. Sim-
ulations feature 250 relays, 2 authorities, 1 ledger authority, 25 interme-
diaries and 2500 Tor clients scaled down from the public consensus �le
`2018-02-03-00-00-00-consensus'.
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cannot by itself be used to identify clients or relays, we expect that it
could provide useful contextual knowledge when combined with other
inputs. Finally, although we ensure payment privacy within the Tor
ecosystem, we can make no such guarantees at the token exchange in-
terface. Users who practice inadequate operational security risk leaking
information about the net value of payments they make in Tor with their
real-world identities. This problem may be of greater concern for users
residing in political regimes that are politically opposed to Tor.

A separate �nancial limitation arises from our our tripartite pay-
ment channel architecture and the need for intermediaries to escrow large
amounts of funds. This opportunity cost of the frozen capital in terms
of forgone investments will be passed on as �nancial overhead to paying
users in the form of intermediary fees.

A last �nancial limitation would be the possible volatility of the cryp-
tocurrency. Studying the right economic policies to mitigate it would be
valuable, and applying them would be doable within our central man-
agement architecture.

5.9.1 Deployment Considerations

A well-designed incentive scheme has the potential to improve signi�-
cantly the Tor network, favoring its growth in usage and deployed re-
lays. However, there are numerous sociological and legal issues when
real money comes into play. Several of these problems are spelled out in
Rob Jansen's blogpost [74].

Social and Legal Issues

Current Tor relay operators may lose their motivation to help (i.e., in-
trinsic vs extrinsic discussion), the �community spirit� may shift toward
something less valuable than it is currently. Relay operators may be in-
centivized to cheat or to prefer cheap providers to increase their income.
Some relays, depending on their location, may be under new jurisdic-
tion when receiving token-based money and would have to comply with
various laws that may endanger Tor users privacy.

We can design economic policies to shape the Tor network toward
some optimal notion of security, performance or fairness between Tor
users. We can push research into this direction to understand better the
aforementioned issues. It is likely that a major change within a system
is bounded to social issues (money involved or not); understanding how
to handle them might be useful.
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Ethical Considerations

Rolling out a monetary system in the live Tor network without an ad-
vanced understanding of the social and legal issues would be unethical
since it may harm Tor users privacy. However, rolling out a separate Tor
network where we can study those social issues and evaluate economic
policies over a running monetary system would be one ethical way to
study a monetary Tor network further, providing that we warn the users
about the experiment in progress. Such approach should be carefully
handled with extensive communication to the community to avoid any
relay to move from the Tor network to the experimental one and ending
up to fraction the current resource. Eventually, in case of success, how to
merge the experimental network and the real one would be an interesting
research question.

What About Net-Neutrality? Introducing prioritization tra�c is
in some ways net non-neutrality for Tor. Getting rid of net neutrality
may also pose interesting social questions: Do some people may stop to
use and contribute to Tor because they believe it is an unfair system for
a majority of users (i.e., nonpremium users)?

Tor is already non net neutrality: relays currently run a scheduling
algorithm to favor bursty �ows over bulky �ows. This is designed to
rebalance the overall bandwidth usage to bene�t most users. Such non
net neutrality approach is widely accepted as a greater good because this
is done to be more egalitarian, and favor overall throughput.

Well engineered economic policies may turn the Tor network to some-
thing more egalitarian to favor users at the edge of the Internet, and also
increase the overall throughput. Non net neutrality from a user basis may
be widely accepted if we can show that it will support the Tor network
to be used as a public good.

5.10 Data Reproducibility

Our code developed during this research and needed to reproduce our
graphical results can be found in various repositories at @Monetor Github
account [134].

5.11 Conclusion

The Tor network su�ers from concerns in both performance and diver-
sity. In accordance with the general law that large networks are better
than small networks, we assert that the quality of Tor along both of
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these vectors can be simultaneously improved by incentivizing more re-
lay participation, while promoting some diversity notion. To this end, we
present moneTor, a comprehensive framework for incentivizing Tor re-
lay participation through true monetary payments. Our design broadly
covers every major level of implementation from economic policies to
the protocol payment layer and integration into the Tor networking ar-
chitecture. Along the way, we developed novel protocols for highly ef-
�cient and cryptographically secure nanopayment channels as well as
novel techniques in networking integration. A small venture into empir-
ical data collection reinforced our intuition that existing user behavior
is compatible with a light-weight payment incentive scheme. This led
to our more involved round of experimentation in which we tested our
natively integrated moneTor prototype. The results of this investigation
were highly encouraging, indicating low latencies, negligible throughput
overhead, and upwards of 100% bene�ts for paying users in the simulated
environment.

Legal, political, and sociological questions concerning the prudency
of introducing money into the Tor network are di�cult to answer in a
laboratory setting. However, this work indicates that our solution to
Tor incentivizaiton o�ers promising properties on all measured technical
and economic features. Pending further re�nement, we optimistcally
conclude that moneTor is the �rst scalable monetary payment framework
for Tor that can be feasibly developed today.
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6.1 Summary

Our research journey starts to reveal con�icting interactions between
Tor's resilience against cheap tra�c con�rmation attacks and the �ex-
ibility choices made to ensure forward compatibility. We demonstrate
how to use forward compatibility to build destructive attacks against
onion services and Tor clients. Our various attacks are empirically vali-
dated inside controlled environments, using Shadow and Chutney. This
�rst chapter covers a new low-cost guard discovery attack and the �rst
published tra�c con�rmation attack categorized as silent, near to per-
fect and instantaneous, validating1 the security model assumption �tra�c
con�rmation attacks are instantaneous and perfect� widely used in re-
search publications for more than a decade. The �y in the ointment here
is the fact that forward compatibility is a critical property in distributed
systems, and that our attacks are truly mitigated only by removing this

1For active attacks. It does not tell anything for a passive adversary
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property. We argue that forward compatibility, and more broadly �exi-
bility choices may inherently hide a danger for anonymous systems, which
needs to be further studied.

To mitigate tra�c con�rmation attacks, we explore a slight modi�ca-
tion of the current path selection used in Tor. Our approach consists of
modeling a realistic attacker who compromises paths using relays, and
once a path is compromised, we consider the correlation attack being
instantaneous and perfect. While the vanilla bandwidth-weights are not
considering any attacker, our work explicitly accounts for her and re-
designs the bandwidth-weights computation accordingly. In e�ect, this
new path selection method requires light and local modi�cations of the
Tor codebase, which pushes the path selection to the maximum IP-level
diversity in end positions of user paths while maintaining the same total
amount of bandwidth probabilistically available for each of the path po-
sition. To evaluate our proposal, our work features a new entropy metric
based on the guessing entropy, which gives the expectation on the num-
ber of relays to compromise before being able to deanonymize a speci�c
circuit. This metric o�ers a �rst worst-case evaluation of Tor's security
based on entropy. We argue that having more diversity relative to critical
positions of user paths increases the adversary's e�ort, which we believe
to be a sound solution to improve the resilience of the network against
her. Regarding performance, we argue that keeping the same amount
of total bandwidth at each position, even if distributed di�erently com-
pared to the vanilla path selection, should maintain the same level of
performance, and we con�rm this claim with Shadow simulations.

Finally, our last chapter explores the most straightforward and am-
bitious technique to improve the resilience of the network against tra�c
con�rmation: we need more relays and more diversity. We design a
monetary incentive mechanism to run relays from a pay-for-premium
bandwidth market in such a way that the Tor project could control a
fraction of the monetary wealth, and redistributes it to speci�c relays to
favor some diversity notion or resource objective. We design new pay-
ment protocols based on o�-chain payment channels, we specify how it
could be integrated inline with the current security model and network
architecture, and we develop a proof-of-concept implementation of our
scheme inside the Tor code base. We empirically validate our system
using Shadow, and we show that the overhead cost of our system is min-
imal, allowing a smooth shift of performance for premium users at the
cost of a roughly equal loss for non-premium users.
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6.2 Prospects

We can now highlight future work perspectives available from this dis-
sertation.

6.2.1 Flexibility in Anonymous Systems

We raised concerns regarding �exibility choices, such as forward compat-
ibility, implemented in the Tor network. Future work may investigate
more over the impact of �exibility within an anonymous system, recast-
ing prior work from the literature in light of this issue. Other anonymity
systems might as well be part of this investigation.

In reaction to this work, the Tor project seems to have initiated a
path to remove forward compatibility [23, 24], as well as increasing the
report interval for consumed bandwidth from 4 hours to 24 hours to
mitigate our attack. Future work may analyze how they plan to remove
forward compatibility and evaluate the consequences of such decision.

6.2.2 Path Selection

Most research in recent years published in top security venues regarding
the path selection [87, 34, 101, 127, 84] focus on improving Tor's security
against AS-level adversaries. Those e�orts probably echo Johnson et
al. [86]'s CCS13 publication �ndings where roughly 100% of Tor users
from familiar locations are deanonymized within a time frame of three
months for a single AS, and about 95% of them for a single IXP. While
we developed Water�lling to protect Tor users against a relay adversary,
our technique is fully compatible with AS-aware strategies based on pre-
built circuits (pre-built with Water�lling). Furthermore, our technique
can be applied to protect against AS-level adversaries or even a mix of
both adversaries. Further research could elaborate more on this topic
and compare to previous work.

Regarding performance, our evaluation accounts for a simplistic user
model in Shadow, and a simple mapping for jitter, latency and packet
loss. Development to improve Shadow's reliability to mimic the real Tor
network faithfully is ongoing from its maintainer. If some breakthrough
is achieved, re-evaluating the performance impact of Water�lling is a
strong option for further work.

Finally, Section 4.10 covers a summary of the interaction with the
developers and experts in the research community regarding the integra-
tion of Water�lling in the Tor code base. From our discussions, it stands
out that such proposal would need new IP-level subnet restrictions on
the number of relays. Current Tor authority code already does some



136 CHAPTER 6. CONCLUSION

restriction, like not authorizing more than two relays per IP address.
Designing the correct set of restrictions and evaluating their impact may
be the missing piece for a more secure Tor network.

6.2.3 Monetary Incentives to Contribute

Prioritized Tra�c

Although we were able to demonstrate clear prioritized premium traf-
�c using �ow control windows successfully, there is considerable room
to analyze prioritization under more realistic settings. Among the pos-
sibilities, we maintain that scheduling provides the most conceptually
elegant way to achieve our goals. In the absence of e�ective scheduling,
extension and further analysis of our �ow-control technique provide an
alternative path forward. This future work might study methods for
ensuring a more robust response to local variations in the fraction of
premium users as well total network load.

Measuring Additional Utility

The Tor Project would need a methodology and tools to decide which
relay deserves more reward during the redistribution. We left out of
scope how we could measure the utility of a relay operator, and how to
measure the notion of additional utility (i.e., what is the e�ect of adding
one particular con�guration of relay in term of location, type of relay,
bandwidth, etc.). Such research might be of independent interest for
relay operators even if monetary incentives are not integrated in Tor.

Side-channel Attacks

We assumed that our protocol construction would not give more in-
formation to an observer than the single bit needed to di�erentiate a
premium user. However, in practice, the protocol may leak informa-
tion through side-channels, such as the time needed to exchange cells in
order to open/close channels. An intermediary, or an exit relay may rea-
son about the client's location by evaluating the round-trip-times of the
multi-rounds Protocol. Although often easily mitigated once discovered,
these side channels pose an interesting problem to our expanded attack
surface.

Channel Management

Given the dynamic activity of payment channels that we have shown,
further research might explore more sophisticated policies to manage
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moneTor payment channels. Such policies would make decisions con-
cerning micropayment channel initial value, nanopayment channel size,
preemptive channel creation, and the selection of available channels to
apply to each new circuit. An ideal policy would be responsive to network
load and predicted user behavior. In addition to the classical optimiza-
tion objectives of computation, memory, and bandwidth, this research
e�ectively considers a brand new vector as it attempts to streamline the
�ow of money through the network.

6.3 Concluding Remarks

This thesis had the ambition to enhance Tor's anonymity while pre-
serving the performance that Tor currently provides. We feel that the
Shadow simulator had an invaluable impact on this thesis, demonstrat-
ing our intuition for the feasibility of our various proposals for the Tor
network. While our performance results cannot assert the same perfor-
mance for the greater Tor network, they at least show the promise that
we should expect a similar one.

We believe our di�erent proposals give a path for a higher diversity
within the Tor network and may worth the developers time in the forth-
coming years. We consider this diversity as a critical factor for Tor's
anonymity. While this thesis investigates how to increase the Tor net-
work diversity, we may also investigate what are the risks for a decrease
of diversity within the Tor network, as working to avoid pitfalls may be
as important than developing new techniques for an hypothetical im-
provement. We can think of a few dangers that could lower the diversity
within the Tor network: 1) Tor relays may not be welcome within the
low price VPS market in future years. The diversity of the Tor net-
work is inherently linked to the tolerance of cloud providers and ISPs,
and this may change in either way. 2) If internet services start to han-
dle anonymous connections di�erently than non-anonymous connections
(for whatever reason), it can threaten the ease of use and accessibility
of applications using the Tor network. 3) Legal actions initiated against
relay operators in some country.

While we are optimistic about the shape of the Tor network and its
greater adoption within the population, we must stay vigilant that any
e�ort to increase the network diversity are not ruined by any pitfall we
would not have predicted.





References

[1] Directory authorities speci�cations from the tor project. https://
gitweb.torproject.org/torspec.git/tree/dir-spec.txt. Ac-
cessed: 2017-05-20.

[2] Entry guard design discussions on the tor blog. https://blog.

torproject.org/category/tags/entry-guards. Accessed: 2016-
01-04.

[3] Estimated number of clients in the tor network. https://metrics.
torproject.org/clients-data.html. Accessed: 2016-07-26.

[4] Number of relays in the tor network. https://metrics.

torproject.org/networksize.html. Accessed: 2016-01-04.

[5] Onion routing - brief selected history. https://www.

onion-router.net/History.html. Accessed: May 2018.

[6] Pull request sent to torps's github project. https://github.com/
torps/torps/pull/3. Accessed: 2016-01-04.

[7] Torps's github project. https://github.com/torps/. Accessed:
2016-01-04.

[8] Tor's speci�cations. https://gitweb.torproject.org/torspec.
git/tree/. Accessed: 2017-05-20.

[9] Generic, decentralized, unstoppable anonymity: The phan-
tom protocol. http://www.magnusbrading.com/phantom/

phantom-design-paper.pdf, 2011. Accessed: 2017-05-20.

[10] Relay early con�rmation attack.
https://blog.torproject.org/blog/

tor-security-advisory-relay-early-traffic-confirmation-attack,
2014. Accessed: 2017-05-20.

https://gitweb.torproject.org/torspec.git/tree/dir-spec.txt
https://gitweb.torproject.org/torspec.git/tree/dir-spec.txt
https://blog.torproject.org/category/tags/entry-guards 
https://blog.torproject.org/category/tags/entry-guards 
https://metrics.torproject.org/clients-data.html
https://metrics.torproject.org/clients-data.html
https://metrics.torproject.org/networksize.html
https://metrics.torproject.org/networksize.html
https://www.onion-router.net/History.html
https://www.onion-router.net/History.html
https://github.com/torps/torps/pull/3
https://github.com/torps/torps/pull/3
https://github.com/torps/
https://gitweb.torproject.org/torspec.git/tree/
https://gitweb.torproject.org/torspec.git/tree/
http://www.magnusbrading.com/phantom/phantom-design-paper.pdf
http://www.magnusbrading.com/phantom/phantom-design-paper.pdf
https://blog.torproject.org/blog/tor-security-advisory-relay-early-traffic-confirmation-attack
https://blog.torproject.org/blog/tor-security-advisory-relay-early-traffic-confirmation-attack


140 REFERENCES

[11] Atlas: web application to inspect details of currently running re-
lays. https://atlas.torproject.org/, 2016. Accessed: 2016-12-
20.

[12] Bandwidth stats watermark can be induced using oom
killer. https://trac.torproject.org/projects/tor/ticket/

23512, 2017. Accessed: May 2018.

[13] Capacity of the Tor network. https://metrics.torproject.org/
bandwidth-flags.html, 2017. Accessed: 2017-05-20.

[14] Consumption of hidden services in mbit/s. https://metrics.

torproject.org/hidserv-rend-relayed-cells.html, 2017. Ac-
cessed: 2017-05-20.

[15] Data-collecting service in the Tor network. https://collector.

torproject.org/, 2017. Accessed: 2017-05-20.

[16] Defending against guard discovery attacks using van-
guards. https://gitweb.torproject.org/torspec.git/

tree/proposals/247-hs-guard-discovery.txt, 2017. Accessed:
2017-05-20.

[17] Github repository regarding data and code of this paper. https:

//github.com/frochet/dropping_on_the_edge, 2017.

[18] Ricochet: Anonymous instant messaging for real privacy.
https://ricochet.im/, 2017. Accessed: 2017-05-20.

[19] Securly and anonymously sharing �les with onionshare. https:

//github.com/micahflee/onionshare, 2017. Accessed: 2017-05-
20.

[20] Ticket 21155: Client's choice of rend point can leak info
about guard(s) of miscon�gured hidden services with entrynodes
option. https://trac.torproject.org/projects/tor/ticket/

21155, 2017. Accessed: 2017-05-20.

[21] Top-1000 alexa data set. http://s3.amazonaws.com/

alexa-static/top-1m.csv.zip, 2017. Accessed: 2017-05-20.

[22] Tor source code, function circuit_receive_relay_cell(), line
176. https://gitweb.torproject.org/tor.git/tree/src/or/

relay.c?h=release-0.2.9, 2017. Accessed: 2017-05-20.

https://atlas.torproject.org/
https://trac.torproject.org/projects/tor/ticket/23512
https://trac.torproject.org/projects/tor/ticket/23512
https://metrics.torproject.org/bandwidth-flags.html
https://metrics.torproject.org/bandwidth-flags.html
https://metrics.torproject.org/hidserv-rend-relayed-cells.html
https://metrics.torproject.org/hidserv-rend-relayed-cells.html
https://collector.torproject.org/
https://collector.torproject.org/
https://gitweb.torproject.org/torspec.git/tree/proposals/247-hs-guard-discovery.txt
https://gitweb.torproject.org/torspec.git/tree/proposals/247-hs-guard-discovery.txt
https://github.com/frochet/dropping_on_the_edge
https://github.com/frochet/dropping_on_the_edge
https://github.com/micahflee/onionshare
https://github.com/micahflee/onionshare
https://trac.torproject.org/projects/tor/ticket/21155
https://trac.torproject.org/projects/tor/ticket/21155
http://s3.amazonaws.com/alexa-static/top-1m.csv.zip
http://s3.amazonaws.com/alexa-static/top-1m.csv.zip
https://gitweb.torproject.org/tor.git/tree/src/or/relay.c?h=release-0.2.9
https://gitweb.torproject.org/tor.git/tree/src/or/relay.c?h=release-0.2.9


REFERENCES 141

[23] 25573: Create a relay_command_end_ack cell type. https://

trac.torproject.org/projects/tor/ticket/25573, 2018. Ac-
cessed: May 2018.

[24] 25574: Eliminate "silent-drop" side channels in tor pro-
tocol. https://trac.torproject.org/projects/tor/ticket/

25574, 2018. Accessed: May 2018.

[25] Proposal instructions. https://gitweb.torproject.org/

torspec.git/tree/proposals/001-process.txt, 2018. Ac-
cessed: 2018-05-20.

[26] Tor research safety board. https://research.torproject.

org/safetyboard.html, 2018. Members: https://research.

torproject.org/safetyboard.html#who.

[27] Masoud Akhoondi, Curtis Yu, and Harsha V. Madhyastha. LAS-
Tor: A Low-Latency AS-Aware Tor Client. In Proceedings of the
2012 IEEE Symposium on Security and Privacy, May 2012.

[28] Mashael AlSabah and Ian Goldberg. Performance and security im-
provements for tor: A survey. ACM Computing Surveys (CSUR),
49(2):32, 2016.

[29] Elli Androulaki, Mariana Raykova, Shreyas Srivatsan, Angelos
Stavrou, and Steven M Bellovin. Par: Payment for anonymous
routing. In International Symposium on Privacy Enhancing Tech-
nologies Symposium, pages 219�236. Springer, 2008.

[30] Adam Back, Matt Corallo, Luke Dashjr, Mark Friedenbach,
Gregory Maxwell, Andrew Miller, Andrew Poelstra, Jorge
Timón, and Pieter Wuille. Enabling blockchain innovations
with pegged sidechains. URL: http://www. opensciencereview.
com/papers/123/enablingblockchain-innovations-with-pegged-
sidechains, 2014.

[31] Adam Back, Ulf Möller, and Anton Stiglic. Tra�c analysis at-
tacks and trade-o�s in anonymity providing systems. In Ira S.
Moskowitz, editor, Proceedings of Information Hiding Workshop
(IH 2001), pages 245�257. Springer-Verlag, LNCS 2137, April
2001.

[32] Michael Backes, Aniket Kate, Sebastian Meiser, and Esfandiar Mo-
hammadi. (nothing else) MATor(s): Monitoring the anonymity of
tor's path selection. In Proceedings of the 21th ACM conference on

https://trac.torproject.org/projects/tor/ticket/25573
https://trac.torproject.org/projects/tor/ticket/25573
https://trac.torproject.org/projects/tor/ticket/25574
https://trac.torproject.org/projects/tor/ticket/25574
https://gitweb.torproject.org/torspec.git/tree/proposals/001-process.txt
https://gitweb.torproject.org/torspec.git/tree/proposals/001-process.txt
https://research.torproject.org/safetyboard.html
https://research.torproject.org/safetyboard.html
https://research.torproject.org/safetyboard.html#who
https://research.torproject.org/safetyboard.html#who


142 REFERENCES

Computer and Communications Security (CCS 2014), November
2014.

[33] Michael Backes, Sebastian Meiser, and Marcin Slowik. Your choice
mator (s): large-scale quantitative anonymity assessment of tor
path selection algorithms against structural attacks. Proceedings
on Privacy Enhancing Technologies, 2016(2):40�60, 2015.

[34] Armon Barton and Matthew Wright. Denasa: Destination-naive
as-awareness in anonymous communications. In Proceedings of the
16th Privacy Enhancing Technologies Symposium (PETS 2016),
July 2016.

[35] Alex Biryukov and Ivan Pustogarov. Proof-of-work as anonymous
micropayment: Rewarding a tor relay. In International Confer-
ence on Financial Cryptography and Data Security, pages 445�455.
Springer, 2015.

[36] Alex Biryukov, Ivan Pustogarov, and Ralf-Philipp Weinmann.
Trawling for Tor Hidden services: Detection, measurement,
deanonymization. In Proceedings of the 2013 IEEE Symposium
on Security and Privacy, May 2013.

[37] George Dean Bissias, Marc Liberatore, and Brian Neil Levine. Pri-
vacy vulnerabilities in encrypted http streams. In Proceedings of
Privacy Enhancing Technologies workshop (PET 2005), pages 1�
11, May 2005.

[38] Philippe Boucher, Adam Shostack, and Ian Goldberg. Freedom
systems 2.0 architecture. White paper, Zero Knowledge Systems,
Inc., December 2000.

[39] Louis Brandeis and Samuel Warren. The right to privacy. Harvard
law review, 4(5):193�220, 1890.

[40] Zach Brown. Cebolla: Pragmatic IP Anonymity. In Proceedings
of the 2002 Ottawa Linux Symposium, June 2002.

[41] Bogdan Carbunar, Yao Chen, and Radu Sion. Tipping pennies?
privately practical anonymous micropayments. IEEE Transactions
on Information Forensics and Security, 7(5):1628�1637, 2012.

[42] Abdelberi Chaabane, Pere Manils, and Mohamed Ali Kaafar. Dig-
ging into anonymous tra�c: A deep analysis of the tor anonymiz-
ing network. In Network and System Security (NSS), 2010 4th
International Conference on, pages 167�174. IEEE, 2010.



REFERENCES 143

[43] Sambuddho Chakravarty, Angelos Stavrou, and Angelos D.
Keromytis. Tra�c analysis against low-latency anonymity net-
works using available bandwidth estimation. In Proceedings of the
European Symposium Research Computer Security - ESORICS'10.
Springer, September 2010.

[44] Yao Chen, Radu Sion, and Bogdan Carbunar. Xpay: Practical
anonymous payments for tor routing and other networked services.
In Proceedings of the 8th ACM workshop on Privacy in the elec-
tronic society, pages 41�50. ACM, 2009.

[45] Brent Chun, David Culler, Timothy Roscoe, Andy Bavier, Larry
Peterson, Mike Wawrzoniak, and Mic Bowman. Planetlab: An
overlay testbed for broad-coverage services. SIGCOMM Comput.
Commun. Rev., 33(3):3�12, July 2003.

[46] Scott A Crosby and Dan S Wallach. E�cient data structures for
tamper-evident logging. In USENIX Security Symposium, pages
317�334, 2009.

[47] Thomas Crump et al. The Phenomenon of Money (Routledge Re-
vivals). Routledge, 2011.

[48] Leslie Daigle. Whois protocol speci�cation. 2004.

[49] George Danezis, Roger Dingledine, and Nick Mathewson. Mixmin-
ion: Design of a Type III Anonymous Remailer Protocol. In Pro-
ceedings of the 2003 IEEE Symposium on Security and Privacy,
pages 2�15, May 2003.

[50] George Danezis and Sarah Meiklejohn. Centrally banked cryp-
tocurrencies. NDSS Symposium, 2016.

[51] Claudia Diaz, Stefaan Seys, Joris Claessens, and Bart Preneel. To-
wards measuring anonymity. In Roger Dingledine and Paul Syver-
son, editors, Proceedings of Privacy Enhancing Technologies Work-
shop (PET 2002). Springer-Verlag, LNCS 2482, April 2002.

[52] Roger Dingledine and Nick Mathewson. Tor protocol speci�cation,
2018.

[53] Roger Dingledine, Nick Mathewson, Steven Murdock, and Paul
Syverson. Tor: The second-generation onion router (2014 draft
v1), 2014.



144 REFERENCES

[54] Roger Dingledine, Nick Mathewson, and Paul Syverson. Tor: The
second-generation onion router. In Proceedings of the 13th USENIX
Security Symposium, August 2004.

[55] Roger Dingledine, Nick Mathewson, and Paul Syverson. Tor: The
second-generation onion router. Technical report, Naval Research
Lab Washington DC, 2004.

[56] Roger Dingledine, Dan S Wallach, et al. Building incentives into
tor. In International Conference on Financial Cryptography and
Data Security, pages 238�256. Springer, 2010.

[57] Thien-Nam Dinh, Florentin Rochet, Olivier Pereira, and Dan Wal-
lach.

[58] Matthew Edman and Paul F. Syverson. AS-awareness in Tor
path selection. In Ehab Al-Shaer, Somesh Jha, and Angelos D.
Keromytis, editors, Proceedings of the 2009 ACM Conference on
Computer and Communications Security, CCS 2009, pages 380�
389. ACM, November 2009.

[59] Tariq Elahi, Kevin Bauer, Mashael AlSabah, Roger Dingledine,
and Ian Goldberg. Changing of the guards: A framework for un-
derstanding and improving entry guard selection in tor. In Proceed-
ings of the Workshop on Privacy in the Electronic Society (WPES
2012). ACM, October 2012.

[60] Nathan Evans, Roger Dingledine, and Christian Grotho�. A prac-
tical congestion attack on Tor using long paths. In Proceedings of
the 18th USENIX Security Symposium, August 2009.

[61] Nick Feamster and Roger Dingledine. Location diversity in
anonymity networks. In Proceedings of the Workshop on Privacy
in the Electronic Society (WPES 2004), October 2004.

[62] Xinwen Fu, Zhen Ling, J Luo, W Yu, W Jia, and W Zhao. One
cell is enough to break tor's anonymity. In Proceedings of Black
Hat Technical Security Conference, pages 578�589. Citeseer, 2009.

[63] Mainak Ghosh, Miles Richardson, Bryan Ford, and Rob Jansen. A
torpath to torcoin: proof-of-bandwidth altcoins for compensating
relays. Technical report, NAVAL RESEARCH LAB WASHING-
TON DC, 2014.



REFERENCES 145

[64] Ian Goldberg, Douglas Stebila, and Berkant Ustaoglu. Anonymity
and one-way authentication in key exchange protocols. Designs,
Codes and Cryptography, pages 1�25, 2012.

[65] David M. Goldschlag, Michael G. Reed, and Paul F. Syverson.
Hiding Routing Information. In R. Anderson, editor, Proceedings
of Information Hiding: First International Workshop, pages 137�
150. Springer-Verlag, LNCS 1174, May 1996.

[66] Matthew Green and Ian Miers. Bolt: Anonymous payment chan-
nels for decentralized currencies. https://eprint.iacr.org/

2016/701, 2016.

[67] Matthew Green and Ian Miers. Bolt: Anonymous payment chan-
nels for decentralized currencies. In Proceedings of the 2017 ACM
SIGSAC Conference on Computer and Communications Security,
pages 473�489. ACM, 2017.

[68] Angele Hamel, Jean-Charles Grégoire, and Ian Goldberg. The mis-
entropists: New approaches to measures in tor. Technical report,
Technical Report 2011-18, Cheriton School of Computer Science,
University of Waterloo, 2011.

[69] Nicholas Hopper, Eugene Y. Vasserman, and Eric Chan-Tin. How
much anonymity does network latency leak? In Proceedings of
CCS 2007, October 2007.

[70] Amir Houmansadr and Nikita Borisov. Swirl: A scalable water-
mark to detect correlated network �ows. In Proceedings of the
Network and Distributed Security Symposium - NDSS'11. Internet
Society, February 2011.

[71] Amir Houmansadr and Nikita Borisov. The need for �ow �nger-
prints to link correlated network �ows. In Proceedings of the 13th
Privacy Enhancing Technologies Symposium (PETS 2013), July
2013.

[72] Amir Houmansadr, Negar Kiyavash, and Nikita Borisov. Rainbow:
A robust and invisible non-blind watermark for network �ows. In
Proceedings of the Network and Distributed Security Symposium -
NDSS'09. Internet Society, February 2009.

[73] J Iyengar and M Thomson. Quic: A udp-based multiplexed and
secure transport. Internet-Draft. Expires: June 8, 2018.

https://eprint.iacr.org/2016/701
https://eprint.iacr.org/2016/701


146 REFERENCES

[74] Rob Jansen. Tor incentives research roundup: Goldstar, par,
braids, lira, tears, and torcoin. https://blog.torproject.org/

tor-incentives-research-roundup-goldstar-par-braids-lira-tears-and-torcoin.

[75] Rob Jansen, John Geddes, Chris Wacek, Micah Sherr, and Paul F
Syverson. Never been kist: Tor's congestion management blos-
soms with kernel-informed socket transport. In USENIX Security
Symposium, pages 127�142, 2014.

[76] Rob Jansen and Nicholas Hooper. Shadow: Running tor in a box
for accurate and e�cient experimentation. Technical report, MIN-
NESOTA UNIV MINNEAPOLIS DEPT OF COMPUTER SCI-
ENCE AND ENGINEERING, 2011.

[77] Rob Jansen and Nicholas Hopper. Shadow: Running Tor in a Box
for Accurate and E�cient Experimentation. In Proceedings of the
Network and Distributed System Security Symposium - NDSS'12.
Internet Society, February 2012.

[78] Rob Jansen, Nicholas Hopper, and Yongdae Kim. Recruiting new
tor relays with braids. In Proceedings of the 17th ACM conference
on Computer and communications security, pages 319�328. ACM,
2010.

[79] Rob Jansen and Aaron Johnson. Safely measuring tor. In Proceed-
ings of the 23rd ACM Conference on Computer and Communica-
tions Security (CCS '16), October 2016.

[80] Rob Jansen, Aaron Johnson, and Paul Syverson. Lira: Lightweight
incentivized routing for anonymity. Technical report, NAVAL RE-
SEARCH LAB WASHINGTON DC, 2013.

[81] Rob Jansen and Matthew Traudt. Tor's been kist: A case
study of transitioning tor research to practice. arXiv preprint
arXiv:1709.01044, 2017.

[82] Jaym. Circuit dirtiness is inconsistant with maxcircuitdirtiness.
https://trac.torproject.org/projects/tor/ticket/23374.

[83] Aaron Johnson, Rob Jansen, Nicholas Hopper, Aaron Segal, and
Paul Syverson. Peer�ow: Secure load balancing in Tor. Proceedings
on Privacy Enhancing Technologies, 2017(2), 2017.

[84] Aaron Johnson, Rob Jansen, Aaron D. Jaggard, Joan Feigenbaum,
and Paul Syverson. Avoiding the man on the wire: Improving

https://blog.torproject.org/tor-incentives-research-roundup-goldstar-par-braids-lira-tears-and-torcoin
https://blog.torproject.org/tor-incentives-research-roundup-goldstar-par-braids-lira-tears-and-torcoin
https://trac.torproject.org/projects/tor/ticket/23374


REFERENCES 147

tor's security with trust-aware path selection. In Proceedings of the
Network and Distributed Security Symposium - NDSS '17. Internet
Society, February 2017.

[85] Aaron Johnson and Paul Syverson. More anonymous onion routing
through trust. In 2009 22nd IEEE Computer Security Foundations
Symposium, pages 3�12. IEEE, 2009.

[86] Aaron Johnson, Chris Wacek, Rob Jansen, Micah Sherr, and Paul
Syverson. Users get routed: Tra�c correlation on tor by realistic
adversaries. In Proceedings of the 20th ACM conference on Com-
puter and Communications Security (CCS 2013), November 2013.

[87] Joshua Juen, Aaron Johnson, Anupam Das, Nikita Borisov, and
Matthew Caesar. Defending tor from network adversaries: A case
study of network path prediction. Proceedings on Privacy Enhanc-
ing Technologies, 2015(2):171�187, June 2015.

[88] Albert Kwon, Mashael AlSabah, David Lazar, Marc Dacier,
and Srinivas Devadas. Circuit �ngerprinting attacks: Passive
deanonymization of Tor hidden services. In 24th USENIX Security
Symposium (USENIX Security 15), pages 287�302, Washington,
D.C., 2015. USENIX Association.

[89] Albert Kwon, David Lazar, Srinivas Devadas, and Bryan Ford.
Ri�e: An e�cient communication system with strong anonymity.
Proceedings on Privacy Enhancing Technologies, 2016(2):115�134,
2016.

[90] Brian N. Levine, Michael K. Reiter, Chenxi Wang, and Matthew K.
Wright. Timing attacks in low-latency mix-based systems. In
Ari Juels, editor, Proceedings of Financial Cryptography (FC '04),
pages 251�265. Springer-Verlag, LNCS 3110, February 2004.

[91] James L. Massey. Guessing and entropy. In In Proceedings of the
1994 IEEE International Symposium on Information Theory, page
204, 1994.

[92] Damon McCoy, Kevin Bauer, Dirk Grunwald, Tadayoshi Kohno,
and Douglas Sicker. Shining light in dark places: Understanding
the tor network. In International Symposium on Privacy Enhanc-
ing Technologies Symposium, pages 63�76. Springer, 2008.

[93] Prateek Mittal, Ahmed Khurshid, Joshua Juen, Matthew Caesar,
and Nikita Borisov. Stealthy tra�c analysis of low-latency anony-



148 REFERENCES

mous communication using throughput �ngerprinting. In Proceed-
ings of the 18th ACM conference on Computer and Communica-
tions Security (CCS 2011), October 2011.

[94] Steven J. Murdoch and George Danezis. Low-cost tra�c analysis
of Tor. In Proceedings of the 2005 IEEE Symposium on Security
and Privacy. IEEE CS, May 2005.

[95] Steven J Murdoch and George Danezis. Low-cost tra�c analysis
of tor. In Security and Privacy, 2005 IEEE Symposium on, pages
183�195. IEEE, 2005.

[96] Steven J. Murdoch and Robert N. M. Watson. Metrics for security
and performance in low-latency anonymity networks. In Nikita
Borisov and Ian Goldberg, editors, Proceedings of the Eighth In-
ternational Symposium on Privacy Enhancing Technologies (PETS
2008), pages 115�132. Springer, July 2008.

[97] Steven J. Murdoch and Piotr Zieli«ski. Sampled tra�c analysis by
Internet-exchange-level adversaries. In Nikita Borisov and Philippe
Golle, editors, Proceedings of the Seventh Workshop on Privacy
Enhancing Technologies (PET 2007). Springer, June 2007.

[98] Thomas Nagel. Concealment and exposure. Philosophy & Public
A�airs, 27(1):3�30, 1998.

[99] Satoshi Nakamoto. Bitcoin: A peer-to-peer electronic cash system.
2008.

[100] Arjun Nambiar and Matthew Wright. Salsa: A structured ap-
proach to large-scale anonymity. In Proceedings of CCS 2006,
November 2006.

[101] Rishab Nithyanand, Oleksii Starov, Phillipa Gill, Adva Zair, and
Michael Schapira. Measuring and mitigating as-level adversaries
against tor. In Proceedings of the Network and Distributed Security
Symposium - NDSS '16. Internet Society, February 2016.

[102] Gavin O'Gorman and Stephen Blott. Improving stream correlation
attacks on anonymous networks. In Proceedings of the 2009 ACM
symposium on Applied Computing, pages 2024�2028. ACM, 2009.

[103] Vasilis Pappas, Elias Athanasopoulos, Sotiris Ioannidis, and Evan-
gelos P. Markatos. Compromising anonymity using packet spin-
ning. In Proceedings of the 11th Information Security Conference
(ISC 2008), September 2008.



REFERENCES 149

[104] Andreas P�tzmann and Marit Hansen. Anonymity, unobservabil-
ity, and pseudonymity: A consolidated proposal for terminology.
Draft, July 2000.

[105] Ania M Piotrowska, Jamie Hayes, Tariq Elahi, Sebastian Meiser,
and George Danezis. The loopix anonymity system. In 26th
USENIX Security Symposium, USENIX Security, pages 16�18,
2017.

[106] Joseph Poon and Vitalik Buterin. Plasma: Scalable autonomous
smart contracts. White paper, 2017.

[107] Joseph Poon and Thaddeus Dryja. The bitcoin lightning network:
Scalable o�-chain instant payments. draft version 0.5, 9:14, 2016.

[108] Tor Metrics Portal. Tor performance metr, 2018.

[109] Tor Project. The chutney tool for testing and automating tor
network setup. https://gitweb.torproject.org/chutney.git.

[110] Joel Reardon and Ian Goldberg. Improving tor using a tcp-over-
dtls tunnel. In Proceedings of the 18th conference on USENIX
security symposium, pages 119�134. USENIX Association, 2009.

[111] Michael G Reed, Paul F Syverson, and David M Goldschlag.
Anonymous connections and onion routing. IEEE Journal on Se-
lected areas in Communications, 16(4):482�494, 1998.

[112] Michael G. Reed, Paul F. Syverson, and David M. Goldschlag.
Anonymous connections and onion routing. IEEE Journal on Se-
lected Areas in Communications, 16(4):482�494, May 1998.

[113] Ronald L Rivest and Adi Shamir. Payword and micromint: Two
simple micropayment schemes. In International workshop on secu-
rity protocols, pages 69�87. Springer, 1996.

[114] Florentin Rochet. Client's choice of rend point can leak info
about guard(s) of miscon�gured hidden services with entrynodes
option. https://trac.torproject.org/projects/tor/ticket/

21155, 2017. Accessed: May 2018.

[115] Florentin Rochet. Tor developer meeting, rome. https://trac.

torproject.org/projects/tor/wiki/org/meetings/2018Rome,
2018.

https://gitweb.torproject.org/chutney.git
https://trac.torproject.org/projects/tor/ticket/21155
https://trac.torproject.org/projects/tor/ticket/21155
https://trac.torproject.org/projects/tor/wiki/org/meetings/2018Rome
https://trac.torproject.org/projects/tor/wiki/org/meetings/2018Rome


150 REFERENCES

[116] Florentin Rochet and Olivier Pereira. Water�lling: Balancing
the tor network with maximum diversity. https://github.com/

frochet/wf_proposal.

[117] Florentin Rochet and Olivier Pereira. Water�lling: Balancing the
Tor network with maximum diversity. Proceedings on Privacy En-
hancing Technologies, 2017(2), 2017.

[118] Andrei Serjantov and George Danezis. Towards an information
theoretic metric for anonymity. In Roger Dingledine and Paul
Syverson, editors, Proceedings of Privacy Enhancing Technologies
Workshop (PET 2002). Springer-Verlag, LNCS 2482, April 2002.

[119] Andrei Serjantov and Peter Sewell. Passive attack analysis for
connection-based anonymity systems. In Proceedings of ESORICS
2003, October 2003.

[120] Claude Elwood Shannon. A mathematical theory of communica-
tion. ACM SIGMOBILE Mobile Computing and Communications
Review, 5(1):3�55, 2001.

[121] Micah Sherr, Matt Blaze, and Boon Thau Loo. Scalable link-
based relay selection for anonymous routing. In Ian Goldberg
and Mikhail J. Atallah, editors, Proceedings of Privacy Enhancing
Technologies, 9th International Symposium (PETS 2009), volume
5672 of Lecture Notes in Computer Science, pages 73�93. Springer,
August 2009.

[122] Vitaly Shmatikov. Probabilistic model checking of an anonymity
system. Journal of Computer Security, 12(3-4):355�377, 2004.

[123] Vitaly Shmatikov and Ming-Hsiu Wang. Timing analysis in low-
latency mix networks: Attacks and defenses. In Proceedings of
ESORICS 2006, September 2006.

[124] Robin Snader and Nikita Borisov. A tune-up for Tor: Improving
security and performance in the Tor network. In Proceedings of the
Network and Distributed Security Symposium - NDSS '08. Internet
Society, February 2008.

[125] Daniel Solove. Understanding privacy. 2008.

[126] Brett Stone-Gross, Marco Cova, Lorenzo Cavallaro, Bob Gilbert,
Martin Szydlowski, Richard Kemmerer, Christopher Kruegel, and
Giovanni Vigna. Your botnet is my botnet: analysis of a botnet

https://github.com/frochet/wf_proposal
https://github.com/frochet/wf_proposal


REFERENCES 151

takeover. In Proceedings of the 16th ACM conference on Computer
and communications security, pages 635�647. ACM, 2009.

[127] Yixin Sun, Anne Edmundson, Nick Feamster, Mung Chiang, and
Prateek Mittal. Counter-raptor: Safeguarding tor against active
routing attacks. In Security and Privacy (SP), 2017 IEEE Sympo-
sium on, pages 977�992. IEEE, 2017.

[128] Paul Syverson. Why i'm not an entropist. In In Seventeenth Inter-
national Workshop on Security Protocols. Springer-Verlag, LNCS,
2009. Forthcoming.

[129] Paul Syverson, Michael Reed, and David Goldschlag. Onion Rout-
ing access con�gurations. In Proceedings of the DARPA Infor-
mation Survivability Conference and Exposition (DISCEX 2000),
volume 1, pages 34�40. IEEE CS Press, 2000.

[130] Paul Syverson, Gene Tsudik, Michael Reed, and Carl Landwehr.
Towards an Analysis of Onion Routing Security. In H. Federrath,
editor, Proceedings of Designing Privacy Enhancing Technologies:
Workshop on Design Issues in Anonymity and Unobservability,
pages 96�114. Springer-Verlag, LNCS 2009, July 2000.

[131] Can Tang and Ian Goldberg. An improved algorithm for tor circuit
scheduling. In Proceedings of the 17th ACM conference on Com-
puter and communications security, pages 329�339. ACM, 2010.

[132] Blockchain Info Team. Blockchain info, 2018.

[133] HTTP Archive Team. Http archive. https://httparchive.org/,
2018.

[134] Dinh Thien-Nam and Florentin Rochet. Account holding monetor
code. https://github.com/monetor, 2018.

[135] Judith Jarvis Thomson. The right to privacy. Philosophy & Public
A�airs, pages 295�314, 1975.

[136] Christopher Wacek, Henry Tan, Kevin Bauer, and Micah Sherr.
An Empirical Evaluation of Relay Selection in Tor. In Proceed-
ings of the Network and Distributed System Security Symposium -
NDSS'13. Internet Society, February 2013.

[137] Tao Wang, Kevin Bauer, Clara Forero, and Ian Goldberg.
Congestion-aware Path Selection for Tor. In Proceedings of Fi-
nancial Cryptography and Data Security (FC'12), February 2012.

https://httparchive.org/
https://github.com/monetor


152 REFERENCES

[138] Xinyuan Wang, Shiping Chen, and Sushil Jajodia. Tracking anony-
mous peer-to-peer voip calls on the internet. In Proceedings of
the ACM Conference on Computer and Communications Security,
pages 81�91, November 2005.

[139] Xinyuan Wang, Shiping Chen, and Sushil Jajodia. Network Flow
Watermarking Attack on Low-Latency Anonymous Communica-
tion Systems. In Proceedings of the 2007 IEEE Symposium on
Security and Privacy, pages 116�130, May 2007.

[140] Alan F Westin and Oscar M Ruebhausen. Privacy and freedom,
volume 1. Atheneum New York, 1967.

[141] S Williamson and M Kosters. Referral whois protocol (rwhois).
1994.

[142] Matthew Wright, Micah Adler, Brian Neil Levine, and Clay
Shields. The Predecessor Attack: An Analysis of a Threat to
Anonymous Communications Systems. ACM Transactions on In-
formation and System Security (TISSEC), 4(7):489�522, Novem-
ber 2004.

[143] Matthew K Wright, Micah Adler, Brian Neil Levine, and Clay
Shields. The predecessor attack: An analysis of a threat to anony-
mous communications systems. ACM Transactions on Information
and System Security (TISSEC), 7(4):489�522, 2004.

[144] Wei Yu, Xinwen Fu, Steve Graham, Dong Xuan, and Wei Zhao.
DSSS-based �ow marking technique for invisible traceback. In
Symposium on Security and Privacy, pages 18�32. IEEE, 2007.

[145] Yuncong Zhang, Yu Long, Zhen Liu, Zhiqiang Liu, and Dawu
Gu. Z-channel: Scalable and e�cient scheme in zerocash. Tech-
nical report, IACR Cryptology ePrint Archive 2017 (2017), 684.
http://eprint. iacr. org/2017/684, 2017.

[146] zzz (Pseudonym) and Lars Schimmer. Peer pro�ling and selec-
tion in the i2p anonymous network. In Proceedings of PET-CON
2009.1, pages 59�59, March 2009.



Chapter A

MoneTor: an Anonymous

Payment System

A.1 Algorithms

This appendix more fully describes the algorithms we design to operate
moneTor nanopayment channels in case of malicious behavior or prema-
ture abortion.

Algorithm 6 Nano-Refund Algorithm by an end user to close a mi-
cropayment channel and claim ledger funds. This is a modi�ed version
of Bolt's Refund algorithm to also allows for granular claims on open
nanopayment channels

1: ∀E ∈ {Client,Relay}
2: function EndUser(pp, cskE , wE , nT, ncskE , nSE , nrtE)
3: parse cskE as (_, skE ,_,_,_,_)
4: parse wE as (BE ,_,_,_,_)
5: parse nT as (δC , δB,_,_)
6: parse ncskE as (nwpkE ,_,_)
7: parse nSE as (k, hck)
8: δE ← δC if (EndUser = Client) else δR
9: mE ← (refund||nT ||nwpkE ||BE + δE ∗ n, nrtE , hckE , kE)
10: nrcE ← (mE , Sign(skE ,mE))
11: return nrcE
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Algorithm 7 Nano-Refute Algorithm by an intermediary to respond
to an end user's refund claim by posting its own channel closure message
to the ledger

1: ∀E ∈ {Client,Relay}
2: function Intermediary(pp, TE , SI , nSI , nrcE)
3: parse nrcE as (mE , σ

m
E )

4: parse mE as (refund||nT ||nwpkE ||Bfull
E , nrtE , kE , hc

k
E)

5: . Bfull
E ← balance if nanopayment channel were saturated

6: parse TE as (pkE ,_)
7: if ¬Verify(pkE ,mE , σ

m
E ) then

8: Abort() . bad signature, well be rejeced by ledger

9: if ¬Verify(pkI , (refund||nT ||nwpkE ||Bfull
E ), nrtE) then

10: Abort() . unapproved refund token

11: if SI [nwpkE ] 6= ⊥ then
12: . E is posting an old token, I should refute

13: σ
rev(nrt)
E ← SI [nwpkE ]

14: nrcI ← ((revoked, σ
rev(nrt)
E ), Sign((revoked, σrev(nrt))))

15: . Everything checks out; accept the closure
16: hck ← nSI [nT ]
17: nrcI ← ((accepted, kI , hc

k
I ), Sign(accepted, kI , hc

k
E))

18: return nrcI
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Algorithm 8 Nano-Resolve Algorithm run by the ledger (and ev-
eryone verifying the ledger) to resolve all channel closure messages and
allocate the appropriate �nal balances

1: . Returns the tuple (Bfinal
E , Bfinal

I )
2: function Ledger(pp, TE , TI , nrcE , nrcI)
3: Btotal = Binit

E +Binit
I

4: parse nrcE as (mE , σ
m
E )

5: parse nrcI as (mI , σ
m
I )

6: parse mE as (refund||nT ||nwpkE ||Bfull
E , nrtE , kE , hc

k
E)

7: . Bfull
E ← balance if nanopayment channel were saturated

8: parse nT as (δC , δR, n, hc
0)

9: δE ← δC if (EndUser = Client) else δR
10: if nrcE = ⊥ then
11: . E failed to respond closure request in time
12: return (0, Btotal)

13: if ¬Verify(pkE ,mE , σ
m
E ) ∨ ¬Verify(pkI ,mI , σ

m
I ) then

14: return ⊥ . messages could not be authenticated

15: if ¬Verify(pkI , refund||nT ||nwpkE ||Bfull
E , nrtE) then

16: return (0, Btotal) . E is attempting to use invalid token

17: if revoked ∈ mI then
18: parse mI as (revoked, σ

rev(nrt)
E )

19: if Verify(nwpkE , σ
rev(nrt)
E ) then

20: return (0, Btotal) . E is trying to use old channel
21: else
22: return (Btotal, 0) . invalid revocation from I

23: . micropayments settled, now resolve nanopayments
24: parse mI as (accepted, kI , hc

0
I)

25: if kI ≤ kE ≤ n∧VerifyHC(hc0, kE , hc
k
E)) then

26: . E has the highest hash preimage
27: Bfinal

E = Bfull
E − δE ∗ (n− kE)

28: Bfinal
I = Btotal −Bfull

E + δE ∗ (n− kE)

29: if kE ≤ kI ≤ n∧VerifyHC(hc0, kI , hc
k
I )) then

30: . I has the highest hash preimage
31: Bfinal

E = Bfull
E − δE ∗ (n− kI)

32: Bfinal
I = Btotal −Bfull

E + δE ∗ (n− kI)

33: return (Bfinal
E , Bfinal

I )
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A.2 Formal De�nitions, Theorem and Proofs

This appendix formally de�nes and proves our anonymity and security
properties for nanopayment channels.

A.2.1 De�nitions

Anonymity and Security for nanopayment channel Our objec-
tive in this work is to provide an e�cient, secure and privacy-preserving
payment system for Tor network bandwidth. Our nanopayment channel
is built on the top of an existing micropayment channel as designed by
Green and Miers [67]. Intuitively, the Pay protocol of their bidirectional
channel is replaced by our set of Nano-Setup, Nano-Establish, Nano-Pay
and Nano-Close protocols which allows high-granularity payments of up
to n iterations at the cost of roughly two Pay protocols. We require
that the intermediary does not learn more than the number of nanopay-
ments realized between an unknown Tor client and a unknown relay. 1

Moreover, we require that the nanopayment protocol always produce a
correct outcome for each valid execution of the protocol. Informally,
the anonymity guarantees provided by the nanopayment channel states
that any relay (except the guard relay) of a circuit learns no informa-
tion except that a valid nanopayment channel establishment, payment
or closure has occurred over an open micropayment channel with some
intermediary. A particular relay should not be able to link any two
nanopayment channel for separate circuits that it operates.

We reuse the payment anonymity and balance properties of Green
and Miers [66] for an Anonymous Payment Channel (APC scheme) but
we adapt them for our tripartite protocol. The scheme requires a privacy
property that holds against the intermediary, a privacy property that
holds against a relay, and a balance property to de�ne monetary security.
We prove that if there exists an adversary able to break the anonymity
property, then this adversary is able to distinguish the Real experiment
from the Ideal experiment of an APC scheme with non-negligible ad-
vantage. Furthermore, we prove that the only adversary able to break
the balance property is an adversary able to break preliminary security
assumptions.

1Due to the fact that moneTor nanopayment channels are inherently transparently,
we do not require that Nano-Setup and Nano-Establish protocols are unlinkable to
the Nano-Close protocol from the perspective of the relay and the intermediary.
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Payment anonymity with respect to the intermediary:

Let A be an adversary playing the role of intermediary. We consider an
experiment involving P customers (a.k.a. Tor client) and Q relays, each
interacting with the intermediary as follows. First, A is given pp, then
outputs TM. Next A issues the following queries in any order:

Initialize channel for Ci and Rj. When A makes this query on
input Bcust, Binter, it obtains the commitment T i

C generated as

(T i
C , csk

i
C)←$ InitC(pp,B

cust, Binter)

where the customer might also be a relay. In this case, the intermediary
obtains the commitment T j

R generated as

(T j
R, csk

j
R)←$ InitR(pp,Brelay, Binter)

Establish channel with Ci and Rj. In this query, A executes the
Establish protocol with Ci (resp. Rj) as

Establish({C(pp, TM, cskiC)}, {A(state)})

Where state is the adversary's state. We denote the customer's output
as wi, where wi may be ⊥.

Nano-Setup from Ci. In this query, if wi 6= ⊥, then A executes the
Nano-Setup to escrow ε with Ci as:

Nano-Setup({C(pp, ε, wi
C)}, {A(state)})

Where state is the adversary's state. We denote the customer's out-
put as wi

C , the hashchain root hc0, the customer's nanopayment secret
ncskC , the customer's state nSC and the refund token nrtC , where any
may be ⊥.

Nano-Establish from Rj . In this query, if w
j
R and nT 6= ⊥, then A

executes the Nano-Establish to register the nanopayment channel with
the relay Rj as:

Nano-Establish({R(pp, wj
R, nT )}, {A(state)})

Where state is the adversary state. We denote the relay's output as
wj
R, the refund token nrtR, the relay's nanopayment secret ncskR and

the state of the relay's nanopayment channel nSR.
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Nano-Close from Ci and Rj. In this query, if εiC , nT , ncskC and
nSC 6= ⊥, then A executes the Nano-Close to close the nanopayment
channel and update the micropayment wallet with Ci (resp. Rj).

Nano-Close({C(pp, εiC , nT, ncskC , nSC)}, {A(state)})→ wi
C

Where state is the adversary's state. We denote the customer's and re-
lay's output as wi

C (resp. w
j
R), where it may be ⊥.

Finalize with Ci (resp. Rj). When A makes this query, it obtains
rciC , computed as rcC←$Refund(pp, wi

C).

We say that A is legal if A never asks to spend from a wallet where
wi
C or w

j
R is ⊥ or unde�ned, and where A never asks Ci to spend unless

the customer has su�cient balance to complete the spend.

Let pp′ be an auxiliary trapdoor not available to the participants of
the real protocol. We require the existence of a simulator SX−Y (·)(pp, pp′, ·)
such that for all TM, no allowed adversary A can distinguish the follow-
ing two experiments with non-negligible advantage:
Real experiment. In this experiment, all responses are computed as
described in our Algorithms.
Ideal experiment. In this experiment, the micropayment operations
are handled using the procedure above. However, for the nanopayment
procedures, A does not interact with Ci and Rj but instead interacts
with a simulator SX−Y (·)(pp, pp′, ·).

Payment anonymity with respect to the relay.

Let A be an adversary playing the role of relay. We consider an exper-
iment involving P customers (a.k.a. Tor clients), each interacting with
the relay as follows. First, A establishes a micropayment channel with
the intermediary. Next, A issues the following queries in any order:

Nano-Establish from Ci. In this query, nT may be ⊥, then A
executes only the part of Nano-Establish which interacts with Ci:

Nano-Establish({C(pp, nT )}, {A(state)})

Where state is the adversary state. We denote the customer's output
nT , which may be ⊥.

Nano-Pay from Ci. In this query, nT 6= ⊥ and pk may be ⊥, then
A executes the Nano-Pay protocol for an amount δ with Ci as:

Nano-Pay({C(pp, δ, pk)}, {A(state)})
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Where state is the adversary's state and pk is the preimage of the
current hash stored in the adversary's state, or ⊥.

We say that A is legal if A never asks to spend more than n ∗ δ.
Let pp′ be an auxiliary trapdoor not available to the participants of

the real protocol. We require the existence of a simulator SX−Y (·)(pp, pp′, ·)
such that for all TM, no allowed adversary A can distinguish the follow-
ing two experiments with non-negligible advantage:
Real experiment. In this experiment, all responses are computed as
described in our Algorithms.
Ideal experiment. In this experiment, the micropayment operations
and nanopayment operations with the intermediary are handled using
our algorithms. However, for the nanopayment procedures between the
Tor client and the adversary relay, A does not interact with Ci but instead
interacts with SX−Y (·)(pp, pp′, ·).

Payment Security (Balance)

Let A an adversary playing the role of relay. We consider an experi-
ment involving P honest Tor clients C1, ..., CP interacting with the relay.
We assume the micropayment channels have been properly setup and
established with the intermediary and that the intermediary continues
to interact honestly with the client and relay.

Given the micropayment channel setup and established, parties hold
funds valued at Bcust and BA. Let balA ← 0 be the amount of funds
the adversary may claim. Now A may issue the following queries in any
order:

Nano-Establish from Ci. In this query, nT may be ⊥, then A
executes only the part of Nano-Establish which interacts with Ci:

Nano-Establish({C(pp, nT )}, {A(state)})

Where state is the adversary state. The adversary obtains nT and
establishes the nanopayment channel with the intermediary.

Nano-Pay from Ci. The nanopayment channel has been correctly
established before. This query can executed up to n times before Nano-
close is called. For each execution, nT 6= ⊥ and pk may be ⊥. A
executes the Nano-Pay protocol for an amount δ with Ci as:

Nano-Pay({C(pp, δ, pk)}, {A(state)})→ pk

If H(pk) matches the hash stored in the adversary's state, then
balA = balA + δ and H(pk) is stored in the internal state. If it does
not match, we output ⊥.
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Nano-Close with intermediary. In this query, εA ← k ∗ δ for k
Nano-Pay executions. nT, ncskA, nSA 6= ⊥, then A executes the Nano-
Close protocol to close its leg of the nanopayment channel and claim
funds to the intermediary.

Nanoclose({A(pp, εiA, nT, ncskA, nSA)},

{Intermediary(state)})→ wi
A

We denote the adversary output wi
A, where it may be ⊥. The Tor

client closes also its leg of the nanopayment channel with the interme-
diary to transfer k ∗ δ and update its wallet accordingly. At any point,
all parties have the option to call Nano-Refund to initiate a partial or
full refund of their escrowed fund and close the nanopayment channel.
We say that A is legal if it never agrees to execute the Nano-Pay proto-
col upon nT = ⊥. We further restrict A to establish one nanopayment
channel per micropayment channel established with any Tor client. A
wins if after executions of queries, balA > k ∗ δ.

A.2.2 Theorem

The nanopayment channel scheme satis�es the properties of anonymity
(A.2.1, A.2.1) and security (A.2.1) under the restriction that the adver-
sary does not abort before Nano-Close �nished, the restrictions that at
most one nanopayment channel can be open per micropayment chan-
nel, the assumptions that the commitment scheme is secure, the zero-
knowledge system is simulation extractable and zero-knowledge, and the
hash function used to create the hashchain and verify the preimage dur-
ing the Nano-Pay is a cryptographic hash function.

A.2.3 Proofs

Anonymity

We prove that the nanopayment channel scheme satis�es our anonymity
properties using a simulator SX−Y (·)(pp, pp′, ·) such that no allowed ad-
versary A can distinguish the Real experiment from the Ideal experiment
with non-negligible advantage. The way this proof proceeds requires
honest runs of the appropriate algorithms for the micropayment chan-
nel. When Nanopayment channel operations are called, the client side
or relay side of the protocol is emulated by the simulator for the Ideal
experiment. To prove that they are indistinguishable, we borrow Green
and Miers's proof and extend it to our notion of payment anonymity to
the intermediary, and to the relay. We start with the Real experiment
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and we create Games which modify elements of the protocol until we
match the Ideal experiment conducted with the simulator S. When A
calls the simulator S on legal interactions, the simulator emulates the
Tor client or relay part of the protocol, depending on which step of the
protocol we perform.

Let be ν1, ν2 be negligible functions and let Adv[Game i] be
A's advantage in distinguishing the output of Game i from the Real
Distribution.

Game 0. This is the Real experiment: Nano-Setup, Nano-Establish
and Nano-Close between customers (Tor clients) and the intermediary.

Game 1. This game is identical to Game 0 except that we replace
NIZK proofs generated by the customer at the Nano-Setup and Nano-
Close with simulated proofs (we assume the existence of a ZK simulation
algorithm which can extract a simulated proof). If the proof system is
zero-knowledge, then Adv[Game 1] ≤ ν1.

Game 2. This game is identical to Game 1 except that we re-
place the commitments nwComC , nwComR, wCom

′
C and wCom′R by

commitments on random messages. If the commitment scheme is com-
putationally hiding, then Adv[Game 2] − Adv[Game 1] ≤ ν2.

Game 3. This game is identical to Game 2 except that we re-
place the root of the hashchain HC[0] by a value generated from Ran-
dom(). Note that Random() was also used for the original value, there-
fore Adv[Game 3] − Adv[Game 2] = 0.

Game 4. This game is identical to Game 3 except that we re-
place wpkC , nwpkC , wpkR, nwpkR with random keys using the KeyGen
algorithm described for anonymous micropayment channels. Since the
distribution is identical to the distribution of original values,Adv[Game
4] − Adv[Game 2] = 0

We have started with the Real experiment and modi�ed elements of
the protocols from a series of Games to come up with a computationally
indistinguishable experiment conducted by S from the Real experiment.
SinceA cannot distinguish the real experiment from the Ideal experiment
obtained in Game 4. with non-negligible advantage, the interaction
between customers and intermediary is anonymous.

Now, we have to prove the indistinguishably between the Real
experiment and the Ideal experiment for the payment anonymity
property with the relay. We proceed with the same logic:

Game 0'. This is the Real experiment: Nano-Establish and Nano-
Pay between Tor clients and relays.

Game 1'. This game is identical to Game 0' except that we replace
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the root of the hashchain HC[0] by a value generated from Random() in
the Nano-Establish interaction. Note that Random() was also used for
the original value, therefore Adv[Game 1'] − Adv[Game 0'] = 0

Game 2'. This game is identical to Game 1' except that we replace
the preimage pk sent to the relay by a value generated from Random(). In
the random oracle model, both original value and simulated one provide
from the same distribution, hence Adv[Game 2'] − Adv[Game 1']
= 0

Since Game 2' is identical in the Ideal experiment, the interaction
between Tor clients and relays is anonymous.

By showing that the interaction with the intermediary and the inter-
action with the relay through the nanopayment algorithms are anony-
mous, we conclude that our nanopayment channel is anonymous.

Security (Balance)

We prove that the Nanopayment channel satis�es the security de�nition
if the micropayment channel is itself secure, if the hash function used is
a cryptographic hash function (i.e. it behaves like a random function,
it's easy to compute a hash of any given data, it's computationally hard
to �nd a valid preimage of a given hash value, and it is unlikely to
�nd two di�erent pieces of data that hash to the same value), and if
the signature scheme is EU-CMA secure (i.e. Existential Unforgeability
under a Chosen Message Attack).

To win, A must claim more money than the agreed upon price be-
tween a honest client and the adversary. The adversary must make this
claim while running a protocol that is indistinguishable from the honest
protocol. The Nano-Setup protocol borrows the same structure as the
provably secure Pay protocol. This includes the soundness of the zero-
knowledge proof, the binding property of the commitment scheme and
the unforgeability of the signature scheme. At this step, the adversary
cannot win against the Tor client and claim more than k ∗ δ where k
is 0 since no Nano-Pay has been executed yet. For the following steps
of the protocol, we proceed by showing that A cannot diverge from the
protocol and claim more than k ∗ δ with our classical security assump-
tions. If A could succeed this game, it would mean that there exist an
indistinguishable experiment from the Real experiment where A ends up
with more than k ∗ δ.

Game 0. This is the Real experiment.

Game 1. This game is identical to Game 0 except that we replace
hc0 in nT by a value chosen by A from a hashchain created by A. From
this hashchain, A creates nT ′. If the intermediary is honest, the nanopay-
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ment cannot be established because nT ′ is unknown to the intermediary
for this micropayment channel. If the intermediary is dishonest, then it
can accept nT ′ but cannot prove, under the assumption that the signa-
ture scheme is unforgeable in the usual sense (EU-CMA secure), that the
client holds a refund token with nT ′ instead of nT . Hence, Adv[Game
1] ≤ ν1.

Game 2. This game is identical to Game 1 except that A tries in the
Nano-Pay protocol to �nd herself a preimage to the stored hashchain,
and claim more than δ. Assuming the hash function is a cryptographic
hash function, then the adversary cannot �nd a preimage unless the Tor
client sends it to issue a payment. Hence, Adv[Game 2] ≤ ν2.

Finally, the Nano-Close protocol borrows the micropayment Pay pro-
tocol to update the micropayment wallet according to the number k of
preimages the adversary received from the Tor client. The Pay protocol
has been proved secure by Green and Miers, hence we observe that the
adversary cannot win the game with a non-negligible probability (claim
more than k ∗ δ).

A.3 Scheduling

A.3.1 Deeper background: scheduling

Tor handles multiple queues of cells for each circuit and writes cells in
the outbound connection while favoring bursty over bulky tra�c. The
main idea is to prioritize circuit handling interactive data streams, like
chats or web browsing. Tor uses an heuristic called EWMA [131] (i.e.,
computes the exponentially weighted moving average for the number of
cells sent on each circuit) to decide which circuit to prioritize. Recently,
the e�ciency of EWMA has been improved with the Kist [75] scheduler
used to reduce the congestion on the kernel outbound queue and push
back this delicate problem on to the Tor layer.

In an ideal network, we might expect that tra�c movement is an
exclusive function of the raw bandwidth capacity in each edge connec-
tion and the scheduling algorithm implemented at each node. The Tor
network employs EWMA to favor interactive web clients over continuous
bulk clients. In moneTor, we originally proposed to modify EWMA with
a simple linear scaling factor that would favor paid circuits.

At+∆t = At × 0.5∆t/H (A.1)

A′t+∆t = At+∆t/β + Ct,t+∆t (A.2)
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Figure A.1: Prioritized Scheduling � CDF download times for superim-
posed web and bulk clients where premium status is enforced only via
scheduling.

De�ned in Tang and Goldeberg's original paper, A is a variable score used
to sort circuits such that the circuit with the lowest A is always next on
the scheduling queue. C is the number of cells relayed within ∆t, the time
since the previous observation, and H is a global representing the half-
life decay interval in the score. Our added term, β ∈ [1, inf), is a tunable
parameter such that Bandwidthpremium = Bandwidthnonpremium×β for
any given circuit under ideal conditions.

A.3.2 Obstacles

Implementation into the concrete Tor infrastructure has proven to be a
considerably more complex problem. Upon failing to achieve meaningful
di�erentiation with low values of β, we adopted a more blunt policy
which always services premium circuits �rst and implemented it in a zero-
overhead version of moneTor.2 The results are displayed in Figure A.1.
Although we observed some moderate di�erentiation, the di�erence falls
well short of the bene�t needed to incentivize paid users as well as our
expectations for such an inequitable scheduling policy. This result holds
even under very heavy levels of induced congestion.

A.3.3 Investigation

Our negative results can be explained if scheduling is not the most de-
cisive determining factor in performance. To verify this hypothesis, we
studied the incoming queue from which the scheduler is able to select new

2This ideal version of moneTor strips away all payment operations and instead
passes a single signal through the network to distinguish premium circuits.
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Figure A.2: Queue Temporal Pro�le (60 seconds) � Size of the schedul-
ing bu�er over time at a single exit relay in terms of number of cells.
Colors group cells belonging to the same circuit.

active circuits. Figure A.2 illustrates the temporal load in the queue at
a single exit relay over a one-minute time span. The height of the curve
represents the total number of cells waiting to be serviced at each contin-
uous point in time while the colors group quantities of cells that belong to
the same circuit. Figure A.3 displays a subset of the same information
within a smaller time interval.3 In the aforementioned �gures, notice
that the queue is only populated for a period of 10 ms before it is com-
pletely �ushed, implying the queue spends the vast majority of its time
empty. This 10 ms window is a product of Tor's internal event handling
framework and is consistent with data from Jansen et al [81]. We found
in an analysis of the line-by-line observations of the queue activity that
while cells are �ushed in the correct order, they appear in the queue at
roughly equal proportions. In e�ect, bandwidth in our simulation is not
constrained by the ordering policy of the scheduler but rather by the
rate at which they arrive from the network.

A.3.4 Discussion

There are two plausible contributing explanations. First, it may be the
case that other network control mechanisms within the Tor codebase
constrain the �ow of cells, rendering the mostly idle scheduler to be in-
e�ective. This may be caused by any combination of factors including
point-to-point �ow control, connection throttling, or some less docu-
mented threshold embedded in the code. The positive results covered
in Section 5.8.2 suggests that �ow-control may play a key role. The
second explanation states that even in high-congestion, the constraining

3While the graph has the visual appearance of a bar graph, this is just a function
of the striking data pattern. In actuality, the plot displays a stacked area graph.
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Figure A.3: Queue Temporal Pro�le (2 seconds) � Size of the scheduling
bu�er over time at a single exit relay in terms of number of cells. Colors
group cells belonging to the same circuit.

network bottleneck does not lie within the Tor network itself but at the
exit relay interface with external servers on the web. In this scenario,
cell queuing within Tor is not nearly as important as the TCP/IP packet
handling at each exit relay.

We must emphasize that our results are in no way indicative or pre-
dictive of the state of a�airs on the live Tor network. The aforemen-
tioned experiments were performed on a considerably smaller scale with
simplistic models for network topology and user behavior. What can
be said is that networking as a whole is an immensely complex and
unpredictable domain and that the attainment of a simulation environ-
ment conducive to e�ective scheduling is, at the very least, nontriv-
ial.
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